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Abstract 1

A behavioral census of US cities from interpretable mobility embeddings

HAMISH GIBBS1,* AND ESTEBAN MORO1

1Network Science Institute, Northeastern University, Boston, MA, United States
*h.gibbs@northeastern.edu

1. ABSTRACT
Large-scale records of human mobility make it possible to measure
features of urban life that are absent from standard demographic
data: what people do, where they travel, and how they combine ac-
tivities in their daily life. However, raw mobility traces are highly
complex and pose risks to individual privacy, making them chal-
lenging to use as a primary source in downstream analysis. In
this paper, we use GPS-based mobility data across 20 U.S. cities
from 2019 to 2023, constructing activity-time profiles from GPS
visits to points of interest and decomposing these profiles into low-
dimensional behavioral representations capturing co-occurrence
structure in visitation patterns. We design these latent mobility rep-
resentations to be interpretable, low dimensional, and stable across
populations, geographies, and over time, while remaining reliable
across spatial scales of aggregation. The identified behavioral com-
ponents reveal semantic patterns of activity, and can complement
standard demographic features such as income, education, age,
employment, and race/ethnicity. In downstream evaluations, we
find that behavioral components improve predictions of a range
of urban outcomes, and generalize across neighborhoods, cities,
and over time. Further, we show that mobility embeddings pro-
vide a basis for quantifying meaningful shifts in mobility activity
under disruptions such as the COVID-19 pandemic, showing how
out-of-home activity re-organized under lockdown restrictions,
and recovered at different rates, and with modified structure, dur-
ing the relaxation of COVID-19 restrictions. We also show that
changes in out-of-home activity were associated with changes in
experiences of urban life, including experienced segregation and
patterns of access to urban amenities.
Keywords: human mobility; behavioral census; interpretable ma-
chine learning; urban data science

2. INTRODUCTION
Census variables which describe the characteristics of populations
resident within a set of administrative geographies are a common
resource for urban scientists. These demographic measures are
valuable, but they fail to capture the complex nature of urban be-
havior, which encompasses how people move, access amenities,
and organize their lives in cities. Mobility data offer an avenue
to measure these behavioral patterns at scale, but carry unique
challenges of data complexity, bias, and risks to individual pri-
vacy. Research on human mobility has shown that individual
movement is regular, structured, and useful for applications from
epidemic modeling and economic forecasting to urban planning
[1, 2]. Within cities, mobile phone data have been used to estimate
experienced segregation and social mixing [3], to identify inter-
pretable latent activity behaviors [4], and to learn embeddings that
reveal barriers in urban space [5]. These studies show that mobility
traces contain meaningful structure relevant to a broad range of
urban processes. However, existing applications of mobility data
typically use hand-crafted mobility indicators tailored to specific
research domains. It remains unclear whether it is possible to learn
robust, validated behavioral regularities which can be used as a
reliable behavioral proxy for measurement of urban activity across
cities, over time, and under disruptions to mobility behavior.

In this paper, we present a set of low-dimensional behavioral
components learned across US cities, providing unsupervised em-
beddings of common patterns of behavior which recur across di-
verse populations and can help measure changes in behavior across
geographies and over time. Our approach, which transforms large
unstructured GPS traces into a small set of interpretable mobil-
ity features, provides a meaningful vocabulary to describe shifts

in urban activity, reducing the complexity of raw GPS visitation
into meaningful labels like "Fast Food visits," "Campus Life," or
"Fitness and Outdoors." These interpretable representations can
complement standard demographic features with indicators of
typical patterns of mobility activity. To ensure validity of iden-
tified components, we assess the tradeoff between accuracy and
interpretability, and ensure stability across geographies and over
time. We also demonstrate the utility of these features in a set of
downstream evaluations estimating diverse urban outcomes, and
show how they can be used to understand shifts in urban behavior
in response to disruption, including the COVID-19 pandemic.

3. METHODS

Fig. 1. Raw visits are encoded as activity-time profiles and decomposed into behav-
ioral components using non-negative matrix factorization. Selected representations
balance accuracy with interpretability, producing a set of latent behavioral features
which describe mobility activity.

We analyze 31B GPS-based mobility records collected by the mo-
bility data aggregator Cuebiq from 20 U.S. cities between 2019
and 2023. For each resident device, we construct an activity-time
vector from visits to points of interest, combining venue categories
with temporal signatures such as time of day and day of week.
These features describe characteristic patterns of urban activity
driven by behaviors such as commuting, eating, shopping, run-
ning errands, and socializing. We select a representative panel
of mobile devices across cities and 6-month time periods, using
inverse-penetration-rate sampling to adjust for sampling bias with
respect to age, income, race, and population density. Using this
demographically representative panel of mobile devices, we apply
non-negative matrix factorization (NMF), decomposing activity
profiles into additive components which describe co-occurring
patterns within the input activity features. We select an appro-
priate dimensionality reduction using a multi-objective Pareto
optimization that balances reconstruction accuracy, component
interpretability, and low-rank structure. Our method permits each
resident to be represented as an additive mixture of interpretable
behavioral components, providing a low-dimensional behavioral
embedding for each device which can be aggregated to describe
the behavioral profile of neighborhoods. Separately, we validate
the mobility embeddings by testing component interpretability,
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reconstruction error, within-device split-sample robustness, and
transfer of aggregated embeddings across cities and time periods.

To assess the predictive value of these unsupervised mobility
embeddings, we aggregate individual behavioral profiles to ar-
eas (Census Tracts, ZIP Codes) based on the residence location
of mobile devices. We use five-fold cross-validation within the
main sample to compare predictive performance for demograph-
ics alone (D) and demographics plus behavioral components (D +
B) across urban outcomes related to neighborhood structure, civic
participation, housing, environment, and economic opportunity.
We separately evaluate transfer of the combined D + B model to ge-
ographically held-out areas (OOS). As a case study, we explore the
impact of the COVID-19 pandemic lockdown in March 2020, and
quantify changes in mobility components across neighborhoods
within cities, showing how the weight of different components
changed as activity routines re-organized in response to pandemic
restrictions. Though this case study focuses on the COVID-19
pandemic, the method is general and can serve to reveal shifts in
behavior related to policy interventions, external disruptions, or
more gradual trends of neighborhood change.

4. RESULTS
Our mobility embedding pipeline identifies optimal decom-
positions between 10 and 14 components along the accuracy-
interpretability Pareto frontier. Identified behavioral components
recover recognizable routines, including weekday commuting,
campus life, weekend errands, fast food, outdoor recreation, and
service-oriented activity. These components appear consistently
enough across metropolitan areas to support comparison, while
still varying across neighborhoods in ways not reducible to stan-
dard demographics.

In downstream evaluations, mobility embeddings complement
standard demographics, adding predictive signal across all out-
come domains, with particularly large gains across several do-
mains, including civic engagement and housing. The combined
model also generalizes across areas: performance in the geographi-
cally held-out evaluation closely matches its within-sample cross-
validation performance across outcome domains.

Table 1. Predictive performance by outcome domain. D and D + B report five-fold
cross-validation within the main sample for models using demographics alone
and demographics plus behavioral components, respectively. OOS reports the D
+ B model evaluated on geographically held-out areas, with uncertainty across
outcomes within each domain. Parentheses give outcome counts.

Mobility embeddings also reveal transitions in urban activity
during COVID-19. By measuring changes in individual-level be-
havioral weights, or the share of individuals’ behavioral weights
in different mobility components, it is possible to measure changes
to the semantic meaning of out-of-home activity, not just the reduc-
tion in overall travel volumes during the pandemic.

During the March 2020 lockdown, mobility embeddings show
how out-of-home mobility routines shifted away from discre-
tionary activities such as campus life, dining nightlife, and cafe
errands, and towards more essential shopping and low-contact
amenities such as household errands and fast food. These shifts
confirm that mobility embeddings can describe meaningful re-
sponses to external shocks, and could be generalized to other

processes which alter urban behavior such as urban policy inter-
ventions or acute disruptions to urban life like natural disasters.
Moreover, using individual behavioral profiles, our results can
offer insight into the specific mobility activities driving shifts in ex-
perienced segregation and the loss of in-person socializing, serving
as a complement to existing understandings of the impact of home-
working and decreases in travel activity during the COVID-19
pandemic.

Fig. 2. a) COVID-19 case study showing neighborhood-level change relative
to a 2019 baseline in Atlanta; b) component-level shifts between pre- and post-
pandemic periods across 20 US cities.

5. DISCUSSION
We present mobility embeddings which provide a low-dimensional
representation which translates raw mobility traces into inter-
pretable behavioral components analogous to standard demo-
graphic variables, allowing them to be incorporated in urban policy
applications much like existing census data. This is useful because
many interventions act through behavior: transit investments, zon-
ing changes, campus closures, park improvements, public-health
restrictions, or changes in the geography of service areas may be
more closely related to where people go and what they do than to
their demographic characteristics.

Our approach offers an opportunity to gain insight into the
ways that residents access the amenities within a city, revealing
otherwise unobserved behavioral dependencies. By translating
visits into interpretable behavioral components, we can measure
how residents use the city, how those patterns differ across neigh-
borhoods, and how they change during disruption. Our results
show that, rather than replace traditional demographic features,
mobility embeddings can complement existing urban data sources,
providing complementary signal which can be incorporated in
downstream planning and evaluations of urban policy.
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For nearly two decades, human mobility has been read either
as scale free or as lognormal. One account sees displacement
distributions as heavy tails resembling truncated power laws,
traceable to individual Lévy flights. A rival account holds that
movement within each spatial container is lognormal and that
the aggregate power law is an artifact of mixing containers of
different sizes. Both fit the same aggregate data, so the debate
has been hard to settle. We use the COVID-19 lockdowns in
Chile as a natural experiment that removes long-distance travel
and leaves local travel intact, analyzing 2.1 billion displace-
ments from 4.4 million mobile-phone users. The aggregate
exponent steepens under lockdown, but reweighting who trav-
els reproduces that shift on its own, so the aggregate cannot
separate the accounts. Individual-level tests can. The lognor-
mal classification is stable and the power-law classification
is not, and at matched sample size single users’ tails reject
the power law while equal-sized pooled mixtures pass. The
power law of human travel is a feature of aggregation, not of
individual movement.

1. INTRODUCTION

How far people travel shapes how disease spreads, how cities
grow, and how transport is planned [1]. Across several orders
of magnitude, displacement distributions look like a power law,
P(∆r) ∝ ∆r−α with α between 1.6 and 1.8 [2, 3]. Two explana-
tions compete for its origin. The first (H1) holds that each person
moves following a truncated Lévy flight set by a personal ra-
dius of gyration rg [2]; According to this view the heavy tail is
a real, scale-free property of individual movement. The second
hypothesis (H2) holds that movement within a single spatial
scale (a neighborhood, a city, a region) is lognormal, and that the
observed power-law behavior is merely a result of how the local
population is composed [4]. A mixture of lognormals has a log-
normal body and a tail that is hard to distinguish from a power
law over a finite sample [5, 6], so under H2 the population-level
power law carries no information about any individual being
scale free. Both accounts fit aggregate data equally well, which
is why the debate has lasted.

2. OUR NATURAL EXPERIMENT

Distinguishing between the two hypotheses requires an interven-
tion that removes one ingredient while keeping everything else
the same. The COVID-19 lockdowns supplied one such interven-
tion, suppressing long-distance trips between cities and regions
while leaving local movement largely undisturbed, and the two
hypotheses make opposite predictions under it. Under H1, the
exponent α is a property of the individual process and should
remain approximately constant; under H2 the heavy tail is an
artifact of long-distance travel, so restricting long-range mobility
should increase α. We analyze 2.1 billion displacement records
from 4.4 million anonymized mobile-phone users in Chile across

Fig. 1. Aggregate displacement distributions P(∆r) by period.
The power-law exponent α increases, from 1.66 to 1.74, as the
long-distance mobility constraints are increased.

three periods set by government rules (pre-lockdown, partial,
and full lockdown), measuring each displacement as the great-
circle distance between the towers of two consecutive events of a
user. The aggregate exponent steepens monotonically, from 1.657
before lockdown to 1.737 under full lockdown (Fig. 1), while the
median radius of gyration rg falls from 7.31 to 2.29 km. Both
changes are consistent with H2.

One explanation for the increase is that individuals con-
strained to travel shorter distances must follow a different dis-
tribution even if nothing else about their behavior changed. We
test this by resampling unconstrained pre-lockdown users so
that their rg distribution matches the full-lockdown one, then
refitting. Every individual displacement is left untouched; only
the mix of users changes. The fitted exponent rises from 1.67 to
1.81, past the empirical full-lockdown value of 1.73. Composition
alone reproduces and even overshoots the observed steepening,
so the aggregate exponent cannot separate the accounts on its
own; the test must move to the individual level.

3. INDIVIDUAL LEVEL ANALYSIS

We build a panel of 1.52 million users with at least 50 displace-
ments in each of the three periods and fit a truncated power law
and a lognormal to each user-period pair, choosing the better
model with a Vuong [7] likelihood-ratio test. The fraction of
users displaying lognormal behavior rises from 49.5% before
lockdown to 60.9% under full lockdown, while the fraction best
fitted by a truncated power law falls from 18.1% to 13.9%. The
transitions are clearer still: of the users classified as lognormal
before the lockdowns, 78.7% stay lognormal under lockdown,
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Fig. 2. Matched-size tail test. Maximum-entropy tail-test p-
values for the top-20% tail across individual users (blue) and
pooled samples of matched size (red). Over 50% of individ-
ual tails fall below the 5% line, rejecting the power law, while
fewer than 20% of equal-sized pooled mixtures do. The power-
law character is an artifact of the mixture, not of individual
behavior.

while of those classified as power law only 36.9% remain and
30.9% switch to lognormal. The users who switch are the ones
whose travel range was most reduced by the restrictions.

A further possibility is purely statistical: individuals have
fewer data points than the population. We address it by match-
ing sample sizes. For 1,537 users with at least 300 pre-lockdown
displacements we compare each user’s top-20% tail with a
pooled population sample of the same size, testing both with
a maximum-entropy method [6, 8]. Individual tails reject the
power law 52.9% of the time; pooled samples of identical size
reject it only 16.7% of the time, and the pooled power-law tail
runs about three times longer (Fig. 2). Even at matched sample
size, the power-law character comes from the mixture, not from
the individual.

4. MODEL-FREE TAIL EVIDENCE

A power law is scale free, so a Pareto tail must remain Pareto
however far out the threshold is placed. Above a threshold u, the
log-excesses log(∆r/u) of a Pareto tail are exponential, so their
coefficient of variation is 1 at every threshold, with no fitting
and no choice of xmin. Sliding the threshold across the top 500 to
500,000 of two million displacements, the coefficient of variation
never settles at 1. It is about 1.25 between 10 and 30 km, where
city-level and region-level containers mix, and falls to 0.4 to
0.8 between 50 and 800 km, the value expected inside a single
lognormal container, crossing 1 only in passing near 35 to 40 km,
close to where standard fitting procedures place xmin. The power
law is rejected at 97 to 98% of thresholds in all three periods, and
the three profiles nearly coincide, so this reflects stable spatial
structure rather than pandemic behavior. The extreme tail is
not even continuous: the hundred longest displacements take
only seven distinct values under full lockdown, down from 67
before. These are inter-city corridors that become unavailable as
lockdowns remove inter-city travel, which H2 predicts and H1
cannot explain. Combining the within-level lognormal densities
with their observed weights rebuilds the aggregate (R2 = 0.98),
and below 5 km the lognormal wins at every threshold. The
Lévy prediction of a universal rescaling collapse F(∆r/rg) fails
and worsens under lockdown (collapse CV 0.62 → 0.76), and

the steepening concentrates in wide-ranging users, rising from
+0.051 in the lowest rg quartile to +0.184 in the highest (p =
0.0003).

5. ROBUSTNESS AND MECHANISM

Finally, our analysis suggests that the shift toward lognormal is
not an artifact of data volume or spatial units. Down-sampling
each user’s pre-lockdown record to their lockdown count moves
the lognormal fraction by about four points, an order of mag-
nitude below the shift caused by the lockdown, and splitting
the pre-lockdown period into two equally sized halves pro-
duces no change at all, with individual exponents correlated
at R2 = 0.83. Coarsening the spatial resolution, by rounding
distances or remapping towers to a grid, leaves the lognormal
preference in place and often strengthens it. A simple mechanism
accounts for this: trip length within a container is the product
of many positive factors (destination type, routing, availabil-
ity), and products of positive factors tend to be lognormal, as in
Gibrat’s law.

6. CONCLUSION

We performed several independent lines of evidence that all
corroborate H2: the population-level power law is a result of
how the population is composed, not of how individuals move.
A Pareto tail covering 14% to 16% of the range at a few thousand
points, the size of the datasets originally used in this area, all but
vanishes by ten thousand points, while the model comparison
prefers lognormal distributions at every sample size, so data set
size may explain why earlier work found power-law behavior [5].
On the Chilean data our findings reproduce the spatial analyses
of González and colleagues while diverging on the temporal
ones, as expected from denser event sampling [2]. They make
the container model of Alessandretti and colleagues causal, since
removing access to the upper levels changes the aggregate as
the container account predicts, and they match the selective loss
of long trips found in the German lockdown [9]. Some caveats
are in order: the individual exponent shift is small (Cohen’s
d = 0.349), about 40% of users move the other way, and the
data come from one country in an unusual period, so the exact
magnitudes need not transfer. Chile’s staggered Paso a Paso
rollout turns this binary contrast into a graded dose-response
test that we will develop in future work.
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1. INTRODUCTION : HIERARCHY IN CITIES

Urban mobility does not occur on homogeneous spaces. Road
systems are organized through layered hierarchies composed of
highways, arterial roads, secondary streets and residential streets.
At every scale, a small number of major roads concentrates a
large fraction of the mobility flow, while a much larger number
of smaller streets supports local mobility. Michael Batty [1] was
among the first researchers to describe cities as exhibiting self-
similar structures across scales. Large arterial structures tend to
reappear recursively within finer street organizations, revealing
strong statistical similarities between scales.

Fig. 1. Map of the city of Chicago showing multi-scale geom-
etry. Large-scale arterial structures reappear at smaller scales
inside the downtown district.

This hierarchy is not only geometric. Empirical studies show
that traffic intensity, street centrality and road usage often follow
power-law distributions [2]. If streets are ranked by decreasing
traffic intensity, the traffic Tk carried by the k-th street approxi-
mately satisfies

Tk ∝ T0k−α,

where α > 0 is a scaling exponent and T0 is the traffic of the
busiest street.

Such scaling laws suggest that urban mobility possesses an
intrinsic multi-scale organization. This raises a natural question:
can this hierarchical structure be quantified through a single
mathematical quantity? In this work, we introduce the hyper-
fractal dimension framework to quantify the hidden multi-scale
organization of urban mobility.

2. THE HYPERFRACTAL DIMENSION

To quantify the multi-scale organization of urban mobility, we
develop a simple recursive construction called the Manhattan
model.

The construction starts from a large central cross representing
a major street intersection. At the next scale, smaller crosses are
inserted inside each quadrant, representing secondary mobility
structures. The procedure is then repeated recursively at finer
scales, generating a hierarchical organization of streets.

Fig. 2. Recursive construction of the Manhattan mobility
model.

Mobility is distributed unevenly across scales: a large frac-
tion of the traffic remains concentrated on major arterial roads,
while only a smaller fraction propagates toward finer mobility
structures. The hyperfractal dimension denoted by dF quantifies
how mobility is redistributed across scales, from major arterial
roads to finer urban streets [3].

In the Manhattan model, this redistribution is controlled by
a parameter q ∈ (0, 1) describing the fraction of mobility recur-
sively transferred toward smaller scales. The associated hyper-

fractal dimension is dF =
log(4/q)

log 2
> 2.

Values of dF close to 2 correspond to nearly uniform mobility
distributions, whereas larger values indicate increasingly hierar-
chical concentrations on major streets.

The effect of the hyperfractal dimension can be visualized by
distributing mobility events (vehicles, trips or parking requests)
according to the hierarchical structure of the Manhattan model.

Fig. 3. 1000 simulated mobility events according to the Man-
hattan model for dF = 2.1, dF = 3, and dF = 4.3.

As dF increases, mobility progressively concentrates on a
smaller number of dominant arterial roads.

3. MEASURING THE HYPERFRACTAL DIMENSION

A. Estimation from aerial images
Previous works estimated the hyperfractal dimension using de-
tailed urban datasets containing both street geometries and traf-
fic intensities [3]. While effective, such approaches require large-
scale mobility measurements and substantial preprocessing.

Recently, we developed image-based estimation algorithms
showing that aerial night images can provide a surprisingly
effective and robust proxy for hyperfractal organization. The key
observation is that the hyperfractal dimension does not depend
on the exact value of traffic flows, but rather on how mobility is
distributed across spatial scales. Major arterial roads dominate
urban luminance and recursively generate visible structures at
multiple resolutions.
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As a consequence, the scaling organization of night luminance
contains information about the hierarchical structure of urban
mobility and we can estimate the hyperfractal dimension by
measuring how typical luminance evolves across spatial scales.
The resulting scaling law directly provides an estimate of the
hyperfractal dimension.

Applied to Minneapolis, our method experimentally recovers
dF ≈ 2.18, quantitatively consistent with mobility-based estima-
tions.

Fig. 4. Satellite nighttime image of Minneapolis (left top), as-
sociated scaling-law estimation yielding dF = 2.176 with
R2 = 0.97 (left bottom), and neighborhood-scale segmentation
based on local hyperfractal dimensions (right).

B. Local hyperfractal regimes inside cities
Real cities are not perfectly homogeneous. Different neighbor-
hoods may exhibit distinct hierarchical organizations depending
on density, road structure or mobility usage [4].

The image-based framework therefore naturally extends to lo-
cal hyperfractal estimation. Instead of assigning a single dimen-
sion to the entire city, we estimate local hyperfractal dimensions
over different urban districts.

Interestingly, despite local variations, estimated dimensions
remain concentrated between 2 and 2.5. Our analysis suggests
that Minneapolis remains reasonably approximated by a single
effective hyperfractal dimension, while local refinements provide
a more precise multi-scale description of urban organization.

This dual perspective is particularly important for mobility
modeling. Depending on the desired level of accuracy, a city may
either be modeled as a single effective hyperfractal structure or
as a composition of locally hyperfractal districts.

4. HOW dF SHAPES URBAN MOBILITY

Originally introduced to model information propagation in ve-
hicular networks [3], hyperfractal geometry has more recently
been applied to parking-search dynamics.

In free-floating car-sharing systems, finding an available park-
ing slot is a central operational issue. While classical models
often assume homogeneous parking opportunities, real cities
exhibit strong hierarchical mobility structures that can be quanti-
fied through the hyperfractal dimension dF.

In recent work [5], we showed that in a hyperfractal Manhat-
tan model, the average distance D(λ) before finding a parking
slot satisfies the scaling law

E[D(λ)] ∼ Cλ−1/dF ,

where λ denotes the city-wide parking turnover intensity.
This reveals that parking-search dynamics are mainly gov-

erned by the large-scale geometry of the street network rather

than by purely local effects. We further showed that the ex-
ponent remains robust under random perturbations of street
attractiveness such as commercial activity or local congestion.
The hyperfractal dimension also influences the navigation pro-
cess itself. The typical number of turns before parking scales
as

number of turns ∼ log2 λ

dF
,

meaning that cities with larger hyperfractal dimensions tend to
produce fewer turns before parking, but longer travelled dis-
tances.

Using our estimation framework across several cities, we
observe distinct hyperfractal regimes.

City Paris Chicago Minneapolis Seattle Adelaide

dF 2.0 2.09 2.18 2.3 2.7

Table 1. Typical computed hyperfractal dimensions.

For instance, Seattle (dF ≈ 2.3) and Adelaide (dF ≈ 2.7), de-
spite sharing regular grid-like urban structures, reveal different
levels of hierarchical organization. Paris (dF ≈ 2), with its dense
and highly interconnected urban fabric, lies closer to the nearly
uniform regime.

Seattle (dF ≈ 2.3) Adelaide (dF ≈ 2.7)

In this framework, lower-dimensional cities tend to yield
faster parking-distance scaling but require more turns before
parking. Conversely, highly hierarchical cities concentrate park-
ing opportunities along dominant roads, leading to fewer turns
but slower distance scaling. These observations suggest that
the hyperfractal dimension may link urban geometry, mobility
flows, and parking-search efficiency.

5. CONCLUSION

The hyperfractal dimension provides a quantitative framework
for describing the multi-scale organization of urban mobility. Be-
yond theory, image-based estimation suggests that hyperfractal
structures may be observable in real cities. These results suggest
that hyperfractal geometry may provide a bridge between urban
form, mobility flows, and parking-search dynamics.
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1. INTRODUCTION

Passively collected mobility data can be an immensely useful tool
for urban planners, transportation engineers, and, more broadly,
any entity with an interest in understanding human mobility
behavior. Anyone interested in using this data is faced with the
immediate choice of what type of data to purchase, and which
provider to purchase it from. Many products exist that present
mobility data with various levels of pre-processing. Veraset,
for example, sells raw location-based services (LBS) records,
but sells add-ons that link this information to home and work
locations, trips, and points of interest (POIs). Safegraph focuses
on the POI visits product. Replica goes further, providing a table
of trips that is representative of a day of travel in the United
States, estimated for the entire population. Once a researcher
has chosen one or more of these products, more processing of
the data they have purchased is necessary in order to make any
inference about the world (see Fig. 1).

Both the dataset choice and the pipeline used downstream
of that data induce variability into the conclusions drawn from
the data. Many of these decisions have no clear correct choice.
Rather, the application and characteristics of the data themselves
often dictate how these decisions ought to be made. Thus, it
is important for researchers to be aware of these degrees of
freedom and the consequences they may have on their analyses.
Concretely, we trace one policy-relevant quantity end-to-end.
We use commute-associated vehicle kilometers traveled (VKT),
which is the most important metric the state of California uses to
determine environmental impact. VKT sits at the far end of the
chain in Fig. 1, so every upstream choice affects the final number.
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Fig. 1. A mobility data pipeline for comparing commute-
associated vehicles kilometers travelled (VKT). Each dataset
enters the pipeline at the stage corresponding to its level of
pre-processing (bottom row). Parameters subject to researcher
choice are shown above the stages where they apply (top row).

The dataset-induced variability may be further split into data
collection and processing methodology. For example, consider
LBS data. This source consists of trajectories of pings gener-
ated by on-device apps that track user locations that are bought
by third-party aggregators who merge data sold by different
providers. Each aggregator’s methodology affects the data dif-
ferently. For example, each aggregator might purchase data from
a different basket of apps, and use different logic for merging

data across apps to form a single user’s trajectory. Importantly,
the mechanics behind these differences are invisible to customers.
Furthermore, these differences are difficult to compare across
datasets due to the cost of purchasing redundant data from mul-
tiple providers. A more detailed discussion of the LBS data col-
lection pipeline and what differences may occur across providers
can be found in references [1–3].

Prior work describes sources of variability in mobility data.
This literature is fundamental in identifying variability among
sources, but [1, 3, 4] stop short of providing a detailed analysis
of the data itself. Other work goes further, showing how data
from different providers can yield different displacement distri-
butions, and importantly contextualizes these differences in each
provider’s data collection methodology [2]. This analysis focuses
on displacement distributions derived close to the raw data, pre-
ceding the deeper processing stages that many research applica-
tions require. Related pipelines spanning home detection, trip
inference, and spatial aggregation have been built for call detail
records (CDRs) and travel survey data [5]. Individual pipeline
components have also received dedicated attention, including
sensitivity analyses of home and work detection [6, 7]. Related
work builds complete pipelines [8–11]; we build on these frame-
works and contribute a systematic comparison across datasets
and hyperparameter choices.

Our contribution builds on the literature along the following
three axes: 1) We quantify dataset and hyperparameter-induced
variability across four different sources of mobility data and
variability propagation through the processing pipeline. 2) We
compare the variability of commute-associated VKT. 3) We offer
insights at some key decision points that researchers may use to
guide their own choices. We hope to contribute to a standard of
how this type of data should be handled.

2. RESULTS

We applied the data processing pipeline in Figure 1 to four
datasets under the categories listed in the bottom row of that
figure: raw pings products from Cuebiq and Veraset, which enter
at the stay detection stage, and Replica and LODES, which enter
at the home-to-work flow estimation stage. We include LODES
as an administrative data source with collection methodology
orthogonal to the others mentioned, which rely heavily on LBS
data. Our Cuebiq data covers Texas in November 2019, while our
Veraset data covers California in November 2024. We obtained
Replica data covering California in Fall 2024, and Texas in Fall
2019, and LODES data from California in 2023 and Texas in 2019.

Before running stay detection on Cuebiq and Veraset, Figure
2 shows us some immediate differences between the two raw
pings products. Both datasets show a prominent horizontal band
corresponding to their respective location measurement noise
floors1. Choosing distance thresholds below these noise bands

1In the Veraset data, latitude and longitude coordinates are often truncated to
four decimal points, pinning much of the data to a ∼ 11 meter grid. The Cuebiq
data is partially collected using GPS coordinates, and partially using WiFi-based
location, which is less accurate, contributing to the near-100 meter band [12].
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can cause the stay detection algorithm to miss real stays because
of persistent noise-induced breaches of this threshold or classify
location jitter between points that truly belong to the same stay
as separate stays.
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Fig. 2. Joint distribution of change in time (∆t) and change
in position(∆d) between successive pings in (a) the Veraset
California and (b) the Cuebiq Texas datasets. The Veraset data
shows a horizontal band of higher density between about 5
and 20 meters, and the Cuebiq data has a band between 20 and
100 meters. In orange are three time thresholds tested in this
analysis. In green are four distance thresholds we tested.

Next, after applying the pipeline from Fig. 1 to the Veraset
and Cuebiq data without applying user filtration, we obtained
home-work travel flow estimates from the datasets. To further
inform the stay detection parameter choice, we found home-
work flow correlations for Veraset and Cuebiq versus LODES at
the tract level using the stay detection parameters listed in Figure
2. Of the twelve threshold combinations tested, Veraset’s tract-
level agreement with LODES was flat across {100 m, 500 m} ×
{1 hr, 8 hr} (Pearson r = 0.30 on log-transformed flows), while
Cuebiq peaked at 100 meters with a time threshold of either 1 hr
or 8 hr (r = 0.47).

We also tested various levels of user filtration, and found that
home-work flows match LODES benchmarks better at looser
levels of filtration. Specifically, we tried filtering users by the
number of stays in their data, using minimum threshold values
of 0, 5, 20, and 50 stays, and by the number of days with stays,
using threshold values of 0, 3, 10, and 20 days. We found that
Veraset’s home-work flow correlation with LODES begins to
drop off beyond keeping users with at least 5 stays and 3 days
with stays, while Cuebiq’s results dropped off beyond at least 20
stays and 10 days with stays. We attribute this effect to sparsity
induced by more restrictive filtration, and our general recom-
mendation is to filter out low-quality users only as far as the data
quality allows. We also found that coarser spatial aggregation
scales (Uber H3 resolution-6 hexagons) give better home-work
flow correlations across both Veraset and Cuebiq, though the
dropoff induced by filtering remains. Notably, Cuebiq appears
to match the LODES benchmark more closely than Veraset.

Returning to VKT, Figure 3 shows that in California2 different
datasets come with vastly different conclusions. It is vital to con-
sider the tradeoffs inherent in each dataset choice in the context
of one’s application. On one hand, LODES assumes that indi-
viduals work at the address on their tax forms, underestimating
the number of people who work from home. On the other hand,
Replica has no commutes over 300 km. Veraset’s estimated VKT
falls between the two, with a notably broader and flatter dis-
tribution, reflecting greater uncertainty in its home-work VKT
estimates compared to the more sharply peaked LODES and
Replica distributions. When seeking to estimate private vehicle

2We found similar results in Texas using the Cuebiq data

emissions, these tradeoffs carry different consequences: LODES
risks overcounting commute trips, Replica risks undercounting
long-distance ones, and Veraset’s wider spread suggests less
consistency in its underlying estimates. The magnitude of these
dataset-induced differences means that policy decisions relying
on a single mobility data source carry meaningful uncertainty,
underscoring the need to make these tradeoffs explicit rather
than treating any one dataset’s estimate as ground truth.
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Fig. 3. Comparison of VKT per capita distributions across
mobility datasets. (a) The Replica dataset estimates much
lower per-tract VKT per capita than the other two datasets. We
estimate per-capita VKT by estimating the distance between
each home-work census tract pair in our data and multiplying
it by the total flow we observe on that home-work tract pair.
(b) The distribution of commute distances exposes the 300km
cutoff in Replica.
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As human mobility science applications mature, there are grow-1

ing calls to validate the algorithms used in data processing [1, 2].2

Commercially-available GPS mobility datasets are often tempo-3

rally sparse and spatially noisy, which can distort algorithmic4

outputs and produce anomalies [3–6]. One critical processing5

step is stop detection—identifying segments of a GPS trajec-6

tory in which an individual remained stationary—which both7

reduces dimensionality, and enriches the raw data with mobil-8

ity semantics. Detected stops, also called stay-points, underlie9

many mobility metrics and downstream tasks such as home10

attribution, visit identification, and mobility flows, raising con-11

cerns that algorithm and parameterization choices bias results [2].12

Yet, rigorous comparisons of stop-detection algorithms or guid-13

ance on their parameterization remain limited. Ground-truth14

data for evaluating accuracy and robustness are rarely available,15

while open-source implementations are available, but scattered16

across a small number of libraries, including infostop, nomad,17

scikit-mobility, and HuMobi.18

We address these barriers by providing open-source implemen-19

tations of eight stop-detection algorithms in an interactive ped-20

agogical tool that supports direct comparison and evaluation21

against synthetic ground truth [7]. Our “Stop Detection Dash-22

board” makes a broader range of algorithms accessible to re-23

searchers, explains their distinctive features, and allows users to24

examine how their outputs change across parameter settings and25

trajectory characteristics. Visual analytics of movement has simi-26

larly combined computational methods with interactive spatial27

and temporal representations to support exploration of trajec-28

tory data [8, 9]. Its front end combines animated maps, timelines,29

insights about algorithm operations, and interactive parame-30

ter controls, allowing users to follow GPS pings through time31

and observe how different algorithms and parameterizations32

produce detected stops, errors, and characteristic failure modes.33

DATA AND METHODS34

Our learning tool combines synthetic trajectory data, open-35

source Python implementations of multiple algorithms, and an36

interactive, animated front end for exploring algorithm outputs37

(Fig. 1d). We generated synthetic GPS trajectories using NO-38

MAD’s open-source garden city sandbox [7], which simulates39

mobility within a synthetic city and allows control over trajec-40

tory irregularity, temporal sparsity, and horizontal noise. The41

prototype includes four mobility “diaries” defining the ground-42

truth stops; for each selected diary and sparsity configuration,43

we generated 500 sparse, noisy trajectories. We also contribute44

documented and unit-tested open-source implementations of45

eight stop-detection algorithms through the nomad Python li-46

brary [10]. These algorithms are organized in two categories.47

The first are Sequential algorithms, implementing an intuitive48

and straightforward notion of a stop: consecutive pings falling49

inside a containment area for a minimum duration. We propose50

4 implementations of this class of algorithms, that differ on how51

such containment area is defined as the algorithm is expand-52

ing a “candidate stop”: (i) as a circle centered (or “anchored”)53

on the first ping of the candidate stop [11]; (ii) as a changing54

circle centered on the centroid of the pings in the candidate55

stop [12]; (iii) implicitly, by requiring a maximum (geometrical)56

diameter on the set of pings, as in Project Lachesis [13]; (iv) as a57

directly provided polygon, like an H3 hexagon, or administra-58

tive boundaries, as in [14]. The second category corresponds to59

Density-based algorithms, which are spatio-temporal adaptations60

of the well-established DBSCAN [15] spatial clustering algorithm,61

which can effectively handle noise—relaxing the requirement62

that pings within a stop be consecutive. The four implementa-63

tions chosen differ primarily on how temporal separation of the64

resulting clusters is ensured: (i) SeqScan, which implements DB-65

SCAN on growing sequences of pings, adding a cutoff time when66

a candidate stop is “closed”; (ii) ST-DBSCAN which limits the67

pings that can be neighbors to those within a temporal threshold,68

(iii) DBStop, which removes overlaps directly with a maximum-69

likelihood criterion on conflicted pings; and (iv) HDBStop, a70

variation of DBStop that implements hierarchical clustering. The71

two latter implementations are original to the NOMAD project72

[10], which also includes open-source implementations of the73

other 6.74

Algorithm outputs are precomputed for each trajectory and pa-75

rameter configuration, and compressed in a cache so that the76

dashboard can load comparisons quickly without online exe-77

cution of the algorithms. Performance is evaluated minute-by-78

minute by spatially joining detected stops to the synthetic build-79

ings: a minute is correct when the detected building matches the80

ground-truth building specified by the diary, and incorrect when81

it does not or when no stop is detected. The fraction of correctly82

classified minutes provides a common accuracy measure across83

algorithms and trajectories. The dashboard links these precom-84

puted results to an interactive map and timeline, allowing users85

to move through each trajectory and inspect when GPS pings86

occur, how detected clusters form, and where stop assignments87

diverge from ground truth.88

RESULTS89

The NOMAD Stop Detection Dashboard helps users understand90

how different stop-detection algorithms transform raw GPS91

traces into stops or visits and where each algorithm may fail.92

The dashboard has three main analytical views: Learn summa-93

rizes each algorithm’s assumptions, source, parameters, and an94

explanatory diagram, with links to notebook demonstrations.95

Demo, visualizes a selected algorithm and parameterization on a96

synthetic trajectory, showing GPS pings, ground-truth stops, de-97

tected clusters, and algorithm-specific features such as anchors98

and DBSCAN core points, also allowing side by side compar-99

isons of two algorithms. Aggregated Metrics shows performance100

across a large sample of trajectories generated from a common101

ground truth, as a function of algorithm parameters, including102

mean performance and showing the best parameter (and perfor-103

mance) of each trajectory. Users can select individual trajectories104

from this view and inspect them in Demo to understand the105

stop-level failures underlying aggregate patterns.106
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Fig. 1. Overview of the NOMAD Stop Detection Dashboard. (a) The Demo view synchronizes a trajectory map and timeline,
showing raw GPS pings, ground-truth stops, detected stops, and algorithm-specific features while users vary parameters or com-
pare algorithms on the same trajectory. (b) The Aggregated Metrics view shows minute-level stop-detection accuracy across pa-
rameter settings and trajectories; individual trajectories can be highlighted and opened in the Demo view for inspection. (c) The
Learn view summarizes each implemented algorithm with a method diagram, parameter descriptions, and source. (d) Synthetic
trajectories with known ground-truth diaries are processed offline using eight stop-detection implementations; detected stops and
accuracy metrics are precomputed for interactive exploration in the dashboard.

As a use case, Fig. 1c shows side-by-side aggregated metrics of107

accuracy for 500 trajectories across the effective range of scale108

parameters for Lachesis and SeqScan. This view illustrates two109

common failure modes: when the scale parameter is too small,110

a stop may be fragmented into several detected stops; when it111

is too large, stops corresponding to different buildings may be112

merged. The trajectory-level optima (red markers) also show113

how preferred parameter settings vary across trajectories.114

DISCUSSION AND AVAILABILITY115

By providing visual and quantitative feedback on how algorith-116

mic choices affect detected stops and accuracy, the dashboard117

allows researchers to inspect stop-detection failure modes and118

parameter sensitivity directly. Limited ground-truth data, scat-119

tered open-source implementations, and limited guidance on120

parameter choices make such comparisons difficult. The in-121

teractive maps and timelines, performance metrics, and algo-122

rithm explanations, support direct exploration of stop-detection123

methodologies before downstream analyses.124

Additional algorithms can be incorporated through NOMAD’s125

public Python library, which accepts community contributions.126

Support for arbitrary user datasets remains future work; integra-127

tions with Leaflet or ArcGIS could reuse the existing visualiza-128

tion architecture for real trajectories. The source code is available129

at https://github.com/Watts-Lab/nomad-stop-detection-dashboard,130

and the tool is publicly available at https://nomad.seas.upenn.edu/131

dashboards/stop-detection.132
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1. INTRODUCTION

Over the past decades, massive spatiotemporal mobility datasets
have become widely available, containing observations from
GPS positioning systems, cellular network records, and geo-
tagged social media posts. These datasets have fueled extensive
research on human mobility, advancing mobility understanding
and applications ranging from computational epidemiology to
urban planning and transportation engineering.

To support reproducible and standardized mobility ana-
lytics, dedicated open-source Python libraries, such as Scikit-
Mobility [1] or Trackintel [2], have been developed to provide
reusable tools for trajectory preprocessing and analysis. While
Trackintel adopts a hierarchical movement data model originating
from transport planning and emphasizes semantic trajectory pro-
cessing (e.g., activity detection, trip generation, and travel mode
prediction), Scikit-Mobility [1] has become the de facto library for
quantitative human mobility analytics. It provides a comprehen-
sive framework for mobility metrics computation, mobility-flow
analysis, synthetic mobility generation, and privacy analysis.

Given its broad adoption and comprehensive functionality,
Scikit-Mobility has become the reference library for human mo-
bility analysis, in particular, within the NetMob community. Im-
proving its scalability therefore benefits a wide range of existing
mobility-analysis workflows. Achieving this objective, how-
ever, requires addressing the scalability limitations of its current
implementation. Built on Python and Pandas, Scikit-Mobility
relies largely on single-threaded algorithms and dataframe oper-
ations that become a bottleneck when processing datasets con-
taining millions of records. This paper presents Fastkit-Mobility1,
a dataframe-agnostic open-source library for scalable mobility
analytics. Its main contributions are:
• We provide a drop-in replacement for Scikit-Mobility that pre-

serves its API while improving performance and scalability.
• We introduce a Rust-based execution engine with parallelism

and zero-copy data access for efficient mobility analytics.
• We enable backend portability across modern dataframe sys-

tems via Narwhals, allowing execution on diverse pipelines.
• We demonstrate substantial speedups and memory reduction

on large-scale mobility datasets, while maintaining functional
equivalence with Scikit-Mobility.

2. METHODOLOGY

Fastkit-Mobility is inspired by Scikit-Mobility [1] and preserves
its existing mobility analysis workflows while significantly im-
proving performance. To this end, Fastkit-Mobility re-implements
the full Scikit-Mobility API with compatible function signatures,
enabling a seamless transition for existing users and codebases.

Beyond performance improvements, Fastkit-Mobility broad-
ens accessibility through a dataframe-agnostic architecture. It
achieves this by integrating Narwhals [3], a compatibility layer

1https://github.com/gefgu/fastmob

that enables seamless support across multiple dataframe li-
braries. This design allows the package to operate on various
platforms while fully leveraging the native optimizations of the
underlying dataframes.

While maintaining familiar Python interfaces, the library
leverages a Rust backend to enable efficient, parallel execution of
mobility algorithms. Because most of these algorithms analyze
or aggregate data at the individual level, the tasks are inherently
parallelizable, yielding substantial performance improvements.

To minimize its memory footprint, the Rust backend accesses
dataframes using zero-copy operations. Rather than creating
intermediate copies or converting data formats—as occurs in
some Scikit-Mobility functions—it operates directly on the native
memory layout of the underlying dataframe (e.g., NumPy or Ar-
row). Eliminating the computational overhead associated with
data duplication and memory management not only conserves
memory but further accelerates execution times.

Most suites within the library (excluding generation) offer
two computation paths: indexed and presorted. The presorted
path assumes data is ordered by user unique identifiers (UID)
and timestamps, ensuring contiguous memory allocation for
individual user records. This enables two key hardware opti-
mizations: enhanced cache locality, which efficiently batches
data from RAM to the CPU cache, and Single Instruction, Multi-
ple Data (SIMD) vectorization. By applying operations—such as
haversine distance calculations—concurrently across multiple
data points, SIMD yields hardware-dependent speedups of 2x to
8x. However, because the presorted path requires a computation-
ally expensive preliminary sorting step, the library also provides
an indexed path. This alternative avoids global sorting by ex-
tracting and locally sorting row indices per user, computing the
data via memory indirection. While presorting is strongly recom-
mended for massive datasets (exceeding one billion rows), the
indexed path may offer faster end-to-end execution depending
on the broader workflow.

The privacy suite leverages Narwhals to execute native
dataframe operations, such as joins, instead of custom single-
threaded Python loops, to efficiently quantify privacy risks
across various attack scenarios while significantly outperforming
the single-threaded custom loops of Scikit-Mobility.

For mobility generation models, which simulate synthetic
behavior rather than analyzing empirical user data, the same
performance optimizations are applied. Additionally, to sup-
port large-scale simulations, we address the quadratic memory
scaling of Origin-Destination (OD) matrices by implementing a
Least-Recently Used (LRU) thread-safe caching mechanism with
the moka crate. By storing only a user-configurable maximum
of N rows, this strategy tightly constrains the memory footprint
to available RAM, regardless of the tessellation grid size.

Beyond re-implementing Scikit-Mobility, Fastkit-Mobility ex-
tends its analytical capabilities in three directions. First, it intro-
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Table 1. Performance Comparison: Fastkit-Mobility vs. Scikit-Mobility across Evaluation Suites. Results report the Mean ± Standard Deviation across 5 independent runs to capture variance. Speed-
ups and memory reductions are formatted as (Pandas / Polars) where applicable. Evaluations were performed on a Brightkite-4M dataset (or a 690-row toy dataset for Privacy) and the real-world
GeoLife dataset. Benchmarks span three architectures: Intel Core i7-10700 (8C/16T), Intel Xeon Silver 4316 (20C/40T), and Ryzen 9 9950X3D (16C/32T).

Suite Dataset Mode Speed-up (Mean ± SD) [Pandas / Polars] Mem. Reduc. (± SD) [Pandas / Polars]
Core i7 Xeon Ryzen

Preprocessing
(n=4)

Brightkite-4M Presorted 540±378× / 723±266× 438±422× / 659±211× 298±216× / 521±92× 85±27% / 35±21%
Indexed 518±389× / 624±247× 435±421× / 551±115× 199±148× / 346±117× 85±27% / 31±21%

GeoLife Presorted 161±12× / 261±54× 165±50× / 306±10× 112±12× / 219±56× 73±09% / 79±07%
Indexed 150±19× / 248±22× 165±58× / 303±20× 77±11× / 118±48× 73±09% / 79±07%

Measures Ind.
(n=16)

Brightkite-4M Presorted 714±604× / 798±461× 504±307× / 745±456× 220±122× / 299±169× 94±25% / 84±20%
Indexed 247±150× / 287±208× 143±77× / 173±95× 136±83× / 160±97× 81±28% / 42±31%

GeoLife Presorted 141±157× / 190±191× 188±225× / 273±300× 145±191× / 167±199× 51±49% / 48±48%
Indexed 142±168× / 198±211× 192±237× / 282±312× 85±142× / 92±147× 33±48% / 25±39%

Measures Coll.
(n=6)

Brightkite-4M Presorted 228±247× / 508±693× 150±133× / 636±719× 95±81× / 279±277× 11±59% / 91±13%
Indexed 268±305× / 654±850× 146±132× / 650±749× 86±71× / 276±261× 11±59% / 91±13%

GeoLife Presorted 128±192× / 876±1423× 78±113× / 742±1075× 54±78× / 295±434× 32±37% / 86±17%
Indexed 128±192× / 876±1423× 78±113× / 742±1075× 54±76× / 311±424× 32±37% / 86±17%

Privacy (n=8) Toy (690) Indexed 27833±23012× / 28560±21523× 23413±20441× / 31086±25729× 47404±35970× / 54541±37358× 4±04% / 4±04%

Models (n=5) 10k locations/agents 86±48× 135±72× 99±52× 56±50%

duces motif classification [4] for extracting structural patterns
from daily mobility trajectories. To support efficient comparison,
motifs containing up to six nodes are mapped to canonical 64-
bit identifiers. Second, the library introduces fitting algorithms
for fundamental mobility laws, enabling straightforward eval-
uation of jump lengths and radius of gyration [5], log-normal
visit distributions [4], and distance-frequency laws [6]. Finally,
it extends the evaluation framework with statistical measures
for comparing mobility datasets, including the Wasserstein dis-
tance for numerical and ordinal metrics and the Jensen-Shannon
divergence for categorical distributions, facilitating rigorous val-
idation of synthetic mobility models against empirical data.

3. LIBRARY EVALUATION

Table 1 details the substantial performance gains achieved by
Fastkit-Mobility across the evaluated suites. Certain legacy mod-
ules, such as measures-evaluation and I/O functions, are excluded
from this comparison because they primarily wrap external
Python libraries rather than implementing custom mobility logic.

The benchmarking methodology was strictly controlled
across all suites. For the preprocessing and measures modules,
we executed five iterations on a 4-million-record subset of the
Brightkite LBSN dataset and Geolife GPS dataset, verifying that
all outputs were numerically equivalent within a 10−5 tolerance.
Brightkite took 3.8 ± 0.3s and GeoLife took 9.2 ± 0.3s for the pre-
sorting step. The privacy suite was tested on a 690-row dataset
(the original Scikit-Mobility toy dataset repeated 30 times). This
small size is due to the combinatorial complexity of the problem,
with Scikit-Mobility taking 390.57 ± 321.18 s per run, making it
difficult to run larger scenarios. In comparison, Fastkit-Mobility
takes around 0.0120 ± 0.0020 s. Generative models were evalu-
ated using a 10,000-location tessellation, scaling to 10,000 agents
for agent-based models. Execution speeds were measured using
Python’s time.perf_counter, explicitly isolating algorithmic run-
time by excluding data I/O overhead. Memory profiling was
conducted using Memray[7] to track allocations across both the
Python and Rust runtimes, with the table reporting the percent-
age reduction in peak memory consumption. While we report
only Pandas and Polars results for space limitations, we also
tested with PyArrow, Modin, DuckDB, and Dask dataframes,
and the speed-ups are comparable.

Shifting computational bottlenecks to a compiled Rust back-
end yields performance gains between 2 and 3 orders of magni-
tude, peaking at a 54,541x improvement for privacy risk opera-
tion. This acceleration stems directly from replacing interpreted
Python loops with optimized native execution. However, scaling

behavior depends tightly on the interplay between hardware
architecture and spatiotemporal data characteristics. CPUs with
high core counts excel on LBSN datasets featuring numerous
users with sparse point distributions, whereas processors with
faster single-core speeds favor GPS datasets with fewer users but
denser trajectory sequences. Two architectural bounds influence
these execution times: the Indexed mode inherently includes
index-construction overhead, and user-level parallelization lim-
its scaling on datasets with a constrained user space, such as
GeoLife (182 users). Finally, while Scikit-Mobility baseline times
inherently fluctuate across hardware, utilizing Polars via Nar-
whals consistently maximizes speed-ups and minimizes memory
consumption by leveraging its Arrow memory model and paral-
lelized dataframe operations.

4. CONCLUSION

By significantly accelerating the computation of mobility metrics,
synthetic data generation, and privacy risk evaluations, Fastkit-
Mobility empowers researchers to analyze massive datasets with
vastly reduced execution times. Furthermore, its optimized re-
source utilization lowers the barrier to entry, enabling advanced
mobility analysis even on constrained hardware. Future devel-
opment will expand the available metrics and law-fitting algo-
rithms, further establishing Fastkit-Mobility as a scalable platform
for mobility research.
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1. INTRODUCTION

Mobile phone data have transformed the study of human mo-
bility providing unprecedented spatial and temporal resolution
[1, 2]. These data have supported applications ranging from
urban planning [3] to epidemic modelling [4–6] and poverty
estimation [7].

However, mobile phone data are not necessarily representa-
tive of the general population. Early studies primarily attributed
this bias to socioeconomic disparities in mobile phone ownership
in low-penetration settings [8, 9], showing that these biases can
propagate into downstream analyses such as epidemic models
[10, 11]. Even though representativeness bias has been exten-
sively documented across mobile phone datasets [12–14], com-
paratively little attention has been devoted to developing statisti-
cal methods that explicitly correct for these biases. Most existing
approaches typically rely on simple rescaling or reweighting to
improve representativeness [15, 16].

More sophisticated correction methods have emerged in re-
lated contexts. Difference-in-differences frameworks have been
used to estimate sampling bias and infer relative population
changes without requiring ground-truth data [17], and methods
for correcting temporal bias have been proposed for GPS-based
mobility data [18]. However, these approaches focus primarily
on temporal dynamics.

In other fields, Multilevel Regression and Post-stratification
(MRP) has become a standard approach for correcting sam-
pling bias in non-representative data [19]. Post-stratification
alone has also been applied to indicators derived from mo-
bile phone surveys [20–22] but these studies do not incorporate
the multilevel regression component that allows information
to be shared across demographic and geographic groups. Yet,
post-stratification alone cannot reliably estimate outcomes for
sparsely sampled or unobserved areas, nor can it disentangle
the respective contributions of socioeconomic and geographic
factors to representativeness bias.

n this study, we apply multilevel regression and post-
stratification (MRP) to correct for representativeness bias in call
detail record (CDR)-based mobility estimates derived from mo-
bile phone data in Chile. In a first specification, we exploit the
socioeconomic information available in the CDR data; we then
demonstrate a geography-only variant that can be used when
individual socioeconomic data are not available. Applying these
approaches to the radius of gyration, we show that MRP yields
substantially different estimates compared with naïve averages
computed directly from CDR data.

2. DATA

We use anonymized Call Detail Records (CDRs) from Telefónica
Chile (Movistar), one of the country’s three largest mobile net-
work operators, covering May-July 2016. For each call, the data
include the serving cell tower, timestamp, call metadata (incom-
ing/outgoing and duration), user gender, and a socioeconomic

group (GSE) assigned by the operator. We restrict the analysis to
Chilean nationals with a valid GSE classification and at least one
call per day on average, following standard filtering procedures
to obtain reliable mobility estimates [23].

Home locations are inferred as the most frequently used an-
tenna between 20:00 and 06:00, following established practice
[24]. Individual mobility is summarized by the radius of gy-
ration (ROG) [1]. We compute monthly ROG separately for
weekdays and weekends and model its logarithm to account for
the right-skewed distribution of mobility distances.

Socioeconomic information is drawn from two sources.
Individual-level GSE labels are provided together with the CDR
data. Population-level GSE distributions, used for bias correc-
tion, are derived from the ISMT index (Indice Socio Material
Territorial),[25], an indicator developed by the Observatorio de
Ciudades to assess socioeconomic conditions and quality of life
in both urban and rural areas of Chile, based on census data. The
geographic unit of analysis is the distrito censal (329 census dis-
tricts), each nested within one of the 47 comunas of the Santiago
Metropolitan Region.

3. METHODS AND RESULTS

To correct for representativeness bias in CDR-derived mobility
estimates, we apply multilevel regression and post-stratification
(MRP). MRP first models mobility as a function of demographic
and geographic characteristics and then reweights model pre-
dictions to match the demographic composition of the target
population. The analysis is performed on cell-level summaries
defined by the cross-classification of distrito censal, socioeco-
nomic group (GSE), gender, month, and weekday/weekend. For
each cell, we compute the mean log radius of gyration (ROG),
which serves as the response variable. Let yijkmt denote the
mean log ROG for distrito i, GSE group j, gender k, month m,
and weekday indicator t. We fit the Bayesian multilevel model

yijkmt = µ + βGSE
j + β

gender
k + β

GSE×gender
jk

+β
weekday
t + βmonth

m + αcomuna
c(i) + εijkmt

(1)

where fixed effects account for socioeconomic status, gen-
der, their interaction, and temporal variation, while comuna-
level random intercepts capture unobserved geographic het-
erogeneity. The residual variance is scaled by the number of
users in each cell so that more precisely estimated cell means
receive greater weight. Models are fitted in Bambi [26] using
the PyMC backend [27] with NumPyro (four chains, 2,000 post-
warmup draws). The post-stratification frame consists of all
combinations of distrito, GSE, and gender (3,282 cells, repre-
senting 6.2 million individuals). Cell populations are estimated
as Nj = NdistritoP(GSE | distrito)P(gender | comuna), where
district populations come from the 2017 census and GSE distri-
butions are derived from the ISMT index. Because GSE is defined
at the area level, GSE and gender are conditionally independent
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by construction. For each posterior draw, corrected estimates of
the radius of gyration for any target population are obtained by
averaging the predicted values using the census cell counts

∑j∈D Nj exp(ỹ(s)j )

∑j∈D Nj
, (2)

with uncertainty propagated across posterior draws. Although
the framework above uses individual-level SES labels available
in the CDR data, many CDR datasets do not contain this infor-
mation. To evaluate the applicability of MRP in such settings,
we also fit a reduced geography-only MRP model that excludes
individual SES while retaining the geographic hierarchy and
post-stratification. In case the socioeconomic composition is
spatially structured, geographic information acts as a proxy for
socioeconomic composition, allowing MRP to recover part of the
representativeness bias even without individual SES labels. To
test the robustness of the estimates, we used cross-validation.
Figure 1 shows average radius of gyration estimates by socioeco-
nomic group before correction, after full MRP correction using
individual SES information, and after the geography-only MRP
correction.

Fig. 1. Radius of gyration by GSE group for three estimators:
naive CDR average (red), geography-only MRP.

MRP reduces the naïve CDR estimate of average radius of
gyration by approximately 17%. While the full model yields
the largest correction, the geography-only variant captures a
substantial share of the bias, indicating that accurate correction
is possible even when individual socioeconomic information is
unavailable, as long as socioeconomic segregation is reflected in
geographic patterns. These results demonstrate that MRP offers
a practical and principled framework for correcting represen-
tativeness bias in CDR-derived mobility estimates, making the
approach applicable to the many mobile phone datasets that lack
user-level socioeconomic information.

Data Availability Statement The raw data analyzed in this
study cannot be made publicly available for privacy reasons.
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1. INTRODUCTION 

MNO data create opportunities to produce granular migration 

statistics, particularly in developing countries where 

traditional data sources are scarcer [1, 2]. However, those are 

often met with caution: the non-random nature of phone 

ownership raises concerns about selection bias. These biases 

challenge the statistical validity of phone-based migration 

indicators. While previous studies have proposed ad hoc 

correction strategies [3, 4], the application of formal statistical 

frameworks for inference from non-probability samples 

remains limited. 

The objective of this study is twofold. First, it documents the 

magnitude of selection bias in migration statistics inferred 

from phone users across 29 countries in Sub-Saharan Africa 

using nationally representative Demographic and Health 

Surveys (DHS). Second, it provides a formal quasi-

randomization framework as a statistical foundation for 

understanding and evaluating commonly used post-

stratification corrections. While geographic post-stratification 

is intuitive and widely used to scale phone-based statistics to 

the target population, the framework makes explicit the 

selection mechanism and the conditional independence 

assumption under which the resulting estimator is unbiased. 

This provides a principled basis for assessing when 

geographic adjustment can remove selection bias and for 

interpreting the discrepancies that remain when the available 

stratification variables do not fully capture the selection 

mechanism. This method is applied to adjust migration 

statistics derived from samples of phone users, testing 

alternative stratification designs. The approach is first tested 

using phone user subsamples from DHS, where the 

availability of full population data enables a direct assessment 

of bias reduction. It is then applied to migration estimates 

derived from actual MNO data, allowing us to examine how 

different stratification strategies affect the resulting estimates. 

2. STATISTICAL FRAMEWORK 

Migration estimates based on phone users rely on a non-
probability sample and are therefore potentially biased. In 
the quasi-randomization framework, the observed population 

of users is treated as a non-probability sample generated by an 

implicit selection mechanism. Inclusion probabilities are 

modeled as a function 𝜋(𝑋𝑖) of observable characteristics 𝑋𝑖  
for any individual 𝑖 in the target population. Under the 
conditional independence assumption, i.e. when selection is 
independent of migration outcomes given 𝑋𝑖 , the following 
estimator is unbiased: 

 𝑌̂𝑃,𝑞𝑟 = ∑ 𝑤𝑖𝑖∈𝑆𝑃 𝑦𝑖    (1) 

Where 𝑦𝑖 is a migration dummy, 𝑤𝑖 = 1
𝜋(𝑋𝑖)⁄ , and 𝑆𝑃a 

sample of phone users. In practice, with MNO data, 𝑋𝑖  is 
limited to the home location that is typically calculated as the 

most frequent location during night hours, so the correction 
method reduces to post-stratification. Dividing the 
population into strata indexed by 𝑘, with known population 
sizes 𝑁𝑘  and sample counts 𝑛𝑘 , the selection function is 
defined as 𝜋𝑖 = 𝑛𝑘 𝑁𝑘⁄  for any individual 𝑖 belonging to 
stratum 𝑘. This yields a well-known Horvitz-Thompson 
reweighted estimator equivalent to applying stratum-level 
scaling factors 𝛿𝑘 = 𝑁𝑘 𝑛𝑘⁄ , which is typically used to 
approximate population-level statistics. Importantly, the 
validity of this estimator rests on the conditional 
independence assumption. In practice, this assumption is 
unlikely to hold exactly when home location is the only 
observable characteristic: phone ownership and migration 
may also vary with other unobserved individual 
characteristics. Geographic post-stratification can reduce 
selection bias when geographic strata capture systematic 
differences between phone users and the target population, 
but does not guarantee eliminating it. The proposed 
framework makes this assumption explicit, while the DHS 
empirical exercise quantifies the remaining bias. 

3. DATA AND METHODS 

The analysis combines two complementary empirical 

components. The first relies on DHS conducted in 29 Sub-

Saharan African countries. These nationally representative 

surveys provide both migration outcomes and individual-level 

phone ownership, allowing us to treat phone owners as 

simulated phone-user samples while retaining information on 

the full target population. We first compare migration 

estimates among phone users with those from the full 

population to quantify selection bias and then apply 

alternative geographic post-stratification schemes to the 

phone-user samples and compare the adjusted estimates with 

the known population values. Formally, the selection bias is 

defined as: 

 𝑏𝑖𝑎𝑠 =  𝔼[𝑌̂𝑃 − 𝑌̂]  (2) 

Where 𝑌̂𝑃 is a migration estimator derived from a sample of 

phone users and 𝑌̂ is the same migration estimator derived 

from the full sample. Repeated resampling allows us to 

estimate both the magnitude and the distribution of the bias, 

thereby enabling a rigorous assessment of its statistical 

significance. 

Then, the quasi-randomization approach is applied on each 

individual country using a post-stratification on three levels: 

region, zone (rural vs. urban), and region×zone. For each 

stratification design, the adjusted estimates are compared with 

the true values (i.e. migration estimates derived from the full 

sample) to assess bias reduction.  

The second component applies the quasi-randomization 

framework to CDR-based migration statistics in Senegal. 

Given the granularity of the estimates, the analysis tests a 

wider array of stratification schemes: region, department, 
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district, district×zone, Voronoi.  Because true population 

migration rates are not directly observed in MNO data, this 

analysis cannot quantify bias reduction directly. However, it 

allows to examine the behavior of adjusted estimates with 

finer stratification levels and highlights a bias-variance 

tradeoff. 

4. RESULTS 

Survey-based descriptive results show widespread but uneven 

mobile phone diffusion across the region: in 75% of sampled 

countries, at least half of the adult population owns a phone. 

Nonetheless, substantial disparities persist both across and 

within countries, driven primarily by rural-urban differences 

and gender gaps. Internal migration rates also vary widely, 

ranging from 2.2% in Angola to 17.6% in Uganda. 

Comparisons between phone users and non-users reveal a 

systematic, positive but moderate selection bias, with phone 

users consistently exhibiting higher migration rates.  

The  DHS analysis across the 29 countries reveals that the bias 

is mostly positive and statistically significant: phone users 

exhibit a systematically higher migration propensity 

compared to the full population. At the national-level, the size 

of the bias remains modest, from 0 p.p. to 2.7 p.p. (Figure 1), 

even though this represents up to 38% in relative terms 

(Madagascar). On average, post-stratification adjustments 

consistently reduce bias in migration estimates, with the 

largest improvements observed under finer geographic 

stratification, at the region×zone-level (Figure 2).  

Quasi-randomization experiments using MNO data in 

Senegal yield two main insights. First, stratification design 

strongly influences migration estimates, with meaningful 

differences observed across stratification levels. Second, finer 

stratification increases statistical uncertainty, highlighting the 

bias-variance tradeoff: while finer stratification levels 

mechanically enrich the selection model and decrease bias, 

they also increase local variance through the emergence of 

strata with high population-to-user ratios. 

5. CONCLUSION 

This study combines large-scale evidence on selection bias 

across 29 Sub-Saharan African countries with a formal 

conceptual framework for inference from non-probability 

samples. By making explicit the selection mechanism and 

assumptions underlying geographic post-stratification, the 

framework provides a theoretically grounded basis for 

assessing when such corrections can reduce bias and for 

interpreting remaining discrepancies. By documenting the 

structure and magnitude of migration biases across 29 Sub-

Saharan African countries, it provides one of the most 

comprehensive assessments to date of the reliability of phone-

based migration measurement. On the other hand, the Senegal 

MNO application illustrates the practical trade-off between 

finer geographic adjustment and statistical uncertainty. These 

findings provide guidance for integrating MNO data into 

migration measurement and developing bias-aware 

population statistics from digital trace data. 

  

Fig. 1. Migration bias estimations based on DHS data.  

 

Fig. 2. Migration bias for adjusted estimates across 29 countries, 
with various levels of stratification .  

Note: Each dot represents a country; boxplots summarize the 
distribution across countries.  
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1. INTRODUCTION

Identifying the areas of a city that pose potential risks to drivers
is important for improving road safety and supporting urban
planning [1]. By detecting locations, i.e., dangerous road sec-
tions, where drivers repeatedly experience abnormal vehicle
dynamics, i.e, dangerous events, it becomes possible to identify
areas affected by infrastructure deficiencies, such as potholes and
pavement irregularities, as well as road design and traffic control
elements, including speed bumps, intersections, and signage.
These insights can support data-driven decisions to improve
road safety, optimize infrastructure investments, and assess the
impact of interventions.

We propose the framework illustrated in Figure 1 to identify
potentially dangerous road sections using car telemetry provided
by UnipolTech1 and OpenStreetMap (OSM) data available in [2].
Briefly, vehicle telemetry time-series measurements related to
dangerous events are extracted and preprocessed. These events
are then aggregated to identify dangerous road sections. OSM
data support this identification and characterization by provid-
ing road network information and contextual attributes, such as
road type and speed limits. The resulting dangerous road sec-
tions are ranked according to their relative frequency, visualized
on the road network, and further analyzed through temporal
comparisons and clustering techniques.

2. DANGEROUS EVENTS FROM VEHICLE TELEMETRY

We validate our methodology with telematics data from private
insurance users. Telematics boxes are permanently installed in
each car and collect data to provide insurance services. Each
telematics box includes a GNSS sensor and an accelerometer.
When the accelerometer reading exceeds a predefined threshold
(1.5g in our case) on any axis, a dangerous event is triggered. In
this case, the telematics box logs positions and accelerations over
an interval spanning 30 seconds before and after the triggering
instant, which we call the climax, allowing the reconstruction of
the trajectory and the behavior close to the event. Real crashes
that led to an insurance claim are removed from the dataset to
reduce de-anonymization risks. Moreover, the company has
access to anonymized sample positions from vehicles during
normal conditions. As a case study, we focus on the events
triggered by cars registered in the city of Lucca, Italy. The dataset
covers the period from October 2025 to March 2026 for 8,455
vehicles.

3. EXTRACTING DANGEROUS TRAJECTORIES

For each dangerous event, we consider a temporal window of
±4 seconds around the climax. We clean the data by excluding
trajectories with fewer than 9 data points and low-quality signals.

1https://www.unipoltech.com/site/en/who-we-are/

The trajectories are further enhanced by improving the GNSS
positions through Kalman filters applied to accelerometer data.
By continuously fusing the absolute, but potentially noisy, spatial
coordinates from the GNSS with the high-frequency inertial
dynamics captured by the accelerometers, the filter recursively
minimizes the overall positional uncertainty [3].

Finally, we constrain the trajectories to real roads obtained
from OSM. The road network of the study area is retrieved as
a directed graph from OSM. We then apply Mappymatch2, a
Hidden Markov Model-based algorithm, to match raw GNSS
trajectories to this road graph. This preserves the sequential co-
herence of the trajectories and enables the extraction of road-level
attributes related to the graph edges and their OSM metadata.
We obtain 5,829 distinct dangerous trajectories for analysis, each
providing a unique climax point. Notice that the same climax
position can be shared by multiple trajectories.

4. DANGEROUS ROAD SECTIONS RANK, EVOLUTION,
AND VISUALIZATION

After extracting dangerous trajectories, we rank dangerous road
sections based on their climax positions. A simple count of dan-
gerous events per section would be biased towards roads with
the highest traffic flows. Therefore, we use telematics data from
sampled vehicle positions during normal operations to estimate
traffic flows on each road. We assign each vehicle position to the
closest 30-meter road section using the OSM road network. We
estimate the relative frequency of dangerous locations in each
section by dividing the number of climax points by the estimated
flow in the same section. We consider only sections with enough
passages to properly estimate flows. We further normalize this
value by the maximum observed level in the whole study area,
obtaining a danger level between 0 and 1. Table 1 shows the
top-5 road sections by relative danger level for one week in 2025.

By comparing danger levels in 2025 and 2026, we identify
the locations whose danger level changes the most (increased or
decreased). This is important for studying cases in which munic-
ipalities modify traffic circulation. To compare the two periods
fairly, we normalize them by the same maximum observed value
so the two years share one scale. We then rank sections by the
absolute difference in danger levels. Table 2 compares the top-5
zones with the largest changes in danger level between 2025 and
2026. A positive ∆ means the zone became less dangerous in
2026. Applying a Poisson-based margin to isolate significant
temporal variations, 75.9% of locations remained stable, 3.4%
increased in danger, and 20.7% decreased significantly. To mit-
igate outlier effects, the analysis in the tables is restricted to
locations with at least 10 occurrences for both dangerous events
and sampled passages.

To visualize dangerous locations according to their danger

2https://mappymatch.readthedocs.io/en/latest/
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Fig. 1. Overview of the proposed pipeline for dangerous road section analysis from vehicle trajectories and OSM data.

Table 1. Top-5 dangerous sections (2025).
Position (lat, lon) Road Normalized danger level

(43.8644, 10.5247) Via dell’Acqua calda 1.0000
(43.8198, 10.5229) Via dei Boschi 0.8548
(43.8638, 10.4874) Via della Pieve di S. Stefano 0.6452
(43.8594, 10.5415) Via dei Capannoresi 0.6415
(43.8574, 10.5395) Via delle Pierone 0.6273

Table 2. Top-5 changes in danger level between 2025 and 2026.
Position (lat, lon) Road ∆ normalized danger level

(43.8322, 10.5054) Via Bonagiunta Urbiciani -0.356
(43.8442, 10.4476) Via della Polveriera +0.256
(43.8378, 10.5444) Via del Marginone -0.209
(43.8571, 10.5604) Via dell’ave Maria -0.187
(43.8574, 10.5395) Via delle Pierone +0.178

level, we show them on an OSM road network through network-
KDE [4] using optimized sparse matrices. The continuous road
network is discretized into linear segments called lixels, while
the bandwidth defines the spatial radius of influence for each
event. After parameter tuning, a robust combination of 10 m
lixels and a 30 m bandwidth with a quartic discontinuous kernel
was selected. Figure 2 shows the 3-D distribution of danger
levels over the map of Lucca obtained with network-KDE.

Fig. 2. 3-D OSM network-KDE visualization of danger levels
obtained from the climax positions of dangerous trajectories.

5. CLUSTERING AND CHARACTERIZATION

We further analyze the characteristics of dangerous trajectories
and road sections. Our goal is to discover recurring patterns
in how dangerous events unfold, considering kinematic and
route-structure aspects, so that route-level risk patterns can be
identified and communicated to municipalities. We therefore
cluster the trajectories based on telemetry-related features, such

that trajectories within a group share a common risk profile.
Following established driving-behavior literature [5], we sum-
marize each trajectory using statistical descriptors (minimum,
maximum, mean, and standard deviation) for speed, accelera-
tion, and jerk.

We perform PCA on these features and then k-means cluster-
ing. Here we report the results by using k equal to 2, which led
to the best silhouette values. We use OSM data to further char-
acterize the clusters (e.g., type of road, speed limit, tortuosity).
Figure 3 shows the different characteristics of the speed profiles
during the dangerous events for the two identified clusters. The
two clusters show a coherent contrast between a slower, more
dynamically and geometrically complex profile (Cluster 0) and a
faster, smoother, and more direct profile (Cluster 1).
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Fig. 3. Mean speed profile per cluster across the event window.

Overall, the proposed framework turns large-scale vehi-
cle telemetry into interpretable road-section risk indicators
that can support targeted inspection, maintenance, and traffic-
management decisions.
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1. INTRODUCTION

A decade of research has shown that human mobility encodes
economic outcomes: network diversity predicts development [1],
phone metadata predicts poverty [2], and mobility patterns
reveal income segregation beyond residential geography [3].
This evidence increasingly points to higher-order people-place
interactions—a person’s economic exposure depends not only
on the places they visit, but on who else visits those places and
where those people go in turn. Yet prior work typically reduces
mobility to a single-mode projection, a people–people or a place-
place network [4], or to aggregated mobility indicators [5], and
studies these views in isolation, leaving the joint people–place in-
teraction structure, and how economic information is distributed
across it, largely unexplored.

Here we introduce PP-Net, a large people–place network con-
necting individual persons to the places they visit across major
US cities [5], together with a people-place graph neural network
(GNN) algorithm to characterize the interactions among people
and places. Through stacked message passing, PP-Net captures
direct people-place visits at the first hop, recovers the people–
people co-location and place–place dependency networks at
the second layer, and encodes higher-order mobility-community
structure at deeper layers. We find that the resulting embeddings
strongly predict multiple socioeconomic indicators—educational
attainment, income, and poverty. The same embeddings identify
urban demographic geography and directly predict each indi-
vidual’s experienced income segregation, an individual-level
resolution beyond prior place-based measures, demonstrating
that PP-Net can provide an interpretable and scalable instrument
for understanding economic disparities in cities.

2. METHOD

A. The people-place mobility network

We represent a city’s People-Place mobility network as a
weighted bipartite graph G = (P ∪ L, E), in which one vertex
set P indexes anonymized people and the second set L indexes
places (points of interest). An edge (u, l) ∈ E is drawn when-
ever person u is observed to visit place l in the Veraset GPS
record [6], and carries an integer visit count cul . Every person
carries demographics-free mobility statistic features, comprising
the visit count, the number of distinct places visited, the entropy
of the visited category , and the radius of the visited locations.
Each place carries a descriptor xl that combines its location with
the semantics of the POI category, name, and related address
information. We build PP-Net using 4 months of data (January
to April 2025) for Boston (5.1M persons, 123K places, 4,148 CBGs,
105M visits), Chicago (11.9M, 207K, 6,994, 176M)

B. Bipartite People-Place Message Passing and Representation

Bipartite People-Place Message Passing: We update the people
and place embeddings through bipartite message passing that

Fig 1a. People-place network

People-Place 
Community

People
Cluster

Place
Cluster

Fig. 1. Diagram of People-Place Network; Fig 1a. Visualization
of the People-Place bipartite network. The red and blue arrows
represent the place-to-people and people-to-place message
passing. Fig 1b, c. Projection of the People-Place network to
people and place networks. The concept of community is also
operationalized as people-place, people, and place clusters.

alternates people-to-place and place-to-people aggregation:

h(ℓ+1)
u = ∑

l : (u,l)∈E

cul√
du
√

dl
h(ℓ)

l , (1)

h(ℓ+1)
l = ∑

u : (u,l)∈E

cul√
du
√

dl
h(ℓ)

u , (2)

, where du and dl are the weighted degrees of u and l, and

h(0)
u , h(0)

l ∈ Rd are linear projections features. Successive depths
therefore capture progressively higher-order mobility structure
on each side of the graph (Table 1).

Table 1. Mobility structure captured at each message-passing
depth of the people–place graph. P: people; L: place.

Depth People side hu Place side hl

1
P←L

directly visited places
L←P

visitor composition

2
P←L←P

shared-place encounters
L←P←L

co-visited places

3
P←L←P←L

mobility communities
L←P←L←P

functional place clusters

For the final people and place latents, to capture the informa-
tion of all layers and avoid over-smoothing, we take the layer-
combination readout of LightGCN [7], a convex weighting of

all intermediate representation and have hu = ∑L
ℓ=0 αℓ h(ℓ)

u and

hl = ∑L
ℓ=0 αℓ h(ℓ)

l .
Self-Supervised People-place Network representation We train
the model to obtain the node representation in a fully self-
supervised manner. A link-reconstruction objective fits observed
visits, jointly capturing the fine-grained people–place interaction
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behavior and the structure of the bipartite network. We also add
two structural contrastive objectives:

(i) Place-side contrast: Two places are behaviorally similar if
the same people frequent them. We therefore form positive
pairs (i, j) of places co-visited by a shared person (excluding
hub places) and, with an InfoNCE loss, pull their embeddings
together against n sampled negatives.

(ii) People-side contrast: Symmetrically, two people may en-
counter one another through a shared place. Following the
mobility-encounter view of urban mixing, we form positive pairs
(u, v) of people who visit a common place, and contrast them
against sampled negatives.
CBG representation from different view of People-place net-
work: With the network trained, we freeze the node embed-
dings and build census-block-group (CBG) representations by
mobility-based mean pooling from two views: (1) a residential
(people-side) profile zppl

b , obtained by mean pooling the embed-

dings of all residents of b; (2) an ambient (place-side) profile zplc
b ,

obtained by mean pooling all places located in b; and their fused
concatenation zfuse

b = [zppl
b ∥z

plc
b ] ∈ R2d. These embeddings are

used for downstream socioeconomic prediction tasks.

a

b

Fig. 2. Fig 2a shows estimated versus observed values for
three socioeconomic indicators in Boston, from a linear ridge
regression on the frozen CBG embedding. Fig 2b resolves the
socioeconomic prediction (R2) by message-passing depth: each
radar panel covers one indicator, with the four axes as lay-
ers 0-3 and the three curves as the people-aggregated, place-
aggregated, and fused CBG embeddings.

3. RESULTS

A. Predicting Economic Status via People-Place Latents
Fig. 2a shows that a linear probe on the frozen CBG embeddings
can predict multiple socioeconomic indicators, recovering the
share of college-educated residents best (R2 = 0.64± 0.00), fol-
lowed by median household income (0.36± 0.00) and poverty
rate (0.33± 0.01).

The per-layer decomposition (Fig. 2b) reveals where this sig-
nal resides: the people- and place-side embeddings peak at com-
plementary depths. People-side representations are most predic-
tive after an odd number of hops—once a person’s embedding
has absorbed the peers they encounter and the communities
they belong to—while place-side representations peak after even

hops, once a venue has taken on the profile of the places it is
co-visited with. Because the two sides are strongest at differ-
ent depths, their fusion zfuse matches or exceeds both at every
layer, tracing the outer envelope of the radar and confirming that
people and place offer non-redundant views of the underlying
socioeconomic geography.

B. Reveal Urban Disparities with PP-Net Representations

a b

Fig. 3. Fig 3a shows that the unsupervised principal compo-
nents of PP-Net embeddings can recover racial geography in
the embedding space. The first two principal components of
the aggregated people-side CBG embedding for Chicago align
with the white (Spearman ρ = +0.32) and black population
(Spearman ρ = +0.49) shares. Fig 3b illustrates that the learned
embeddings of each person have the predictive power of indi-
vidual experienced segregation [3]. The embedding recovers
individual-level segregation with R2 = 0.29.

Fig. 3a shows that an unsupervised PCA of the aggregated
people-side CBG embedding yields leading components that
align with racial composition-PC1 with the share of white res-
idents, and PC2 with the share of black residents-so racial seg-
regation is already separated in the embedding space . The
same embedding also captures individual experience segrega-
tion [3]: a linear probe on each person’s embedding predicts their
experienced-segregation index Si on held-out people (R2 = 0.29;
Fig. 3b). Together, these results show that the PP-Net represen-
tations effectively capture the distribution of individual-level
disparities across the city.
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1. INTRODUCTION

The 15-minute city concept has generated extensive research
on how amenity proximity shapes urban mobility [1–3]. Much
of the existing literature, however, treats the home location as
the sole activity anchor. In this study, we analyze GPS traces
from over 250,000 individuals across the six largest Austrian
cities and show that home, workplace, and city center jointly
structure individual mobility — each accounting for at least 10%
of all observed Point of Interest (POI) visits in every city. At the
individual level, we find that many people concentrate most of
their activity around either the home or the work anchor, while
the city center serves as an additional pole.

The choice of a dominant anchor between home and work is
strongly associated with the relative amenity supply around
each. Crucially, this effect is driven largely by the aggregate
supply differential rather than by proximity to specific amenity
categories: in most cities, individuals exploit the better-supplied
anchor broadly across amenity types rather than switching an-
chors selectively by destination category.

These findings suggest that the 15-minute city framework —
residentially focused as it is — overlooks the workplace as an
equally consequential activity anchor and the city center as an
additional pole. Moreover, since amenity abundance redirects
activity toward the better-served anchor, the socioeconomic con-
sequences of local amenity supply may operate through spatial
sorting across anchor locations rather than through residential
neighborhood effects alone.

2. DATA AND METHODS

We analyze GPS trajectories from over 6,000,000 individuals
in Austria, preprocessed through a pipeline of stop detection
and home and work location inference. We retain individuals
for whom both home and workplace are successfully inferred
as distinct locations within the administrative boundary of
one of the six largest cities: Vienna, Graz, Linz, Salzburg,
Innsbruck, and Klagenfurt. We selected egos who are observed
for minimum one week, resulting in a sample of approximately
250,000 individuals. Stops are matched to POIs, which we
source from OpenStreetMap. The city center is located as the
mode of a city’s kernel density estimate of POIs. For each user,
we attribute stops to the home (H), work (W), or city center (C)
anchor by running a multi-source Dijkstra search on a proximity
graph over stops, seeded at the three anchors; each stop is
assigned to the closest reachable anchor, with stops far from
all attributed to noise. This allows us to count the number
of POI visits that user i makes around anchor A ∈ {H, W, C}, nA

i .

For each user i, anchor A, and POI category (tag) t, we compute
the Haversine distance from A to the nearest POI of category
t, yielding distances dA

it . The weighted proximity of anchor
A to the POI landscape, dA

POI,i = ∑t ft dA
it , summarizes the

amenity supply around A as the expected distance to the
nearest relevant POI, with relevance calibrated by observed
population-level visitation frequencies ft [3]. We quantify the
POI-supply differential between two anchors A and B, xAB

i ,
as the normalized difference in dPOI,i. For instance, xHW

i > 0
indicates that the home anchor is better supplied with POIs
relative to work and vice versa.
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Fig. 1. Gaussian Kernel Density Estimate of visits to POIs – pooled over all users in Austrian cities – in the affine-transformed space
defined fixing home (H), workplace (W) and city center (C) to a shared coordinate triple. Home, workplace and city center represent
the peaks of distinct modes of the density, having varying importance across cities.
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Fig. 2. Effect of relative home-work POI proximity on an-
chor usage in Vienna. We show the joint distributions of xHW

against the fraction of POI visits around home vs. the work-
place. Overlaid curves show the estimated median and mean
tendencies for a given xHW , at the population level. We find a
strong association: as the home anchor becomes relatively bet-
ter supplied, the fraction of POI-visits around home increases
steeply.

We estimate the effect of relative POI supply on anchor usage
by fitting a Dirichlet-Multinomial regression model of users’
preferences over the three anchors, controlling for a set of user-
and anchor-specific covariates. Our main coefficient of interest,
βHW , measures how strongly the supply differential xHW

i shifts
anchor usage toward home (βHW > 0) or work (βHW < 0), with
larger magnitudes indicating a stronger effect. To test whether
this shift reflects overall POI supply or proximity to specific
amenity categories, we fit an analogous model at the level of user–
category pairs: here βHW again captures the effect of the overall
supply differential xHW

i , while a second coefficient δHW captures
the additional effect of the category-specific differential xHW

it ,
computed analogously to xHW

i from category-level distances dA
it .

3. RESULTS

Home, work and city center as mobility anchors. Figure 1 visual-
izes POI visits across the six cities relative to the three anchors.
We adopt a user-specific affine reparametrization of the plane,
in which each individual’s home, workplace, and city center are
mapped onto a fixed shared triplet. The resulting distribution
is clearly three-modal, with sharp peaks at the home, work-
place, and city-center coordinates; density decays with distance
from each anchor, with corridors of elevated density connecting
anchor pairs. This picture establishes home, workplace, and
city center as dominant, though city-specific, spatial anchors for
amenity visitation. In particular, the city-center peak is more
pronounced in smaller cities and nearly absent in Vienna.

POI supply shapes preferential usage of the anchors. We observe
that many users concentrate most of their activity around either
the home or work anchor. We turn to our Dirichlet-Multinomial
model to explain what drives the asymmetry. Results indicate
that relative anchor-POI proximity is the dominant predictor
of home vs. work anchor usage, with estimated coefficients β̂
ranging from 0.80 to 1.99 across cities: as xHW

i increases — that
is, as the home anchor becomes relatively better supplied with
amenities — the fraction of POI visits near home rises steeply.
Figure 2 shows this effect for Vienna. We also estimate the indif-
ference point, representing the xHW value at which home and

work are equally visited. The indifference point is negative in all
cities, indicating that even when the workplace is modestly bet-
ter supplied than home (xHW

i slightly below zero), individuals
still tend to exploit the home anchor more on average. Never-
theless, once the supply differential is large enough, individuals
anchor around the better supplied place.
Next, focusing at the POI-category level, we ask whether anchor
usage reflects aggregate supply — the average proximity across
all POI categories — or selective exploitation of anchors based
on proximity to specific categories (e.g., visiting coffee shops
near work but restaurants near home). As shown in Figure 3,
the coefficient β on the user-level average proximity exceeds the
category-specific coefficient δ in most cities (four of six), with
both coefficients significant throughout. This indicates that an-
chor exploitation is driven at least as much — and typically more
— by overall amenity supply as by category-specific proximity:
individuals who live closer to more POIs than available at their
workplace tend to anchor around home more broadly across
all categories, rather than selectively for only the categories for
which home happens to be better supplied.

0 1 2 3
Coefficient Estimate (95% CI)

Vienna

Graz

Linz

Salzburg

Innsbruck

Klagenfurt

User-Level Model         
 (avg. supply effect)

User×Tag-Level Model 
 (avg. supply effect)
 (tag supply effect)

Fig. 3. Estimated coefficients (95% CI) of relative anchor-POI
proximity xHW on home-work anchor usage, across cities.
Gray squares show the average supply effect β from the user-
level model. Blue circles and purple circles show, respectively,
the average supply effect β and the tag-specific supply effect
δ from the user×tag-level model. The average supply effect
exceeds the tag-specific effect in most cities, indicating that
anchor exploitation is driven largely by aggregate POI supply.

Conclusions. Overall, our findings indicate that the 15-minute
city framework’s focus on residential proximity captures only
part of how amenity supply shapes urban mobility. Human mo-
bility is structured around multiple anchors, and the POI supply
around them is a strong determinant of their usage. Such selec-
tion is largely an aggregate-supply-driven phenomenon, rather
than simply a category-specific differentiation. This suggests
that the socioeconomic consequences typically attributed to local
amenity supply may instead operate through where activity con-
centrates — home, work and the city center —, with implications
for interventions that target residential neighborhoods alone.
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1. INTRODUCTION

Brasília is a rare urban laboratory: a capital city built almost at
once, with a modernist core designed around separation of func-
tions and movements, and a metropolitan periphery that grew
through a different logic of necessity. This juxtaposition produces
an extreme version of a familiar urban problem. Segregation is
not only where people live, but what they experience as they
move through the city: the offices, services, retail, leisure, and
chance encounters that constitute everyday life. Recent work on
“experienced segregation” shows that mobility can either soften
residential divides (by mixing activity spaces) or harden them
(by enabling selective exposure and avoidance). When a city is
planned around enclaves, corridors, and discontinuities, does
urban form itself make segregation easier to reproduce through
movement? We study segregation at the scale across the blocks,
districts, and morphological “cells” that structure access and
encounter. We link spatial signatures of the built environment to
GPS activity spaces and measure how groups sort. The result is
a dynamic view of Brasília’s social geometry: who goes where,
and whether the city’s form turns motion into mixing.

2. DATA AND METHODS

We characterise Brasília’s urban form using spatial signatures [1].
We construct an enclosed tessellation from 208,758 building foot-
prints, generating morphological cells organised into a hierarchy
of enclosures (524 districts, 3,494 neighbourhoods, 23,919 blocks),
before computing morphometrics quantifying form, coverage,
density, vegetation, amenities, then apply clustering to produce
morphotypes — recurring combinations of urban form that we
label as spatial signatures. Mobility data come from GPS traces
for 331,934 anonymised users across Brasília, consolidated into
27.4 million stays. Users are assigned to income quintiles using
residential location and census data. We define place segregation
Sα for each tessellation cell as the evenness of the income distri-
bution of its visitors, following existing work [2], and individual
experienced segregation Si for each user as the mean segregation
of all places they visit. We compute exposure profiles as the
proportion of each income class in a user’s copresence set.

3. RESULTS

Brasília’s planned urban form produces stark spatial inequal-
ities in both mobility and experienced segregation. Residents
of the poorest income quintile travel farther than the richest
(Figure 1A), consistent with “compelled mobility” from periph-
eral settlements to centrally located employment. Despite this
extended mobility, the poor do not encounter more diverse popu-
lations: individual experienced segregation (Si) is highest among
Q5 residents (Figure 1B). The richest quintile thus travels less
but self-sorts more effectively into homogeneous activity spaces.
This pattern is reinforced by residential composition: 64.2% of
Superquadra residents and 94.8% of Planned Suburb residents
belong to the top quintile, while 71.1% of Dense Poor Irregular

residents are much poorer. Exposure profiles confirm the insu-
larity of these enclaves — Q5 residents’ encounters are 52.1%
with other Q5 individuals, while Q1 residents encounter other
Q1 individuals 44.0% of the time.

Place segregation (Sα) varies systematically across morpho-
types. The Civic Core — Brasília’s planned commercial centre
— is the most integrated morphotype, followed by Mid-Rise,
Mixed-Use areas (0.41; Figure 1D). The modernist Superquadra
falls in the middle, attracting a visitor base 5.1×more likely to be
Q5 than Q1. The most segregated morphotypes are Dense Poor
Irregular and Planned Suburb, the latter despite — or because
of — its high amenity provision and low density. Neighbour-
hood maps (Figure 1E) illustrate this gradient. Segregation also
intensifies at finer spatial scales: mean Sα rises from 0.33 at
the district level (L1 enclosures) to 0.39 at the neighbourhood
level (L2) and 0.55 at the block level (L3), confirming that experi-
enced segregation is fundamentally a microscopic phenomenon.
Critically, 77.2% of users experience lower segregation through
mobility than their home neighbourhood alone would predict
(Si < home Sα), yet this ameliorating effect is insufficient to over-
come the structural sorting embedded in Brasília’s morphology
(Figure 1F).

We attempt to distinguish between mobility and segregation
that emerges from the structure of the city using a modified
“intervening opportunities” model, which distributes trips coun-
terfactually according to the amenities around an individual’s
home and work. This allows us to compute expected segrega-
tion: segregation that would occur if people typically visited
locations nearby home and work. While much of the patterns
we observe can be attributed to where people live and work,
observed Si is still 10% higher than our modelled expectation,
and Sα is 13% higher. Significant predictors of segregation below
expectation are amenity mix and network centrality: neighbour-
hoods with fewer restaurants and bars see more segregation, as
do neighbourhoods that are isolated on the street network.

4. DISCUSSION

Brasília’s paradox is that mobility does not guarantee mixing.
Poor residents travel farther, yet the richest experience the most
homogeneous activity spaces, consistent with selective exposure
and enclave-based activity spaces. Segregation also sharpens
with spatial resolution, indicating that separation is produced at
fine spatial scales where permeability and through-movement
vary sharply. Taken together, these results are consistent with
a role for urban form in amplifying experienced segregation
beyond what residential location alone would predict.
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Fig. 1. Spatial signatures of experienced segregation in Brasília. A Radius of gyration by income quintile; the poorest travel far-
ther than the richest (median 4.2 versus 4.0 km). B Individual experienced segregation Si by income class; wealthy residents expe-
rience higher segregation than others (mean Si = 0.45 versus 0.38–0.41, p < 0.001), reflecting sorting into homogeneous activity
spaces. C Morphotypic map of Brasília classified into 12 spatial signatures, with an inset showing the underlying form in a su-
perquadra. D Place segregation (Sα) by morphotype; the Civic Core is most integrated (median 0.33), while Dense Poor Irregular
(0.58) and Planned Suburb (0.55) are most segregated. The modernist Superquadra (0.46) falls between, attracting visitors 5.1 times
more likely to be Q5 than Q1. E Place segregation Sα across selected neighbourhoods, from the integrated high-rise, mixed-use en-
vironment of Águas Claras to the segregated informality of Ceilândia. F Sα across the full metropolitan area, revealing a segregated
periphery surrounding an integrated civic core.
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Urban accessibility is typically measured by proximity
to home, but this overlooks how people navigate cities
and use their time. Using mobility data from 1.86 mil-
lion individuals across 11 U.S. metro areas, we show
that access to daily necessities is structured around a
small set of key locations—containers—such as home,
work, and other routine destinations. We introduce
the offer-meets-demand ratio to measure alignment be-
tween available POIs to visit and actual visited POIs.
Most individuals rely on multiple containers, with the
second container often linked to job locations. Our find-
ings highlight a dual nature of accessibility and call for
urban policies grounded in human behavior.

1. INTRODUCTION

Traditional measures of accessibility to daily necessities in cities
are based on proximity, either in terms of physical distance or
time, from home. Planning and policy-making paradigms like
the "15-minute-city" [1] or "food-desserts" [2] are based on this
notion, assuming that close access to home ensures effective
use. However, such models often overlook how people actu-
ally organize their routines and daily necessities across urban
spaces. For example, only 14% of daily consumption trips in the
US happen within 15-minute walking distance from home [3],
and residents in large urban areas in the US travel a median of
6.7km from home to consume fast food [2]. In this study, we use
high-resolution mobility data to investigate whether and how
people access daily necessities beyond their immediate residen-
tial environment, and which locations actually serve as anchors
for their daily routines.

2. DATA AND METHODS

In this study, we use individual-level mobility data from 1.86
million anonymized smartphones across 11 U.S. urban areas
over a six-month period (October 2016 - March 2017). We identi-
fied visits to daily necessities by extracting the stays of people
from mobility data around a large collection of points of interest
(POI) obtained from Foursquare. We only focus on eight types
of POIs as daily necessities that belong to the following cate-
gories: Banks, Coffee Shops, Grocery Stores, Gyms, Laundries,

Pharmacies, Post Offices, and Salons.
We define the offers available to an individual as the set of

the k-nearest POIs of a given category surrounding specific lo-
cations—referred to as containers (here we use k = 10) [4, 5].
Containers are locations that play a meaningful role in an indi-
vidual’s daily routine. We identify them by ranking all visited
locations based on the total time an individual spends there,
with the home location always designated as the primary (1st)
container. Subsequent containers may include workplaces, shop-
ping centers, or other visited places in the city (see Fig. 1.A). To
quantify how well these containers and their associated offers
account for actual behavior, we define the offer-meets-demand
ratio (ϕn) as the proportion of visits made by an individual to
POIs within the combined offer sets of their first n containers, rel-
ative to their total visits to that POI category. A value of ϕn = 1
indicates that all of an individual’s visits are to nearby offers,
while lower values suggest that many visits occur outside these
offers. The case ϕ1 corresponds to traditional accessibility mea-
sured only around home. We use the 2016-2020 5-year American
Community Survey (ACS) to obtain population estimates, and
the LEHD Origin-Destination Employment Statistics (LODES)
data on the number of jobs at a census block group (CBG) level
across 11 metro areas under consideration.

3. RESULTS AND DISCUSSION

We begin by examining whether individuals actually visit the
POIs available near their homes. While the median distance
to the nearest POI of a specific category from home is just 700
meters (IQR: 0.39–1.36 km), the median distance people travel to
visit a POI of the same category is significantly greater—about
7 km (IQR: 3.07–15.19 km; see Fig.1.B). This indicates that, on
average, individuals routinely bypass nearby options for their
daily activities. To explore this further, we compute the offer-
meets-demand ratio ϕ1 around the 1st container (home) for each
individual. Under the assumption that individuals spend most
of their time at home, we would expect high ϕ1 values if proxim-
ity from home was the primary driver of behavior. Instead, we
find three distinct groups: those who exclusively visit POIs near
home (ϕ1 = 1, around 10% of them), those who never do (ϕ1 = 0,
almost 45% of them), and a broad spectrum of individuals in
between (0 < ϕ1 < 1, the rest; see Fig.1.C).

If not around home, then where do people do most of their
daily activities? We define an individual’s 2nd container as the
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Fig. 1. (A) Illustration of the concept of offers around different containers (k = 5 and n = 3 here) for an individual. Blue points
represent all POIs of a specific category in the city, while red points indicate POIs included in the offer set around each container.
The offer-meets-demand ratio ϕn measures the proportion of visits to these offers out of total visits. Thickness of arrows roughly in-
dicate frequency of visits. (B) Heatmap showing the distance from individuals’ homes to the nearest POIs of categories under study
versus the actual distance traveled to visit POIs of same categories. Grey dotted lines indicate median values. (C) Distribution of
offer-meets-demand ϕ1 for individuals with only offers around their 1st container (i.e. homes). (D) Distribution of offer-meets-
demand ϕ2 for same individuals with offers around their 1st containers and 2nd containers (i.e. place where they spend most of
their time outside home). (E) Fraction of individuals with ϕn = 1 as a function of number of containers included, shown separately
for different POI categories. (F) Relationship between the number of 2nd containers and the number of jobs in each census block
group.

location where they spend the most time outside of home. When
we include the 10 nearest POIs around this 2nd container to the
set of offers, the offer-meets-demand ratio ϕ2 increases, and for
many individuals, it approaches 1 (see Fig. 1.D). This suggests
that individuals who do not visit nearby POIs around home
often access them near other (next) key locations in their rou-
tines. We extend this analysis by progressively adding offers
around each individual’s ranked containers and computing ϕn

for increasing values of n. As shown in Fig. 1.E, the fraction of in-
dividuals with ϕn = 1 grows with the number of containers, but
the rate of increase depends on the POI category. For instance,
only 3 containers are needed to capture ≥ 75% of individuals
visiting Post Offices, Laundries, or Pharmacies—activities with
relatively consistent patterns. In contrast, categories like Salons
and Coffee Shops require 5 containers to reach similar coverage,
reflecting more varied behavior. Grocery Stores, Gyms, and
Banks fall in between, typically requiring 4 containers.

What are the containers that people organize their time
around? Our results show that access to daily necessities is
shaped not just by residential location but by a small set of re-
curring places in people’s routines. For example, people seem to
shop for groceries around four different containers (on average).
The nature of these containers varies across individual lifestyles,
but common patterns emerge. Notably, areas that contain a
large number of individuals’ 2nd containers tend to have higher
concentrations of jobs (see Fig. 1.F), indicating that workplaces

are key anchors in organizing access to daily necessities beyond
the home. Ongoing work investigates the demographic and ur-
ban drivers of this behavior and whether individuals reorganize
their offer-meets-demand in response to both exogenous shocks,
such as crisis response policies, and endogenous shocks, such as
changes in home or work location.

Our results reveal a dual nature of accessibility in
cities—shaped by both where people live and where they rou-
tinely spend their time. Measuring access solely from home
overlooks this important behavioral aspect. Importantly, identi-
fying where these containers cluster across the city can inform
decisions on where to deploy services, amenities, or policy inter-
ventions to maximize their impact. By incorporating the actual
patterns of people’s routines into accessibility metrics, we move
toward more realistic, equitable, and effective urban planning.
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1. INTRODUCTION

Mobile phone data have become a valuable source for charac-
terizing the relationship between urban mobility and socioe-
conomic inequality. Previous studies show that location-level
mobility indicators can capture meaningful socioeconomic struc-
ture: in the Chilean urban system, pulse (describing the temporal
rhythm of residents’ outward mobility) was shown to align with
a socioeconomic gradient across residential locations [1]; in the
Rio de Janeiro Metropolitan Area, entropy of visitors and radius
of attraction (characterizing the diversity and spatial reach of
incoming flows) were found to be associated with composite
development indices [2]. By additionally inferring home and
primary daytime locations, we bring general daytime mobility
and anchor-directed movement (likely correlated with commut-
ing) together in a single case study, allowing us to test whether
pulse and anchor-directed movement carry distinct socio-spatial
signatures. This extension to Mexico City (CDMX) is particularly
relevant because socioeconomic and mobility relationships are
context-dependent and vary across cities and urban systems [3].

2. METHODS AND RESULTS

Data. We used a high-resolution geolocated mobile phone
dataset from Veraset, a data provider, covering Mexico City
(CDMX) from January 1 to March 20, 2020, immediately before
Mexico’s national COVID social-distancing measures began on
March 23, 2020 [4]. Mobility indicators were aggregated to ur-
ban Basic Geostatistical Areas (AGEBs), an official INEGI census

geography used by CONAPO to report urban marginalization
[5, 6]. The device panel was filtered to devices with sufficiently
repeated presence in CDMX to support reliable home inference
(at least 5 distinct days observed); applying the multi-night stay
procedure described below to this filtered panel assigns a con-
firmed home location to 265k devices. Subsequent resident-based
mobility indicators were computed from this confirmed-resident
sample, prioritizing the reliability of spatial assignment over raw
device coverage.

Home and primary daytime location (PDL) inference. Each
GPS ping in the dataset was assigned to its containing AGEB. For
home inference, we define a nightly stance as the AGEB where a
user spent the most distinct hours between 00:00–06:00 among
CDMX, accepting only strict winners (ties yield no stance). Home
is the modal stance AGEB across all weeknights, accepted when
a user accumulates ≥5 weeknight stances and the modal AGEB
accounts for ≥60% of a user’s weeknight stances. Among users
who received a home assignment, the mean share of nights spent
in the inferred home AGEB is 0.93, indicating high internal con-
sistency of the procedure. The PDL is inferred using the same
logic over 11:00–16:00 on weekdays, with the consistency thresh-
old relaxed to≥40% to accommodate greater daytime variability;
this AGEB likely corresponds to a workplace, school, or other reg-
ularly visited anchor point. Device coverage (confirmed-home
devices relative to census population) is uneven across IM: mean
coverage rises from 3.1% (most marginalized quintile) to 6.8%
(least marginalized), and from 2.5% to 5.4% when also requiring
a confirmed PDL; we address this with a coverage covariate in

Fig. 1. Choropleth maps of CONAPO marginalization grade and daytime pulse quintile at AGEB level, Mexico City (2020).
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Fig. 2. OLS regression of CONAPO marginalization (higher = less marginalized) on daytime pulse, entropy of residents’ destina-
tions, and entropy of external visitors across CDMX AGEBs.

the regression framework below.
Mobility metrics. All metrics are aggregated to AGEB level

across all days (excluding public holidays), with the exception of
distance to the PDL and share of local anchoring. Pulse measures
the mean distance residents travel from their home AGEB cen-
troid at each hour, averaged within users across days and then
across residents of each AGEB. Entropy of residents’ destinations
captures how diversely residents distribute across destination
AGEBs at each hour, using the modal destination per user per
hour normalised by ln N, where N is the number of distinct
CDMX AGEBs recorded as a destination in the dataset. Entropy
of visitors and radius of attraction characterise each AGEB from
the perspective of incoming flows, restricted to external visitors
(home AGEB ̸= destination AGEB): the former measures the
diversity of visitors’ home origins; the latter their mean home-
to-destination distance. Both entropy metrics are normalised to
[0, 1]. Distance to the PDL is the haversine distance between a
user’s home and the PDL centroids, defined only when the two
differ; share of local anchoring is the share of residents whose
home AGEB and PDL coincide.

Regression framework and results. We estimate the as-
sociation between each mobility metric and IM using ordi-
nary least squares (OLS) regression at the AGEB level with
heteroscedasticity-robust standard errors (HC1). Since device
coverage was found to be uneven across AGEB’s IM, all regres-
sions include a log-transformed coverage covariate (confirmed
devices per AGEB relative to census population, or relative to
raw footfall for visitor-side metrics) to control for representative
bias. We additionally verified these associations under alterna-
tive weighting schemes (device-weighted least squares) and tem-
poral scopes (weekday-only and weekend-only), finding consis-
tent directional associations throughout. To assess sign stability,
we apply a 1,000-resample bootstrap and report whether the 95%
confidence interval of the slope coefficient excludes zero. Pulse is
the strongest predictor of IM (R2 = 0.301, bootstrap-stable), with
higher daytime mobility associated with lower socioeconomic
disadvantage (Fig. 2). The remaining mobility metrics also show
significant, non-null associations with IM. While pulse captures
general daytime movement, distance to the PDL and the share of
residents whose home and anchor AGEB coincide are both nega-
tively associated with IM, suggesting that anchor-directed trips
capture a distinct dimension of mobility from general movement.
However, our pipeline’s primary-daytime-location inference dis-
proportionately excludes highly marginalized AGEBs (estimated
inclusion probability roughly 50% vs. 80% across the marginal-
ization range), possibly reflecting lower mobile data of residents

in these areas leading to sparser daytime location pings; while
representativeness concerns affect all six metrics to some de-
gree, this particular retention gap is most pronounced for the
PDL-based metrics.

3. CONCLUSIONS AND FUTURE WORK

Our results show that GPS-derived mobility metrics capture
meaningful dimensions of mobility in México City extending
their application beyond prior studies. Pulse emerges as the
strongest predictor of the CONAPO marginalization index (R2 =
0.301), potentially reflecting greater access to private transport
and more discretionary daytime travel in less marginalized areas.

Beyond the statistical association, this pattern carries a social
reading: residents of more marginalized AGEBs not only travel
less over the course of the day but are also more likely to remain
anchored within their own home AGEB and, when they do leave
it, to travel farther to reach their primary daytime location, three
distinct signals of the same underlying constraint on access to the
rest of the city. Such restricted mobility can itself reinforce socio-
spatial inequality by limiting exposure to jobs, services, and
opportunities concentrated elsewhere, a dimension not directly
captured by a purely economic marginalization index.

Future work will test whether these patterns generalize across
Mexican cities and assess alternative explanations, including car
access, transit accessibility, urban centrality, and employment
density.
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1. INTRODUCTION

Urban mobility between residential and workplace zones across
metropolitan areas has been studied for a long time using the
toolbox of network science [1]. The vast majority of mobility
models available consider travellers as indistinguishable, using
an ‘average citizen’ approximation. However, our society is in-
trinsically diverse, with travellers distinguishable, for instance,
according to attributes like gender, age, and socioeconomic sta-
tus [2].

We investigate how two life-changing events—parenthood
and marriage—which alter an individual’s priorities, routines,
and ultimately their interactions with the environment, reshape
urban mobility patterns.

By leveraging the American Community Survey data com-
bined with OpenStreetMap amenity information, we analyse
how parenthood and marriage reshape urban experiences across
several metropolitan areas in the USA. We employ Shannon
entropy to compute the mobility diversity and quantify the acces-
sibility to amenities based on commuting patterns. Then, we
characterise metropolitan areas according to mobility diversity
and cost (i.e., the commuting travel time). Finally, we compute
the difference in mobility diversity and cost between parents
and non-parents, and married and non-married travellers.

2. DATA AND METHODS

Our data are a combination of mobility data obtained from the
US Census Bureau and data on amenities obtained via Open-
StreetMap. We have considered only trips related to work made
by people older than 15. Our data were collected using the
United States Census Bureau under the 2019 edition of the so-
called American Community Survey (ACS). The variables col-
lected by the ACS are: the state, city, metropolitan region, indi-
vidual (traveller) characteristics (e.g., gender, age, marital status),
mobility characteristics (e.g., work location, commuting travel
time), and expansion factors. Expansion factors are used to
ensure that the sample is representative of the whole population.

Individuals are classified as married if they report being cur-
rently married (MSP = 1 for married, spouse present, or MSP
= 2 for married, spouse absent). The ‘married’ category likely in-
cludes not only legally married individuals but also a portion of
unmarried cohabiting partners. Individuals are classified as non-
married if they report being widowed, divorced, separated, or
never married. For the parent category, individuals are classified
based on the number of children (NOC > 0).

For each urban area, the space is divided into zones. We con-
sider 17 US metropolitan areas, spanning 6 to 23 zones and 0.8
to 9.6 million weighted trips; the full list and their characteristics
are reported in Ref. [3]. However, the spatial tessellations of
home and work zones provided by the US census do not per-
fectly align. In particular, multiple home zones often map onto
a single work zone, requiring us to collapse some home zones.
This preliminary step avoids inconsistencies in the comparison
of differences in residential and mobility concentration, although
it considerably reduces the number of available zones. We de-
cided to use the metropolitan areas classified as such by the US

census as our reference, as they are well-recognised functional
areas in which people are more likely to work.

We can use Shannon entropy to compute the mobility diversity
(i.e., diversity of accessibility to amenities) by travellers of type Y,
MY , over an area AY

i , as:

MY = − 1
log2 NZ

NZ

∑
i=1

pY
i log2

AY
i

pY
i

, (1)

where NZ is the number of zones, the probability pY
i corresponds

to the ratio between the product of the number of amenities
in zone i, ni, and the number of travellers of type Y whose
destination zone is i, TY

i (i.e., nY
i = ni TY

i ), and its sum over all
zones NY = ∑NZ

i=1 nY
i .

3. RESULTS

We employ mobility diversity [M, see Eq. (1)] measure to quantify
accessibility to amenities based on commuting patterns (Fig. 1A)
and observe that all urban areas display few differences across
distinct groups of travellers (e.g., married). Then, we characterise
metropolitan areas according to mobility diversity, M, and cost
(commuting travel time), C, (Fig. 1B). The plot suggests that
(except for Houston) metropolitan areas with higher values of
M (e.g., Baltimore) are those with higher values of C.

Finally, we compute the difference in mobility diversity, ∆M,
and cost, ∆C, between parents and non-parents (Fig. 1C), and
married and non-married travellers (Fig. 1D). We observe varia-
tion across metropolitan areas, with some showing higher costs
for parents (e.g., Houston) and others showing the opposite
trend (e.g., Chicago). Concerning married people, metropolitan
areas like New York have smaller costs for non-married people,
whereas metropolitan areas like Baltimore display the opposite
trend.

All the differences observed in panels C and D of Fig. 1 raise
the following question: ‘Are these differences meaningful, or
are they just the product of noise or chance?’ To this aim, we
designed five null hypotheses/models:

NM1: We keep the trips (i.e., their origin, destination, and time),
but we shuffle the household arrangement feature (i.e.,
married/non-married or parent/non-parent).

NM2: We keep the trips’ origin, destination, and travellers’ type,
but the travel time is extracted from a probability distribu-
tion obtained by fitting the empirical values.

NM3: We keep the trips’ origin, time, and travellers’ type, but the
travel distance is extracted from a probability distribution
obtained by fitting the empirical travel distances.

NM4: We keep the trips’ origin, destination, and travellers’ type,
but we shuffle the travel time feature.

NM5: We keep the trips’ origin, time, and travellers’ type, but
we pick a random travel destination.
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Fig. 1. Characterisation of mobility diversity and cost for parent and married travellers. (A) the mobility diversity, M, for different
household arrangements; (B) the average value of travel cost, C, and mobility diversity, M; (C) the differences in cost and mobility
diversity between parents and non-parents (∆CP, ∆MP); and (D) between married and non-married travellers (∆CM, ∆MM).

For each null case, we average the results over an ensemble
of 5,000 realisations by bootstrapping 80% of the data. NM1
examines whether the cost differences observed, ∆C, are due
exclusively to the type of travellers (e.g., parent) and their distri-
bution across the metropolitan area. NM2 and NM3 test whether
the distributions of travel time and distance explain most of the
differences. NM4 aims to understand whether the differences
are due to the ‘speed’ at which trips occur. Finally, NM5 checks
whether the differences are due to the ‘spatial tessellation’ by
which zones are defined. More details are available in [3].

The statistical significance of these differences varies across
null models, with some cities showing robust differences across
all five null models (p < 0.05), and others showing sensitivity
to specific assumptions about travel patterns. Overall, in 10 out
of 17 metropolitan areas considered, the empirical differences
are positive (∆CP > 0), suggesting a general tendency toward
higher mobility costs for parents, though the robustness of this
pattern varies by metropolitan area.

4. CONCLUSION

Our analysis demonstrates that cities vary significantly in ac-
commodating different household arrangements: some better
accommodate single individuals (Houston, Virginia Beach) or
married people (Atlanta, Baltimore), whereas others favour par-
ents (Cincinnati, Chicago). Parents and married individuals face

different mobility costs and amenity access patterns compared
to their counterparts. In most cities, non-parents and unmarried
individuals spend less time travelling, whereas parents and mar-
ried individuals live closer to essential amenities (Fig. 1C and
D).

These insights together contribute to research advocating
for nuanced, equitable urban planning, advancing discourse by
promoting tailored design strategies addressing diverse demo-
graphic needs rather than one-size-fits-all approaches.
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1. INTRODUCTION

Cities historically formed around the concentration of work, es-
pecially office work, their spatial structure shaped by the tradeoff
between commuting costs and land prices [1, 2]. As highways
lowered those costs, employment and population decentral-
ized and the metropolitan form dispersed [3]. This dispersal
spread daily activity across the metropolitan area, where point-
of-interest (POI) visitation data now traces where people spend
time beyond their residence [4].

The Covid-19 pandemic triggered a widespread shift to re-
mote and hybrid work, reducing how often employees commute
to a workplace. This change has persisted: in the United States,
the share of full workdays performed from home rose from 7%
in 2019 to 60% in 2020 and stabilized near 28% by mid-2023 [5],
while across 27 countries full-time employees averaged 1.5 WFH
days per week (2021 to 2022) [6]. Hybrid work, dividing the
workweek between home (WFH) and the office, varies widely
across firms and occupations in required days and hours, mak-
ing its spatial impacts heterogeneous. The effects of this shift
are being studied at the level of urban form, including rents,
migration, and the “donut effect” [7], yet its effect on individual
POI-visit behavior during work hours remains unstudied, along
with downstream questions such as experienced segregation [8].

2. METHOD

Using anonymized, high-resolution mobile phone location data
provided by Cuebiq from 2019 and 2022 across eight major U.S.
MSA regions[9], we identify individual-level hybrid work pat-
terns. By further integrating the SafeGraph POI dataset[10], we
examine their visitation behaviors to different categories of POIs.

A. Home and Work Location Identification
The first step to identifying hybrid workers is to label each user’s
home and work location. We use 3 months of data from April to
June in 2019 and 2022, evaluating stops between 10pm and 6am
to determine home location and 8am to 4pm for work locations.
Due to privacy considerations, all stops within a user’s work
or home census block group (CBG)(as determined by the data
provider) are uplevelled to a random point within the CBG, so
we cannot use building type or exact POI to inform identification.

For home locations, we evaluate all stops within the time
period where the user spends at least four hours. We require
the user to spend at least 15 nights across 8 unique weeks in
that CBG to qualify as a home candidate. Then we calculate the
total dwell time and total nights for each location, selecting the
location with the highest combination.

Once we establish the home location, we require a user’s work
to be in a different CBG, considering all weekday stops lasting
at least two hours outside the home CBG. Given the inconsistent
nature of hybrid work, we adapt established work detection

Fig. 1. Commute ratio distribution for CBD workers in 2019
and 2022.

algorithms [11] by lowering thresholds to capture work locations
visited as infrequently as once a week. For a location to be a work
candidate, at least 10% of observed weekday activity (excluding
home dwell time) must be spent there, and a user must stop
there at least 4 times over 4 unique weeks. We then select the
location with the highest combination of dwell time and visits.
After applying these algorithms, we have 1,264,707 cuebiq users
across all 8 MSAs with both home and work locations. We
validate our identified work locations using LEHD [12] data and
find correlation values range between 0.64 to 0.76.

B. Hybrid Worker Detection
Next we identify hybrid workers using their weekday work
visitation patterns. To address the wide range of work schedules,
we limit our subset to those who work in the Central Business
District (CBD) and live in a CBG with over 75% "white collar"
workers (defined using ACS census data on occupation type).
Although this reduces the sample size to 32,128 users, it also
reduces the risk of mislabeling in-person workers with hours
different than 9-5pm (ie service workers) as hybrid workers.

Next, we look at all weekdays where a user is observed and
identify those with a work commute. To ensure we are not
conflating WFH with time off, we remove any day with more
than two hours spent in a "non-work" POI during 9-5pm. When
defining ’non-work’ POIs we exclude those that could facilitate
work like cafes and any POI with the following keywords in
their name: ’Public Library’, ’Branch Library’, ’cowork’, ’cafe’,
’coffee’. Finally, we calculate a commute ratio as the proportion
of weekdays a user commutes to work. Comparing the commute
ratio in 2019 and 2022 in Figure 1, we see a consistent trend of
lower ratios in 2022, indicating that we are successfully capturing
the shift in commuting patterns.

31



Abstract 2

Fig. 2. POI Visitation Metrics by day-type with 95% CI. Average metrics are calculated per-user (and per day for visits/dwell time).

3. POI VISITATION TRENDS

We define an in-person worker as a user with a commute ratio
greater than 0.8, and a hybrid worker as one with a ratio between
0.2 and 0.8 (purposefully excluding fully remote workers). These
values yield an average hybrid rate for white collar workers
of 74% (79% in NYC), compared to 77% in a NYC 2022 survey
of office workers [12]. Next, we consider three day types: in-
person worker in office, hybrid worker in office, and hybrid
worker WFH. For each, we evaluate all visits to POIs in ten
categories: beauty, errands, fitness, grocery, pharmacy, retail,
restaurants, bars, cafes, and parks. We find that hybrid workers
behave significantly differently on WFH days versus in-office
days (Figure 2).

POI distance from home during work hours (9am-5pm) is
higher for in-office workers, and distance to work is lower. These
expected trends further validate that we are capturing hybrid
workers accurately. Hybrid workers show similar POI visitation
to in-person workers when in office, but significantly higher
visitation rates and total dwell time when working from home, a
trend that holds for the majority of the 8 cities.

Next we compare each hybrid worker’s daily average visi-
tation rate in-person versus WFH for each POI category. When
working from home, hybrid workers are more likely to visit utili-
tarian POIs, indicating they may perform other activities during
the work day. We also see an increase in cafe visits, demon-
strating that workers spend recreational time outside their home
during work hours. However, trends vary for parks and restau-
rants, potentially due to the spatial form of the city and POI
concentration. Evaluating after-work (6pm-midnight) behavior,
we find no significant or consistent trends, indicating that WFH
may have little impact on after-work activities. Overall, these
findings demonstrate that the shift to hybrid work impacts the
spatial and temporal economic activity in POIs, particularly in
areas with high rates of hybrid work.
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1. INTRODUCTION

Human exposure to air pollution is strongly driven by daily
mobility patterns. Conventional exposure assessments rely on
residential locations or static population distributions, overlook-
ing the continuous redistribution of individuals between home,
work, and transport infrastructures. Recent mobility modeling
approaches increasingly rely on traffic simulation and emission
models to represent these dynamics.

However, existing modeling chains remain dependent on
specific traffic and emission model combinations, limiting trans-
ferability and introducing structural uncertainties. Recent work
has shown that differences in mobility and emission modeling
can lead to significant variations in spatial emission patterns
under identical demand conditions [1].

Systemic approaches have been proposed to better integrate
mobility, environmental fields, and population dynamics within
unified exposure frameworks, highlighting the importance of
consistent spatio-temporal representations of mobility [2]. More-
over, recent integrated environmental assessments have shown
that modeling chain choices can significantly influence exposure
indicators in urban contexts [3].

Mobility-induced exposure variability motivates frameworks
able to exploit heterogeneous mobility data sources. This work
investigates how heterogeneous mobility representations can
be coupled with spatio-temporal air-quality fields to quantify
population-level and individual exposure variability.

2. MOBILITY-AWARE EXPOSURE FRAMEWORK

The proposed framework couples mobility representations with
spatio-temporal pollutant concentration fields to estimate expo-
sure at different levels of mobility granularity, as illustrated in
Fig. 1. The air quality modeling chain (traffic, emissions, disper-
sion) is assumed to be pre-computed and follows established
methodologies described in [4].

FCD, GIS, temporal data

Traffic model
↓

Emissions model
↓

Air quality model

Mobility data

Population
representation

(aggregate
&

individual)

Spatio-temporal join
(exposure model)

Aggregated exposure KPIs Individual exposure KPIs

Fig. 1. Framework coupling air-quality outputs with heteroge-
neous mobility representations (population distributions and
trajectories) to estimate exposure. Air-quality modeling (traffic,
emissions, dispersion) follows [4].

Let C(x, t) denote the spatio-temporal pollutant concentra-
tion field. Depending on mobility data availability, exposure
is estimated either from aggregated population distributions or
individual trajectories. Both regimes rely on the same spatio-
temporal coupling between mobility and concentration fields
but produce different exposure observables: the former charac-
terizes population-level exposure, whereas the latter captures
individual exposure variability.

Aggregated mobility regime. When mobility is represented at
an aggregated level, the population is described by a dynamic
spatial distribution P(z, t), representing the number of individu-
als located in zone z at time t. Such dynamic distributions can
be obtained from origin–destination flows derived from mobile
phone data, population counts, or other aggregated mobility
products. The resulting indicator corresponds to a population
exposure burden:

Eagg = ∑
t

∑
z

P(z, t) C̄(z, t)∆t (1)

where C̄(z, t) denotes the spatially averaged concentration in
zone z at time t. This regime produces population-level expo-
sure indicators based on spatial aggregation of mobility and
concentration fields.

Individual mobility regime. When mobility is available at the indi-
vidual level, each agent i follows a trajectory xi(t), and exposure
is computed along these trajectories:

Ei =
∫ t1

t0

C(xi(t), t) dt (2)

where Ei is expressed in concentration-time units (e.g., µg m−3 h
when using hourly NO2 concentrations) and xi(t) is the trajec-
tory of individual i. This formulation preserves inter-individual
variability and enables the analysis of exposure distributions
within the population, including heterogeneity and percentile-
based indicators.

3. AGGREGATED EXPOSURE RESULTS

In the aggregated mobility regime, the proposed framework
produces time-resolved population exposure indicators by cou-
pling dynamic population distributions with spatio-temporal
concentration fields. This enables the characterization of how
population movements redistribute exposure across the urban
space over the course of the day.

Results are illustrated using a synthetic population evolving
over the Paris metropolitan area and hourly pollutant concentra-
tion fields generated by the air-quality modeling chain.

Figure 2 illustrates the spatial density of individuals exposed
above an AQI threshold (AQI > 20) at 17:00 using synthetic
mobility data in Paris. The highest densities occur near major
traffic corridors, where traffic emissions and population presence
combine to create exposure hotspots. These hotspots result from
the temporal alignment between elevated pollutant concentra-
tions and mobile populations, illustrating why static residential
distributions can misrepresent exposure.
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Fig. 2. Spatial distribution of population exposed to AQI > 20
at 17:00 in synthetic Paris data (log scale).

4. INDIVIDUAL EXPOSURE RESULTS AND POPULATION
HETEROGENEITY

In the individual mobility regime, exposure is computed along
trajectories, enabling full population exposure distributions and
fine-grained variability analysis. Figure 3 shows the cumulative
AQI-based indicator distribution over a synthetic population
(100 histogram bins), revealing exposure variability induced by
heterogeneous mobility patterns. For visualization purposes,
AQI values derived from the concentration fields are used as
an illustrative normalized indicator. The resulting cumulative
AQI-based metric should therefore be interpreted as a relative
exposure indicator rather than a physical dose. The distribution
exhibits substantial inter-individual variability, with a standard
deviation of σ = 84.3 AQI·h, indicating that heterogeneous
mobility patterns can lead to markedly different cumulative
exposure levels within the same urban environment.
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Fig. 3. Distribution of cumulative AQI-based indicator across
a synthetic population, illustrating the variability captured by
trajectory-based exposure modeling.

To further illustrate the framework capabilities, an example
individual is analyzed in detail. This agent exhibits a cumu-
lative daily AQI-based indicator value of 431 AQI·h and lies
approximately at the 94th percentile of the indicator distribution
shown in Fig. 3, illustrating a high-exposure individual. Fig-
ure 4 presents the temporal evolution of this individual’s hourly
exposure together with an illustrative threshold (AQI = 20).

The profile reveals a prolonged period of exposure above the
threshold, with a marked increase during daytime followed by a
gradual decrease in the evening. Beyond cumulative exposure,
trajectory-based modeling also enables complementary indica-
tors such as the duration spent above a given pollution threshold,
which can distinguish individuals experiencing sustained mod-
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Fig. 4. Hourly AQI-based indicator profile of a synthetic agent
with a cumulative value of 431 AQI·h. The dashed line indi-
cates the illustrative threshold (AQI = 20).

erate exposure from those experiencing shorter periods of higher
exposure.

Overall, these results demonstrate the added value
of trajectory-based exposure modeling in capturing intra-
population variability and identifying highly exposed individu-
als that cannot be resolved under aggregated mobility represen-
tations due to the loss of trajectory-level observability.

5. TOWARDS MODE-AWARE EXPOSURE MODELING

A natural extension of the framework is mobility-segment expo-
sure modeling, where fine-scale concentration gradients along
road networks can be resolved from trajectories.

In this context, transport-mode effects could be represented
through a simple correction factor:

Ceff = kmode · C, (3)

where kmode accounts for mode-dependent micro-environment
effects.

Future work will use this formulation to quantify mode- and
segment-specific exposure contributions and assess mobility
strategies aimed at reducing exposure during active travel.

6. CONCLUSION

We presented a mobility-aware framework for dynamic expo-
sure assessment coupling mobility representations with high-
resolution air-quality simulations. The framework supports ag-
gregated and trajectory-based mobility data while preserving a
common spatio-temporal coupling mechanism and producing
exposure indicators adapted to each representation. It provides
a unified basis for exposure assessment and future extensions
toward mode-aware modeling.
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Natural disasters impose severe costs on communities. In
the United States alone, 2024 saw weather and climate disasters
totaling US$182.7 billion in losses, including several hurricanes
[1]. Behavioral responses to these disasters, such as evacuation
patterns, vary across racial and socioeconomic groups, with
departure and return times differing significantly by group [2].
Furthermore, outcomes for damaged buildings diverge sharply
by income level: lower-income neighborhoods are less likely to
rebuild, while higher-income areas not only rebuild but tend to
improve relative to their pre-disaster state [3].

Measuring behavioral responses to disasters at scale has been
made possible by the expansion of high-resolution digital mo-
bility traces and social media data. Prior work has revealed spa-
tiotemporal decay in mobility patterns in the vicinity of affected
regions and in the days surrounding impact [4] and destination-
dependent disruptions in visits to points-of-interest. Mobility
patterns obtained through Location-Based Services (LBS) data
have also revealed that education level drives disparities in be-
havioral response beyond income alone, as higher-educated indi-
viduals are more likely to stay indoors under increasing exposure
to wildfire smoke [5]. Disaster periods also increase experienced
segregation [6], as COVID-19 behavioral changes decreased the
income diversity of urban encounters and amplified existing
income-based segregation [7]. These findings motivate our use
of social media data as a lens through which to quantify com-
munity connectivity and how it shapes behavioral responses to
disasters across large populations and multiple events.

Resilient response during post-disaster recovery is enabled
by the structure of the underlying social network, quantified
through social capital which is defined as the resources embed-
ded in social relationships [8]. Social capital is commonly cate-
gorized into bonding, bridging, and linking capital [9]. Bonding
capital reflects ties within close-knit groups (e.g., family and
neighbors), bridging capital reflects ties across different social
groups (e.g., acquaintances and coworkers), and linking capital
reflects ties to formal institutions and authorities (e.g., govern-
ment). Large-scale digital social media data have made it possi-
ble to measure these dimensions of social capital at fine spatial
resolution [10, 11]. Bridging capital becomes particularly conse-
quential during disasters since cross-class ties enable access to
information, resources, and opportunities that lie outside one’s
immediate social circle [8]. Furthermore, social ties and mobility
patterns are deeply intertwined, as social relationships shape
where people move while mobility creates opportunities to form
and maintain social ties [12], a coupling that becomes particu-
larly salient during disasters when evacuees tend to displace
toward socially connected destinations [13].

Despite these recent advances, the role of social capital in
shaping actual recovery outcomes after disasters, across large
populations and multiple events, remains largely unexplored.

Existing studies often rely on limited survey-based samples,
census-derived static measures of social capital, or are restricted
to single disaster events [14]. It remains an open question how
network-based measures of social capital, derived from social
media data, systematically stratify recovery outcomes that are
now observable at scale through novel data sources. Here, we
combine large-scale Location-Based Services (LBS) mobility data
across five major hurricane events with social capital measures
derived from online social network data to assess the role of
social capital in post-disaster recovery. We use social capital data
developed from Meta’s social network, with aggregated metrics
at the zip code level from the Social Capital Atlas [10].

This work makes three contributions to the existing literature.
First, we introduce novel social media data [10] to understand
disaster response and, motivated by the difference in data gran-
ularity, compare its aggregated social capital metrics with mea-
sures derived from individual-level Call-Detail Records (CDR).
To construct the social network from CDR data, we build an
undirected network in which each node is a subscriber with a
successfully inferred home location, and an edge is included
if the pair exchanged at least a given number of total interac-
tions (voice calls plus SMS messages) over the full study period,
spanning December 2018 through to June 2019. Second, our find-
ings draw on five separate natural disaster events in the United
States, and while the observed responses are broadly consistent
across disasters, their strength and significance vary somewhat
by event and displacement threshold, suggesting the results are
not an artifact of any single disaster.

We also quantify two measures of bonding social capital: clus-
tering, which captures the prevalence of triadic closure within
neighborhoods, and support ratio, which measures the propor-
tion of within-neighborhood friendships that share a third mu-
tual friend within the same neighborhood. We center our analy-
sis on economic connectedness (EC), a measure of bridging social
capital that quantifies the prevalence of cross-class friendship
ties between lower- and higher-socioeconomic-status individuals
and has been shown to predict long-run economic upward mo-
bility at the neighborhood level [10]. Factors such as education,
social isolation, housing conditions and policies, and other place-
specific characteristics may also influence evacuation behavior;
however, our analysis focuses on EC as the primary measure of
social capital. Because EC is strongly correlated with income, we
residualize EC by regressing it on income and use the resulting
residuals as a measure of cross-class connectedness that is or-
thogonal to income. This residual captures the variation in EC
that cannot be explained by income. Specifically, we estimate the
regression as in equation 1 below:

ECi = α0 + α1 Incomei + εi, (1)

where ECi denotes the Economic Connectedness of zip code i
as obtained from the Social Capital Atlas [10], εi denotes the
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Fig. 1. From social networks to disaster resilience. A: Con-
struction of social networks from Call Detail Records (CDR)
based on calls and messages exchanged between anonymized
users. B: Social network structure derived from Meta social
media data, with network metrics compared across the two
data sources in the San Francisco Bay Area. C: Economic Con-
nectedness (EC), a measure of bridging social capital, quanti-
fies the extent of cross-class social ties within a social network.
D: Evacuation patterns derived from LBS data across five nat-
ural disasters are positively associated with EC at the zip code
level. E: The rebuilding of damaged buildings following dis-
asters is positively associated with EC. F: Beyond material
investments in infrastructure, disaster preparedness may also
entail the development of social infrastructure, such as parks
and community spaces, that foster cross-class ties.

income-residualized measure of EC for zip code i, the standard-

ized version of which we denote by ẼC
,resid
i . Third, this residual-

ization isolates variation in EC that is not explained by baseline
income differences, after which we find that higher EC is associ-
ated with elevated evacuation rates, with a positive association
whose statistical significance varies across the five disasters and
displacement thresholds we study.

To quantify the association between bridging social capital
and evacuation behavior, we estimate the following specifica-
tion at the zip code level, separately for each storm s and dis-
placement threshold τ ∈ {10, 50, 100} km, capturing how this
association varies across different spatial scales of evacuation:

ȳi,τ = β0 + βτ ẼC
resid
i + δ Incomei + ui, (2)

where ȳi,τ is the zip code evacuation rate, ẼC
resid
i is the standard-

ized income-residualized EC, and Incomei is median household
income. Specifically, a user is classified as an evacuee if detected
away from home for at least eight hours during the nighttime
within the three-day post-impact window. We find that EC is
consistently positively associated with evacuation rates, with
significant coefficients at the 5% level in 8 of the 15 reported
storm-threshold combinations. The variation in the significance
level of these coefficients might potentially be because of factors
specific to certain disasters or due to limitations of the data itself.

Interestingly, ẼC
resid

is positively associated with rebuild-
ing and negatively associated with abandonment of damaged

buildings post-diaster Figure 1E, explaining a share of variance
in recovery outcomes comparable to that of median household
income. For long-term recovery, we estimate a weighted least
squares (WLS) model for each storm, with observations weighted
by the number of damaged buildings per zip code:

ỹi = β0 + β1 ˜Incomei + β2 ẼC
resid
i + ui, (3)

where ỹi is the standardized recovery outcome, ˜Incomei is

standardized median household income, and ẼC
resid
i is the

income-residualized EC measure. External factors not captured
in this specification, such as changes in property ownership, may
also contribute to observed differences in long-term recovery.

From a policy perspective, while risk and hazard maps cap-
ture physical exposure, they miss an important social dimension
of urban resilience. The geospatial distribution of bridging social
capital could therefore complement existing risk stratification
frameworks and inform targeted investments in social infras-
tructure in communities where cross-class ties are systematically
sparse [15]. We note three limitations of our work: the CDR
network is geographically constrained to the San Francisco Bay
Area, and social capital metrics do not capture potential changes
in social ties during or after the extreme weather event [8]. Fur-
thermore, the analysis is conducted at zip code resolution and
our findings are associational: we do not uncover the underly-
ing mechanisms through which cross-class ties are leveraged to
enable evacuation or rebuilding post-disasters.
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1. INTRODUCTION

This study describes a machine learning pipeline for predicting
individual COVID-19 infection risks using digital contact tracing
(DCT) data from Peru. The core innovation is the Time-Decayed
Line Graph (TDLG) representation, which transforms tempo-
ral contact patterns into network embeddings. Combined with
Graph Neural Networks, the approach achieves a 20-fold im-
provement over random baseline predictions, despite extreme
class imbalance (268:1 ratio) and sparse data adoption (∼5% app
penetration).

The primary objective of this study is to identify individuals
at high risk of COVID-19 infection before clinical diagnosis oc-
curs, enabling public health officials to intervene with targeted
isolation, testing, or vaccination campaigns [1]. The research
addresses three critical technical challenges that fundamentally
constrain infection risk prediction in real-world contact tracing
scenarios. First, the study processes large-scale sparse networks
with 1.15 million nodes and 12.4 million contact edges from the
Peruvian mobile application "Perú en tus manos," demanding
computationally efficient methods capable of processing massive
graphs without excessive memory requirements. Thus, the 12
M2-scale adjacency matrix exists implicitly as a factored prod-
uct and is only accessed through matrix-vector products during
the Lanczos iterations. Second, epidemic transmission patterns
are inherently non-stationary, with model performance varying
dramatically across different phases of disease spread.

This temporal non-stationarity requires validation strategies
that carefully account for temporal dependencies and precludes
standard cross-validation approaches that assume independent
samples. The dataset spans from April 5 to June 5, 2020, during
the early phase of Peru’s COVID-19 epidemic, and includes
approximately 4,308 confirmed positive cases among the 1.15
million app users.

2. METHODOLOGY

In the present work, we develop a four-stage machine learning
pipeline.

First, we adapt the Time-Decayed Line Graph (TDLG) represen-
tation [2] to epidemic contact networks. Contacts shorter than
15 minutes are discarded before TDLG construction and feature
extraction. Each remaining contact event is represented as a
node in the line graph. Two events i and j sharing an individual
are connected according to

Aij = wiwj exp

(
−

∆t2
ij

2σ2
t

)
, wi = sigmoid

(
di − 900

300

)
,

where ∆tij = |ti − tj| is measured in seconds, di is the dura-
tion of contact i, and σt = 7200 s (2 h). Event pairs separated by
more than 3σt = 6 h are discarded.

A truncated eigendecomposition of the sparse weighted adja-
cency matrix (k = 16) yields contact-level spectral embeddings.
User embeddings are then obtained by averaging incident con-
tact embeddings using the duration-dependent weights wi. The
line graph is never constructed densely: candidate pairs are gen-
erated only among contacts sharing a user within the 6-hour
temporal support and stored as a sparse CSR matrix, with at
most 500 chronologically ordered contacts considered per user.

At scale, the TDLG is materialized sparsely: a representative
construction contained 50.8 million line-graph nodes and 713.7
million non-zero entries (density 5.53× 10−7). Experiments ran
on two Intel Xeon Gold 6226R CPUs with 755 GB RAM and an
NVIDIA Quadro RTX 4000 (8 GB).

The model combines two feature categories: 16 spectral fea-
tures derived from the TDLG eigendecomposition, capturing the
structural properties of temporal contact patterns, and 11 man-
ual graph features extracted from the dataset, including degree,
total and maximum contact duration, number of distinct contact
days, contact-time regularity, contact-duration coefficient of vari-
ation, first-contact time, approximate betweenness centrality, av-
erage exposure to confirmed cases, and the diagnosed-neighbor
rate. In the third stage, the GNN applies two parallel graph-
convolution passes on the original and transposed edge index,
then concatenates the outputs to obtain a node embedding that
is symmetric with respect to contact direction on the undirected
network. Different Graph Neural Network variants (GCN [3],
GraphSAGE [4], and GATv2 [5]) are evaluated; the choice of
GNN backbone had a comparatively limited effect in the re-
ported experiments. Finally, temporal validation was performed
using a 7-fold sliding-window cross-validation strategy [6], with
a training window of 15 consecutive days, a test window of 7
days, and a stride of 7 days. An individual is labeled positive
when their recorded diagnosis date follows their first observed
contact within the analysis window. The available outcome is
the recorded diagnosis date rather than the unobserved infection
time, so infection-to-diagnosis delays are not modeled explicitly.

3. RESULTS

This section reports Average Precision (AP), area under the ROC
curve (AUC), and F1 performance. We begin by examining how
temporal encoding of contact networks influences model perfor-
mance, then evaluate how epidemic phase and contact charac-
teristics affect prediction accuracy. Finally, we report the quanti-
tative metrics of our best-performing model configuration.

Temporal Encoding. Classical baselines on the manual fea-
tures alone barely exceed the 0.37% prevalence: logistic regres-
sion reaches AP = 0.43% and LightGBM 0.33%; a GCN deprived
of TDLG embeddings performs equally poorly (AP = 0.58%),
confirming that the convolution operator alone cannot extract a
usable signal from static features under this level of imbalance.
Adding TDLG embeddings to the GCN with the six basic graph
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Fig. 1. Daily confirmed cases in the Peruvian DCT dataset. Shading marks the April 5–June 5 analysis window; average precision AP
peaks at 14.8% on May 4–11 and falls to 0.2% in the final fold, where only 15 positive cases remain.

features (no 15-min contact filter) brings AP to 5.71% (15.4× lift);
applying the 15-minute filter raises AP to 6.83% (a 19.6% rela-
tive gain), and combining TDLG with the full set of 11 manual
features yields the best configuration at AP = 7.52% (20.3× lift
over prevalence). Switching the GCN backbone to GraphSAGE
(AP = 6.98%) or GATv2 (AP = 6.21%) changes AP by less than
0.8 pp, within the dispersion of the cross-validation procedure.
These small differences suggest that once the TDLG representa-
tion provides the necessary temporal signal, the specific mecha-
nism by which the neural network processes this signal becomes
less critical than initially expected.

Concerning the Epidemic Phase Dependency, the model
varies sharply across the seven temporal folds, revealing a criti-
cal dependency on epidemic phase and transmission dynamics
(Figure 1). AP peaks at 14.8% on the week of May 4–11, near
the local maximum of community transmission, and degrades
to 4.7% during the declining phase in mid-May (test window
May 18–25). Most strikingly, in the final test window (June 1–
5) only 15 confirmed positive cases survive, and AP drops to
0.2%, approaching baseline random performance. This indicates
that the predictive signal requires a sufficient density of active
transmission chains, and that any deployment should include
phase-aware calibration.

For the Contact Duration Filtering, we found that a 15-
minute threshold significantly improved model performance,
increasing Average Precision by approximately 20%. This find-
ing has both technical and epidemiological significance. From a
signal processing perspective, removing short contacts reduces
noise and allows the model to focus on more meaningful expo-
sure patterns. From an epidemiological perspective, this result
aligns with World Health Organization guidance indicating that
meaningful exposure duration is approximately 15 minutes or
longer. Finally, the model provides a tunable risk score whose

Configuration AP (%) AUC (%) F1 (%)

Logistic Regression 0.43 58.5 1.5

LightGBM 0.33 50.3 0.7

GCN (no TDLG) 0.58 58.5 1.3

GCN + TDLG, dmin =5 min 5.71 73.9 14.9

GCN + TDLG, dmin =15 min 6.83 73.6 16.3

GraphSAGE + TDLG 6.98 73.2 14.0

GATv2 + TDLG 6.21 74.8 15.8

GCN + TDLG + 11 features (Ours) 7.52 74.1 16.5

Table 1. Ablation over seven sliding-window folds. Random-
baseline AP = 0.37%. TDLG-based configurations substantially
outperform classical baselines, while GNN-backbone differ-
ences remain small.

decision threshold can be adapted to operational constraints. At

the max-F1 threshold (τ=0.97) the model emits 393 alerts to de-
tect 127 true cases (precision P = 32.3%, recall R = 14.3%), a 104×
lift over the test-set prevalence (0.31%). An operationally usable
zone spans recall 20–30%: 1,893 alerts at R = 20% (P = 9.4%, ×30
enrichment) or 14,378 alerts at R = 30% (P = 1.9%, ×6). Beyond
R = 30% the precision-recall curve collapses, reaching R = 40%
requires 28,560 alerts for 356 cases. The decision threshold is
therefore not a hyperparameter to be tuned during training but
an operational lever, set by the testing capacity that public-health
agencies are willing to commit.

4. CONCLUSION

This research shows that COVID-19 infection risk can be pre-
dicted from temporal contact-network structure despite extreme
class imbalance and incomplete observations. The full TDLG-
based pipeline achieves a 20.3× AP lift over prevalence, while
differences between GNN backbones remain comparatively
small. Performance nevertheless varies strongly with epidemic
phase. At the max-F1 operating point, precision reaches 32.3% at
14.3% recall, a 104× enrichment over test-set prevalence, support-
ing capacity-aware prioritization of public-health interventions.

Generalizability remains limited by the single-country, early-
COVID-19 setting and ∼5% app penetration, which may induce
demographic, socioeconomic, and geographic selection biases.
Validation across other populations, diseases, and DCT systems,
together with subgroup analyses and real-time feature recon-
struction, is therefore needed before deployment. In addition,
the TDLG embeddings needs to be tested to determine whether
temporally-leaky features are responsible for the marginal gain.
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1. INTRODUCTION1

GPS mobility data are increasingly used in epidemic model-2

ing. By allowing the construction of co-location networks and3

population flows, these data provide richer insights into the4

relationship between mobility and epidemic spreading [1–3].5

These trajectories typically exhibit high temporal sparsity be-6

cause data collection is opportunistic and tied to phone use [4, 5].7

Despite growing awareness of this limitation, mobility-informed8

epidemic models have largely overlooked the analysis and treat-9

ment of biases derived from such sparsity, raising concerns about10

the robustness of downstream inferences. In this paper we intro-11

duce a principled framework to quantify the impact of trajectory12

sparsity on key epidemic modeling outcomes across different13

levels of data missingness. We improve upon previous “data14

amputation” frameworks used in related work [6, 7] by introduc-15

ing empirical sparsity patterns on highly complete trajectories,16

allowing the comparison of biased statistics against their ground-17

truth values. Our approach leverages a highly complete dataset18

that exhibits both near-complete and sparse GPS trajectories. In19

addition to evaluating the effect of sparsity, we propose and eval-20

uate correction methods based on inverse probability weighting21

of contact durations before epidemic model calibration, which22

are shown to reduce bias and parameter misspecification.23

2. DATA AND METHODS24

Our experiments rely on adding empirical temporal sparsity to25

near-complete anonymized GPS trajectories from approximately26

1,000 students at the Technical University of Denmark (DTU)27

campus [8] exhibiting both fixed-interval measurements for28

some users, which provide long highly complete sub-trajectories,29

while other users exhibit the sparse opportunistic sampling typ-30

ical of commercial datasets. We define a trajectory as “nearly-31

complete” when fewer than 5% of hours over the study period32

lack data. Using this definition, we selected 363 near-complete33

trajectories for a period of 28 days, from 8 Feb to 7 Mar 2014,34

while sparse gap sequences were sampled from trajectories in the35

corresponding sparsity ranges 10–20%, 20–30%, 30–40%, 40–50%,36

and 50–60% of hours without data. In this setup, near-complete37

trajectories provide a baseline for key epidemic modeling out-38

comes (EMOs), while sparse trajectories provide realistic miss-39

ingness patterns that we impose on the baseline to measure bias40

under prescribed percentages of sparsity. These EMOs are the41

probability of an outbreak (defined as >5% of the population42

infected), poutbreak, the total infected population (Itot), the peak43

incidence Ipeak, its timing tpeak, and the day of last infection (or44

end of study period) ttot.45

Due to constraints on the duration of the study period, we use a46

simple stochastic Susceptible-Infected-Removed (SIR) model with47

ad-hoc ground-truth parameters chosen to produce an epidemic48

regime of moderate intensity (R0 = 1.92). This compartmen-49

tal model simulates spread over daily co-location networks,50

weighted by the minutes each pair of users spend in the same51

Geohash-8 tile, or adjacent. For calibration experiments, we52

use the ground-truth caseload curve as the target and minimize53

RMSE via Bayesian kernel fitting.54

Our “sparsification” procedure introduces missingness by sam-55

pling randomly, with replacement, trajectories with a target level56

of sparsity. Then, for each hour without data in the sampled57

sparse trajectory, we remove the records of the near-complete58

trajectory for that same hour. This approach results in an empiri-59

cal data missingness mechanism which can capture realistic gap60

distributions and correlations with time in ways that missing-61

ness completely at random (MCAR) cannot. For each sparsity62

level, we sample 50 realizations of the missingness patterns and,63

within each, run 100 epidemic simulations, yielding an ensemble64

of 5,000 epidemic curves per configuration.65

Finally, because calibration to incidence data is standard in66

epidemic modeling, we ask whether it is sufficient to address67

trajectory-sparsity bias or if it can only recover target outcomes at68

the cost of misspecifying transmission parameters. We therefore69

compare two modeling settings: oracle models, which fix the epi-70

demic parameters to isolate the effect of the contact network, and71

calibrated models, which fit the parameters to the target caseload72

curve. To improve on calibration alone, we also evaluate the73

application of a well-established method from survey nonre-74

sponse, Inverse Probability Weighting (IPW), used to debias the75

epidemic network before calibration. The IPW correction to the76

daily contact duration between users i and j is given by:77

Ĉij(t) = ∑
h

Cij(h) ·
1

1− ph
i
· 1

1− ph
j

, (1)

where Cij(h) are the observed minutes in contact during hour78

h, and ph
i is the probability that a record is missing for user i79

during hour h. These probabilities are estimated via maximum80

likelihood in 48 hour-by-week-period buckets: 24 hours crossed81

with weekday/weekend status.82

3. RESULTS83

We quantify how trajectory sparsity biases epidemic outcomes84

describing outbreak occurrence and epidemic intensity. Under85

the oracle model, where epidemic parameters are fixed at their86

ground-truth values, sparsity systematically attenuates simu-87

lated spread (Fig. 1a–b). In the 50–60% sparsity regime, Itot88

falls by over 70%, Ipeak by nearly 80%, and poutbreak by about89

33% relative to the near-complete baseline. These effects follow90

directly from degradation of the contact network: at 50–60%91

sparsity, average daily contacts fall from 65,766 to 23,309 and92

average contact duration falls by 23%.93

We then ask whether this bias is mitigated by two steps com-94

monly available to modelers: IPW rescaling of observed contacts95

and calibration to an incidence curve. IPW, a classical survey-96

nonresponse method, gives more weight to observations with97

lower probability of being observed—under an assumed miss-98

ingness distribution. Calibration does not directly correct tra-99

jectory sparsity, but it is part of the standard mobility-informed100
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Fig. 1. Debiasing approaches mitigate errors in epidemic simulations. (a) Realized outbreak probability (bottom left), peak daily
infections (top right), and total infections (bottom right). Boxplots display the IQR with whiskers marking the 95% CI. Vertical
lines denote the median and dots indicate the mean. (b) Occurrence of peak and last day of incidence curve. (c) The ground-truth
simulation parameters (blue diamond) are compared to the estimated parameters derived from calibration on biased contacts (left)
and rescaled contacts (right). Dots indicate the median and error bars denote the 95% CI over missingness draws. The underlying
heatmap displays the average R0 computed from the ground-truth contacts over the (β, γ) parameter space.

epidemic-modeling pipeline and could, in principle, absorb101

sparsity-induced error in fitted caseload outcomes. Both ap-102

proaches correct much of the bias in Itot and Ipeak, although103

poutbreak remains underestimated at high sparsity, consistent104

with the fact that weighting observed contacts cannot restore105

entirely missing edges (Fig. 1a–b). Calibration can therefore re-106

cover the target caseload curve by absorbing trajectory-sparsity107

bias into the fitted transmission parameters, allowing the bias in108

the mobility inputs to go unnoticed. Figure 1c shows the extent109

to which this recovery comes from inflating the transmission110

parameters: in the 50–60% regime, calibration on uncorrected111

contacts yields R0 = 4.77, compared with a ground truth of 1.92.112

Applying IPW before calibration keeps the inferred reproduction113

number much closer to ground truth, R0 = 2.11 (Fig. 1c).114

4. DISCUSSION115

A rigorous treatment of trajectory data-missingness bias has116

been largely overlooked in recent human mobility literature.117

This gap might be due to two limitations. First, many epidemi-118

ological studies integrating human mobility data begin from119

already-aggregated inputs, in which the sparsity in the popula-120

tion contact patterns conflates with the sparsity induced by miss-121

ing trajectory data [1, 9–11]. This conflation makes sparsity bias122

correction infeasible, since inputs requiring correction may be123

indistinguishable from inputs with no missingness-induced bias.124

It also limits studies quantifying bias by pruning or adding edges125

to already aggregated flow networks, and observing changes in126

epidemic outcomes [12, 13].127

Our study addresses this gap by isolating and quantifying the128

biases in EMOs stemming from trajectory sparsity. We do so by129

adapting established methods from survey nonresponse: using130

data amputation to generate sparsified counterfactuals that can131

be compared against a near-complete baseline, and IPW as a vi-132

able method to correct such biases. The ground-truth values for133

the reproduction number and other parameters are typically not134

known a priori, which is a limitation of our “oracle” simulations.135

Nonetheless, these results have serious implications for practi-136

tioners who calibrate models on one mobility sample and apply137

the fitted parameters to another, or who borrow transmission138

parameters from the clinical literature. Namely, simulations on139

sparser (than training) data will considerably underestimate the140

intensity of the epidemic in the simulations.141

The oracle and calibrated analyses therefore address differ-142

ent practical settings. Oracle models isolate the consequences143

of trajectory sparsity when epidemic parameters are held fixed,144

whereas calibrated models represent the standard case in which145

parameters are inferred from incidence data. Our results show146

that calibration can preserve fitted epidemic outcomes by absorb-147

ing contact-network bias into the transmission parameters, while148

applying IPW before calibration reduces this misspecification149

considerably.150

Our results are limited by the size and composition of the near-151

complete DTU baseline, the short simulation window, and the152

use of GPS-derived co-location as an approximation to true prox-153

imity. Nonetheless, we believe that the core mechanism at play—154

sparsity degrading the connectivity of the network in ways that155

underestimate epidemic spread—likely generalizes, and correc-156

tions are warranted for more realistic applications. The full157

manuscript extends these results by showing that randomized158

missingness assumptions can underestimate the magnitude of159

sparsity-induced bias, and by demonstrating the correction on160

a separate anonymized commercial GPS sample provided by161

Cuebiq. In particular, a Cuebiq sample from Ithaca, NY, was162

analyzed. Although high sparsity prevented the near-complete163

benchmark to replicate the results, applying the same correction164

method reduced the variance in total-infected predictions: the165

95% CI narrowed from ((1.2, 11.3)%) to ((1.3, 8.7)%), and the IQR166

from ((4.4, 7.8)%) to ((4.3, 6.8)%). Future work should extend167

weights-based correction to aggregated mobility inputs, where168

privacy safeguards often preclude direct work with individual-169

level trajectories.170
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1. INTRODUCTION

Residential neighborhood indicators are widely used to ana-
lyze urban health, but they only capture static residential sta-
tus. Large-scale mobility studies have demonstrated that the
dynamic mobility data can capture inequalities in physical activi-
ties [1], experienced socioeconomic segregation [2–4], and public
health disparities across the United States [5–8]. These studies
demonstrate a shift from static analysis based on residential lo-
cations toward a dynamic approach using human mobility data
to understand economy, society, and health.

However, a key measurement challenge remains: mobility
data can represent multiple dimensions of daily exposure, from
residential neighborhoods and visited destinations to activity
spaces and socially stratified environments. Existing studies of-
ten examine these dimensions separately, leaving unclear which
mobility-derived measures are most informative for explaining
physical and mental health outcomes. Meanwhile, existing stud-
ies do not fully use the advantage of fine-grained mobility data
to capture people-place dynamics that connect individuals with
the multiple places shaping their daily exposures. Therefore, this
study uses anonymized phone trajectory data to link home tracts,
visited destinations, and experienced urban contexts. We ask
whether mobility-derived exposure features provide additional
predictive information for tract-level cardiometabolic prevalence
beyond residential food-environment measures, and which in-
terpretable exposure channels recur across outcomes.

2. DATA AND METHODS

The empirical design uses census tracts as the unit of analy-
sis. Health outcomes are CDC PLACES 2025 release census-
tract crude prevalence estimates for adult obesity, diabetes, high
blood pressure, and coronary heart disease, derived primarily
from 2023 BRFSS data through small-area estimation. Mobility
features are derived from Dewey mobility data observed from
January 1 to April 30, 2025 and aggregated from home census
tracts to visited places and destination tracts. Given the tempo-
ral mismatch and ecological design, the analysis is interpreted
as predictive association rather than short-term causal health
effects.

We design four mobility-based experience channels. M1 cap-
tures activity-space extent, including out-of-tract ratio, unique
tracts visited, mean travel distance, and radius of gyration. M2
captures destination behavior, including grocery, fast-food, con-
venience, park, fitness, and nightlife visit shares. M3 captures ex-
perienced environmental context, including experienced healthy-
food density, unhealthy-food density, food quality, and physical-
activity-related density. M4 captures mobility-mediated socioe-
conomic exposure, including income exposure, upward-mobility
ratio, mobility segregation, and individual mobility segregation.

Together, these features distinguish where residents travel, what
destinations they visit, what environments they experience, and
what socioeconomic contexts they encounter.

For each health outcome yi in tract i, we estimate a residential
baseline model and a family of mobility-augmented models:

yi = β0 + XS
i βS + XM

i βM + γc + ϵi, (1)

where XS
i denotes static residential features, XM

i denotes one
or more M1–M4 mobility-exposure blocks, and γc denotes city
fixed effects. Continuous predictors are standardized using the
training split only, and predictive performance is evaluated by
held-out tract-level R2. We compare the residential baseline,
individual mobility blocks, the full M1–M4 specification, raw
POI-category mobility models, and random-forest robustness
models. Because nearby tracts may share mobility patterns and
health prevalence, random tract-level validation may overesti-
mate spatial generalization; spatially blocked and leave-one-city-
out validation are left for future work.

3. RESULTS

We selected four models to summarize the overall experimen-
tal performance, as shown in Table 1. Model A uses residen-
tial food-related POI densities as a static baseline. Model B
uses the structured M1–M4 mobility metrics in an OLS model.
Model C uses raw POI-category mobility visit shares, with
weekday/weekend and day/night features merged into all-time
category-level exposures. Model D uses the M1–M4 mobility
metrics in a random-forest model. Across the four focal out-
comes, mobility-augmented models outperform the static res-
idential baseline. Model B increases test R2 from 0.36 to 0.72
for obesity, 0.26 to 0.69 for diabetes, 0.25 to 0.57 for high blood
pressure, and 0.22 to 0.40 for Coronary heart disease (CHD). The
raw category-level mobility model performs similarly for obesity
and high blood pressure, while the random-forest model obtains
the highest predictive performance.

The coefficient heatmaps identify two patterns in the asso-
ciation between mobility-based exposure and chronic health
outcomes (Figs. 1 and 2). In Fig. 1, food-related mobility mea-
sures are among the largest predictors across obesity, diabetes,
and high blood pressure. Grocery visit share is positively asso-
ciated with these outcomes, while food visit quality and experi-
enced healthy food density show negative coefficients. Measures
of activity-space extent and socioeconomic exposure also con-
tribute substantially. "Out-of-tract travel" and "income exposure"
are negatively associated with several outcomes, whereas mean
travel distance and individual mobility segregation show pos-
itive associations, especially for high blood pressure. These re-
sults suggest that mobility captures both behavioral destination
choices and broader socioeconomic exposure contexts.
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Table 1. Test R2 for representative models and focal cardiometabolic outcomes. Values are rounded from the pooled three-city
model comparison with city fixed effects.

Model Obesity Diabetes High blood pressure CHD

A: Neighborhood POI (density) 0.36 0.26 0.25 0.22

B: M1–M4 mobility metrics (OLS) 0.72 0.69 0.57 0.40

C: Full mobility based POI (share&dwell) 0.70 0.57 0.60 0.32

D: M1–M4 mobility metrics (RF) 0.82 0.77 0.70 0.54

Fig. 1. Standardized OLS coefficients from Model B, the struc-
tured M1–M4 mobility framework. Rows are ordered by
activity-space extent (M1), destination behavior (M2), expe-
rienced environmental context (M3), and mobility-mediated
socioeconomic exposure (M4). Hatched cells indicate p > 0.05.

The results from LASSO model are shown in Fig. 2. It demon-
strates that grocery stores, restaurants, and other eating places,
gasoline stations, religious organizations, drinking places, and
specialty food stores are among the most informative POI cate-
gories for health outcomes. The strongest selected coefficients
are concentrated for obesity and high blood pressure, while CHD
exhibits weaker and less stable coefficients. The heterogeneity
observed across different health outcomes suggests that mobil-
ity features should not be simplistically interpreted as a single
pathway of health exposure. Rather, it encompass multiple di-
mensions of urban exposure, including food access, destination-
related behaviors, and interactions through socioeconomic strata.

4. DISCUSSION

This study shows that mobility-derived exposure features con-
tain substantial predictive information for health outcomes. The
comparison suggests that residential context remains informa-
tive, while mobility features add signals about behavioral desti-
nations, experienced environments, and socioeconomic exposure.
The results should be interpreted as cross-sectional ecological
associations rather than causal effects: mobility patterns may
reflect omitted within-city characteristics such as age structure,
employment, car ownership, income sorting, or residential seg-
regation. Future work will extend the analysis to additional
cities, improve temporal alignment between mobility and health
measures, and evaluate spatially blocked and leave-one-city-out
validation.

Fig. 2. LASSO robustness check from Model C using all-
time raw POI-category visit shares. Weekday/weekend and
day/night mobility features are merged by POI category; zero
cells indicate features not selected for a given outcome.

5. DATA AVAILABILITY STATEMENT

Data underlying the results presented in this paper are not pub-
licly available at this time but may be obtained from the authors
upon reasonable request.

REFERENCES

1. T. Althoff, R. Sosic, J. L. Hicks, et al., “Large-scale physical activity data
reveal worldwide activity inequality,” Nature 547, 336 (2017).

2. E. Moro, D. Calacci, X. Dong, and A. Pentland, “Mobility patterns are
associated with experienced income segregation in large us cities,” Nat.
Commun. 12, 4633 (2021).

3. S. Athey, B. Ferguson, M. Gentzkow, and T. Schmidt, “Estimating
experienced racial segregation in us cities using large-scale gps data,”
Proc. National Acad. Sci. 118, e2026160118 (2021).

4. H. Nilforoshan, W. Looi, E. Pierson, et al., “Human mobility networks
reveal increased segregation in large cities,” Nature 624, 586 (2023).

5. S. N. Zenk, A. J. Schulz, S. A. Matthews, et al., “Activity space environ-
ment and dietary and physical activity behaviors: A pilot study,” Health
& Place 17, 1150 (2011).

6. T. Althoff, H. Nilforoshan, J. Hua, and J. Leskovec, “Large-scale diet
tracking data reveal disparate associations between food environment
and diet,” Nat. Commun. 13, 267 (2022).

7. R. Xu, Q. C. Nguyen, P. S. Hovmand et al., “Integrating human activity
into food environments can better predict cardiometabolic diseases in
the united states,” Nat. Commun. 14, 7137 (2023).

8. B. Garcia Bulle Bueno, A. L. Horn, B. M. Bell, et al., “Effect of mobile
food environments on fast food visits,” Nat. Commun. 15, 2291 (2024).

42



Abstract 1

Transmission-aware mobility interventions for epidemic
control
BIBANDHAN POUDYAL1, DAVID SORIANO PAÑOS2,3, AND GOURAB GHOSHAL1,4,*

1Department of Physics & Astronomy, University of Rochester, Rochester, NY, 14627, USA
2Departament d’Enginyeria Informàtica i Matemàtiques, Universitat Rovira i Virgili, 43007 Tarragona, Spain
3GOTHAM lab, Institute for Biocomputation and Physics of Complex Systems, University of Zaragoza, 50018 Zaragoza, Spain
4Department of Computer Science, University of Rochester, Rochester, NY, 14627, USA
*gghoshal@pas.rochester.edu

1. INTRODUCTION

This abstract summarizes results recently published in Communi-
cations Physics [1], where we investigated how mobility-targeted
interventions designed for one epidemic may affect another.

Human mobility shapes the spatial propagation of infec-
tious diseases and has therefore become a natural target for
non-pharmaceutical interventions [2–4]. During the COVID-
19 pandemic, mobility restrictions and flow reshuffling were
widely used to reduce contact rates in dense urban areas, often
at substantial social and economic cost [5–7]. These interven-
tions, however, are typically evaluated for a single pathogen
or a single transmission mechanism. Cities often face multiple
epidemic risks at once. In particular, airborne diseases (ABDs)
and vector-borne diseases (VBDs) respond to mobility through
different mechanisms: ABDs are driven by direct human contact,
whereas VBDs depend on exposure to spatially localized vector
populations.

Here we ask a simple question: can a mobility intervention
designed to reduce vulnerability to one disease increase vul-
nerability to another? We address this question using Santiago
de Cali, Colombia, as an empirical test case. Cali is divided
into 22 communes, with commuting flows reconstructed from
urban travel surveys, population sizes taken from census data,
and mosquito abundance estimated from the container index
for Aedes aegypti. We combine these data with a metapopulation
framework for ABD and VBD vulnerability [8, 9]. Vulnerability
is defined as the inverse epidemic threshold, so lower values
indicate reduced epidemic risk.

The empirical framework integrates three complementary
datasets: origin–destination commuting flows derived from the
Cali mobility survey, census-derived residential population dis-
tributions across the city’s 22 communes, and entomological esti-
mates of mosquito abundance obtained from the container index
for Aedes aegypti. These data are coupled to previously developed
metapopulation models describing airborne and vector-borne
transmission, allowing us to compare how identical mobility
perturbations affect epidemic vulnerability under different trans-
mission mechanisms.

2. CONTRASTING EFFECTS OF MOBILITY INTERVEN-
TIONS

We first evaluate a mobility-targeted intervention previously
proposed for airborne disease control: redistributing flows from
high-density population hotspots toward neighboring suburban
areas while preserving the total outflow from each hotspot [9].
Hotspots are identified using the LouBar method [10, 11]. For
each randomized realization of the intervention, we recompute
epidemic vulnerability and compare it to the empirical baseline.

The intervention behaves as expected for ABDs. By moving
people away from dense population hotspots, it dilutes contact
opportunities and reduces vulnerability by roughly 20%. The

(b)(a)

(c)

nh, mh, αnh, βmh,

κ

1-κ
1-δ

δ

ah γah

Fig. 1. Empirical paradox and coarse-grained model. In Cali,
hotspot-to-suburb mobility reshuffling reduces vulnerability
to airborne disease but increases vulnerability to vector-borne
disease. The hub–leaf model aggregates hotspots and suburbs
into two effective patches, preserving population, area, vector
abundance, and mobility asymmetries.

same intervention has the opposite effect for VBDs, increasing
vulnerability by nearly 50%. As shown in Fig. 1(a,b), a policy
that is beneficial for one transmission mechanism can therefore
be detrimental for another, even though it acts on the same
empirical mobility network.

3. MECHANISM: DILUTION VERSUS EVACUATION

To explain this trade-off, we coarse-grain the empirical mobility
network into a two-patch hub–leaf metapopulation. The hub
aggregates population hotspots and the leaf aggregates subur-
ban regions. Let α = nl/nh, β = ml/mh, and γ = al/ah denote
the leaf-to-hub ratios of population, vector abundance, and area,
respectively. Mobility is controlled by κ, the fraction of hub
residents remaining in the hub, and δ, the fraction of leaf resi-
dents remaining in the leaf. The corresponding coarse-grained
representation is shown in Fig. 1(c).

The coarse-grained model yields closed-form expressions for
ABD and VBD vulnerability as functions of (α, β, γ, κ, δ). For
ABDs, vulnerability is minimized by homogenizing the effective
population distribution. This is a dilution mechanism: lowering
density in the hub reduces direct contact rates. For VBDs, the
mechanism differs because vectors remain spatially localized.
Moving people out of vector-rich areas can reduce exposure, but
removing too many residents can also increase the exposure of
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(a) (b)Application of Strategy-I to Cali Application of Strategy-II to Cali

Fig. 2. Model-informed mobility interventions simultane-
ously reduce airborne and vector-borne vulnerability in Cali.
Strategy I, based on balancing hotspot and suburb flows, is
strongly beneficial for VBDs and mostly beneficial for ABDs.
Strategy II sets κ = 1/(γ + 1) and δ = γ/(γ + 1) and reduces
vulnerability for both disease classes in the empirical Cali mo-
bility network.

the remaining or incoming population. VBD control therefore
requires a balance between evacuation and dilution.

This distinction explains why the ABD-optimized interven-
tion does not generalize. It approximates a strong evacuation
of the hub, which helps direct human-to-human transmission
but can increase exposure to vector-mediated transmission. The
analytical model instead predicts a joint optimum in which the
mobility parameters are matched to spatial scale,

κ =
1

γ + 1
, δ =

γ

γ + 1
. (1)

This regime lies within the beneficial range for VBDs while also
minimizing ABD vulnerability.

4. A JOINT INTERVENTION FOR CALI

We next apply the predicted intervention back to the full com-
muting network of Cali rather than to the coarse-grained model
alone. For Cali, the aggregate suburb-to-hotspot area ratio is
γ = 1.43, which fixes the target values of κ and δ in Eq. Eq. (1).
We then reshuffle empirical mobility flows to match these aggre-
gate constraints while preserving normalized mobility volumes.
Across randomized realizations, the modified network reduces
vulnerability for both ABDs and VBDs. The effects of the two
model-informed intervention strategies are summarized in Fig. 2.
While Strategy I substantially improves VBD outcomes and re-
mains largely beneficial for ABDs, Strategy II, derived from the
analytical model, consistently reduces vulnerability for both dis-
ease classes.

5. DISCUSSION

Our results show that mobility interventions are not disease
agnostic. A strategy that reduces vulnerability to airborne trans-
mission can increase vulnerability to vector-borne transmission
because the two disease classes respond differently to the spatial
redistribution of people. The relevant distinction is not simply
whether mobility is increased or decreased, but how mobility
reshapes exposure across population density, area, and vector
abundance.

The results in Fig. 2 demonstrate that these analytically de-
rived mobility principles remain effective when applied to the
full empirical commuting network rather than only to the coarse-
grained model, providing a practical route from theoretical in-
sight to implementable mobility interventions.

The central lesson is that the effectiveness of mobility inter-
ventions depends fundamentally on how human movement

interacts with the underlying transmission mechanism. Rather
than optimizing interventions for individual pathogens, mobil-
ity policies should account for the broader transmission ecology
of the city. As urban areas increasingly face the co-circulation
of multiple infectious diseases, coarse-grained mobility models
provide an interpretable framework for designing interventions
that remain robust across pathogen classes.

A more detailed theoretical analysis, derivations, and addi-
tional numerical experiments are presented in the published
version of this work [1].
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1. INTRODUCTION

Cities are vibrant hubs whose venues, from restaurants and
markets to schools and parks, act as “social anchors” that draw
diverse people together to build ties, generate innovation, and
improve well-being [1, 2]. Urban shocks, increasingly frequent
under climate change and urbanization, threaten these interac-
tions. Existing work documents aggregate responses, namely
declining visitation [3] and heightened socio-demographic seg-
regation [4], but these trends obscure striking venue-level het-
erogeneity: some places maintain or even increase both visitor
volume and demographic diversity while others collapse under
the same event. Recent work emphasizes that shock impacts
propagate across interdependent venues [5], yet we still lack a
framework that anticipates socially resilient venues from pre-
shock mobility structure and explains why certain places sustain
both visitation and social mixing. Filling this gap is essential for
crisis-response strategies that protect social cohesion, mitigate
adversarial impacts, and accelerate post-shock recovery [6].

We study social resilience, a venue’s capacity to maintain both
visitation and demographic mixing, using SafeGraph mobility
data from 15 U.S. metropolitan statistical areas (MSAs) cover-
ing more than 103 million residents, 66 venue types, and three
shocks: the COVID-19 pandemic, the 2020 Hurricane ETA, and
the 2018 California Wildfire.

2. METHODS

Visitation and NAICS metadata come from SafeGraph Patterns
and Places; demographics from the 2019 ACS 5-year estimates at
the census block group (CBG) level. We map points of interest to
66 harmonized venue sectors, aggregating 4-digit NAICS cate-
gories to their 3-digit parent when coverage is insufficient, and
split each MSA’s CBGs into five equal-population income groups.
Experienced income segregation S at a venue is the normalized
deviation of its visitor income mix from an equal-share ideal [2];
segregation change (∆S) and mobility change (∆M) are relative
differences between matched in-shock and pre-shock windows
of equal length. Inspired by revealed comparative advantage in
economic dependency [7], we build a sector network whose edge
weight Pi,j = max{P(Ri | Rj), P(Rj | Ri)} is the conditional co-
preference of CBGs (a CBG prefers sector i when its relative visit
frequency Rm,i = fm,i/ fi > 1), and compute each sector’s eigen-
vector centrality on this weighted network. Social resilience is
modeled with standardized OLS regressions that add centrality
on top of pre-shock baselines; core/peripheral comparisons use
two-sided Wilcoxon signed-rank tests on within-MSA medians,
with effect sizes r.

3. RESULTS

Divergent responses across venues. Against the general trend of
rising segregation and falling visitation, 36.28–53.01% of venues
show reduced segregation (i.e., increased mixing) and 21.04–
38.55% show increased visitation during shocks. These responses
correlate systematically with venues’ NAICS sectors: during
COVID-19, for example, only 9.9% of General Merchandise Stores
but 52.7% of Data Processing Services venues fall in the region of
severe segregation deterioration, a more than fivefold difference.
The sectoral orderings are moreover highly consistent across
cities (mean Spearman 0.87, std 0.02 for segregation; 0.69, std 0.06
for mobility), indicating a generalizable structure rather than
city-specific noise and pointing to differentiated venue roles in
the urban mobility landscape.

A mobility network and its centrality. To quantify this disparity,
we build a venue-sector network for each MSA from residents’
revealed visitation preferences (Methods). The network is clearly
core–peripheral (Fig. 1a): core sectors satisfy essential, common
needs (e.g., restaurants and grocery stores), while peripheral
sectors serve specialized or discretionary needs (e.g., informa-
tion and entertainment services). Eigenvector centrality captures
a recursive notion of importance, scoring sectors highly when
they connect to other well-connected sectors, and thus summa-
rizes each sector’s structural prominence in resident mobility
pathways.

Centrality predicts resilience. Sector centrality is strongly and
negatively associated with both segregation change and mobility
change across every city and shock (Fig. 1b–g): core venues sus-
tain population mixing and visitation far better than peripheral
ones. Crucially, this is not merely a proxy for intuitive baselines.
In stepwise OLS models (Philadelphia, COVID-19), pre-shock
segregation, pre-shock mobility, and a location-based bridge
index [8] explain little of the variance in segregation change
(R2≤0.24); adding centrality nearly doubles it to R2=0.46, with
a unit increase in centrality corresponding to a 0.0709-unit de-
crease in segregation change (p<0.001). For mobility change,
baselines reach R2<0.09 while centrality raises fit to R2=0.34.
Across MSAs and shocks, centrality lifts explanatory power by
more than 80% over the best baseline, establishing pre-shock
network position as a robust predictor of resilience.

Core vs. peripheral venues. Core (top-10 centrality) and periph-
eral (bottom-10) sectors show no significant difference in spatial
distribution (radius of gyration p=0.59; minimum enclosing ra-
dius p=0.79; entropy p=0.51), so resilience does not stem from
location but from how and when venues are used. Core venues
have shorter visit distances (median 7.36 vs. 9.26 km; r=0.89),
serve more neighborhoods (median 49 vs. 13), shorter dwell
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Fig. 1. Mobility-network centrality predicts social resilience. a, Pre-shock venue-sector mobility network for the Philadelphia
MSA; node size is total visitation, color is broad category, and the value by each sector is its eigenvector centrality. b,d,f, Sector cen-
trality vs. relative segregation change in Philadelphia (COVID-19), Riverside (2018 California Wildfire), and Miami (2020 Hurricane
ETA). c,e,g, Sector centrality vs. relative mobility change for the same cases. Lines are OLS fits; shaded regions are 95% CI.

times (26.0 vs. 65.8 min), and steadier round-the-clock demand
(higher hourly-popularity entropy, 4.17 vs. 3.70; r=0.89). These
gaps widen during shocks: travel distances rise more for periph-
eral venues (+5.80%, p=0.002) than core ones (+2.41%, p=0.131),
and both serve fewer neighborhoods while core venues still reach
the most. Together these patterns imply a dual social mechanism:
core venues sustain neighborhood-level ties through frequent,
brief, task-oriented encounters that keep visitor turnover high,
while peripheral venues support deeper, purpose-driven engage-
ment within specialized social circles.

4. DISCUSSION

Core and peripheral venues provide complementary flavors of
urban interaction. Core venues such as grocery stores and restau-
rants support the frequent “weak ties” [9] and public-life encoun-
ters that Jane Jacobs described as the “ballet” of the sidewalk [10],
sustaining neighborhood connectivity and collective well-being.
Peripheral venues, reached through longer, purpose-driven trips
often motivated by pre-existing ties [11], host deeper engage-
ment around focused interests [12]. During shocks the balance
shifts toward low-intensity core interaction, a collective adapta-
tion that can strengthen the local mutual-aid networks central to
disaster recovery [13]. Bridging urban mobility with economic
theory distinguishing staple from discretionary goods [14, 15],
we synthesize these findings into a well-and-pool analogy: in cri-
sis, citizens concentrate scarce mobility on essential core venues,
like water collecting in a deep well; when mobility is abundant,
they spread across specialized peripheral venues, like water
pooling after rain. This lens yields actionable guidance: plan-
ners should safeguard core-venue accessibility through robust,
inclusive transportation [16], while directing targeted support to
peripheral venues to restore specialized community afterward.
Limitations include U.S.-only coverage, CBG-level income prox-
ies, and phone-based mobility that can differentially sample
groups [17]. Overall, pre-shock mobility structure offers a robust,
broadly applicable lens for anticipating and managing urban
social resilience.
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Mobile phone records have transformed the study of human
mobility by providing continuous observations of population
movement at unprecedented temporal and spatial scales [1].
They have become a standard data source for transportation
planning, epidemic forecasting, disaster response, migration
analysis, and urban science [2, 3]. Most analyses implicitly as-
sume that, after correcting for operator market share or demo-
graphic representativeness [4], the observed trajectories consti-
tute an unbiased sample of the underlying mobility process. This
assumption overlooks a fundamental property of the sensing
infrastructure itself: mobile phone data in the form of XDR and
CDR are not direct observations of human locations but measure-
ments produced by a heterogeneous communication network
whose spatial resolution varies dramatically across space. In
effect, cellular infrastructure is not merely the source of the data,
it is part of the measurement instrument.

The consequences of this observation have received surpris-
ingly little quantitative attention [5]. Cellular networks are en-
gineered to maximize communication performance rather than
spatial sampling uniformity. Towers are concentrated where
demand is highest, resulting in dense deployments in urban cen-
ters and sparse coverage in suburban and rural regions. Because
users are localized relative to serving antennas, the probability
that a movement is observed depends on the network’s local
geometry. Short trips that cross several urban sectors may be
readily detected, whereas movements of comparable length in
rural environments remain completely invisible because they oc-
cur within the coverage area of a single tower. Consequently, the
observation process itself is spatially heterogeneous, introducing
systematic rather than random errors into mobility measure-
ments. These errors propagate directly into origin–destination
matrices, displacement distributions, population estimates, and
every downstream model that relies upon them [6].

In this work, we focus on a largely unexplored question: How
much of the urban–rural differences observed in mobile phone
mobility data reflect genuine human behavior, and how much
are artifacts of heterogeneous sensing resolution?

To answer this question, we develop an infrastructure-aware
framework that explicitly models the measurement process in-
duced by the cellular network before estimating mobility. Rather
than treating each tower as an isotropic Voronoi cell, we recon-
struct directional antenna sectors using tower azimuth, antenna
height, and sectorization information to obtain a realistic approx-
imation of network coverage [7]. From this representation, we
derive a local detection model that quantifies the probability
that trips of different lengths are observable given the effective
spatial resolution surrounding each site. Fine-resolution popu-
lation counts from the national census are subsequently redis-
tributed onto a regular H3 grid using dasymetric interpolation
informed by sector coverage and road network density, thereby
providing spatially explicit estimates of population exposure. Fi-
nally, heterogeneous observation probabilities are incorporated
into origin-destination estimation through inverse probability

weighting (IPW), while a Fay-Herriot (FH) small-area estimator
stabilizes corrected flows in regions where observations remain
sparse. The individual components of the framework are es-
tablished techniques [4, 6, 8–11]), but their integration around
an explicit model of the observation process provides a unified
methodology for quantifying infrastructure-induced measure-
ment bias.

We evaluate the framework using one of the largest mobil-
ity datasets assembled for Chile, comprising a catalog of 22,836
antenna sectors associated with 2,600 base transceiver stations,
detailed 2024 census cartography covering more than 66,000
census blocks [12], and approximately 931 million XDR-derived
trips collected over a 6.5-week observation period in the Región
Metropolitana of Santiago. The study area encompasses one of
the most densely instrumented metropolitan regions in South
America while simultaneously containing extensive rural munic-
ipalities, making it an ideal environment for investigating how
infrastructure heterogeneity affects mobility inference.

Our results demonstrate that the observation process varies
by orders of magnitude across the same metropolitan area. Mod-
eling directional antenna sectors improves the network’s effec-
tive spatial resolution from a median of 894 m under conven-
tional tower-point Voronoi tessellations to 299 m, representing
a threefold increase in localization precision (Figure 1). More
importantly, the inferred detection threshold is highly heteroge-
neous: the distance required for a trip to have a 50% probability
of being observed ranges from approximately 16 m in the urban
core to over 2.5 km at the most isolated rural sites. These findings
indicate that identical human movements have fundamentally
different probabilities of appearing in the dataset depending
only on the surrounding infrastructure.
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Table 1. Three-way comparison for selected comunas

Comuna Raw trips IPW trips FH trips γ

Santiago (urban) 73.9M 71.8M 71.4M 0.71

Maipú (suburban) 31.4M 27.9M 27.4M 0.58

Pirque (rural) 6.1M 9.3M 9.5M 0.28

The impact of this heterogeneity is substantial. Approxi-
mately 40% of all matched cell transitions occur within the same
physical tower site. While many correspond to technology hand-
offs, nearly 100 million transitions represent genuine movements
between directional sectors, recovering short-distance displace-
ments with a median estimated length of 429 m that are com-
pletely absent from conventional tower-level analyses.

The three-way comparison in Table 1 illustrates the correc-
tion pipeline at work. For Santiago (urban), the IPW and Fay–
Herriot estimates are close to the raw counts, because detection
is near-complete and the data are reliable. For Pirque (rural),
the IPW correction uplifts flows by 51%, and the Fay–Herriot
model slightly reinforces this adjustment (+2%), reflecting the
low shrinkage weight (γ = 0.28) that balances the noisy direct
estimate against the structural model.

In general, after correcting for heterogeneous observation
probabilities, mobility originating from rural municipalities in-
creases by 50–73%, whereas flows from densely instrumented
urban areas are moderately down-weighted (Figure 2). These
corrections demonstrate that part of the apparent dominance of
urban mobility observed in raw mobile phone data is attributable
not to human behavior itself but to unequal sensing capabilities
across the communication network.

Beyond the specific corrections proposed here, we believe
the broader implication is conceptual. Mobile phone datasets
should be viewed as observations generated by an imperfect
spatial sensor whose characteristics vary across the landscape.
Just as remote sensing studies account for sensor resolution and
uncertainty before interpreting satellite imagery, mobility studies
should explicitly model the spatial observation process induced
by telecommunications infrastructure. Ignoring this process
risks confounding infrastructure density with human mobility
itself, particularly when comparing urban and rural regions
or evaluating spatial inequalities. Treating network geometry
as an explicit component of the measurement model therefore
provides a principled foundation for improving the robustness
and comparability of mobility analyses across different countries,
operators, and deployment environments. Because the proposed
framework requires only a tower catalog, a population layer, and
standard mobile phone records, it is readily transferable to other
settings and enables the establishment of infrastructure-aware
corrections as a standard preprocessing step in mobile phone
mobility analysis.
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1. INTRODUCTION

Japan has one of the world’s lowest fertility rates. The total
fertility rate hit a record low of 1.15 nationwide and 0.96 in Tokyo
in 2024 [1]. Childcare support has centered on expanding nursery
facilities. Their number grew 63% from 2013 to 2022, and waiting
lists reached zero in ∼80% of municipalities by 2020, so the
marginal effect of further provision is now limited [2]. The next
target must thus lie beyond nursery provision, in the childrearing
burden on parents. In high-income countries, however, the effect
of this burden on fertility has grown more complex, depending
not on its monetary or time cost alone but on when and in what
form it falls [3].

Yet it remains unclear in which everyday behaviors and child-
care stages that burden appears. Time-diary studies document
how this burden shifts with a child’s developmental stage but
rely on self-reports and cannot observe where it unfolds [4].
Large-scale GPS data can fill this gap but carry no household
information, requiring a method to identify parents. Our prior
work [5] provides this foundation, identifying parents from drop-
off/pick-up behavior at early-childhood facilities and showing
that they stay closer to home than non-parents. We extend it to
nine prefectures over four years and ask how parents’ activity
space changes across the childcare stages before, during, and
after enrollment. This is a first step toward identifying the stages
at which childrearing households most need support.

2. DATA AND METHOD

We use large-scale GPS location data collected with user con-
sent and provided by Blogwatcher Inc. [6], covering nine pre-
fectures in Japan over approximately four years (January 2019–
January 2023), with a base population of more than 30 million
users. Points-of-interest (POI) are taken from Zenrin’s “Telepoint”
database, and geospatial data from the Geospatial Information
Authority of Japan. Following our prior work [5], we identify
parents by drawing a 30 m-radius polygon around each early-
childhood facility and treating as a parent any individual with at
least 10 location pings inside it on at least 5 distinct days during
drop-off/pick-up hours (07–10 and 15–19). Per fiscal year, we
retain the 40% of facilities with the fewest unique IDs, since a
high count indicates that many non-parents also stay there. We
also drop individuals appearing in two or more polygons, and
those with any nighttime ping (23–04) inside a polygon, who
are likely nearby residents or facility staff. Since enrollment and
graduation fall on Japanese fiscal year (FY) boundaries, identi-
fication is performed per FY, yielding 83,869 parents (154,833
person-years). Each parent-year falls into one of three childcare
stages around enrollment: in for a year containing drop-off/pick-
up (the child is enrolled), and pre or post for years before the first
or after the last in year. We analyze FY2020 (Apr. 2020–Mar. 2021)
and FY2021 (Apr. 2021–Mar. 2022), in which all three stages co-
occur, comprising 43,555 person-years after matching in FY2020
(pre 10,790 / in 21,588 / post 11,177) and 40,168 in FY2021 (pre
6,063 / in 22,375 / post 11,730).

As controls we take non-parents aged 20–49 with no facility
stays, matched one-to-one to parents on home municipality, gen-
der, age band, and within-year stay count; this single matched
group serves as the baseline in all figures below. Matching on
stay count ensures the differences below are not an artifact of
parents having more GPS records. We characterize mobility by
two indices. The radius of gyration (rg) [7] captures the extent
of a person’s activity space. Location capacity (C) is the number
of places within a trailing 30-day window that a person visits at
least twice and for at least ten minutes per week. Both indices
are computed daily over a 30-day sliding window in 1-day steps
and aggregated to one median per person-year. We compare
groups with the Mann–Whitney test, reporting Cliff’s δ for the
parent−non-parent difference. Cliff’s δ is the difference between
the probabilities that a random parent exceeds a random non-
parent and vice versa, ranging from −1 to +1.

3. RESULTS

First, we compare the within-year time series of activity range be-
tween parents and non-parents at each stage (Fig. 1). The parent
curves for all three stages lie consistently below the non-parent
baseline in both years. Time variation such as seasonality and
the contraction during the first COVID-19 wave is synchronized
between groups, indicating that both groups respond to the same
external shocks. This confirms the prior finding [5] that parents
have a narrower activity space.

Fig. 1. Within-year time series of the median rg for parents at
each childcare stage and for the matched non-parent baseline.
Each curve is a 7-day moving average; shaded bands are 95%
confidence intervals from a person-level cluster bootstrap.

Broken down by prefecture (Fig. 2), this δ deepens with the
childcare stage in most prefectures, but the effect is not uniform,
being significant only in the most populous ones. Whether the
deeper narrowing in large cities reflects tighter constraints or
simply a denser neighborhood where daily needs are met nearby
cannot be told from the group difference alone.

49



Abstract 2

Fig. 2. Forest plot of the parent − non-parent difference in
rg, measured by Cliff’s δ, for each prefecture and childcare
stage, with prefectures ordered by population. Negative val-
ues indicate that parents have a smaller rg. Error bars are
bootstrap 95% confidence intervals, a point being significant
when its interval excludes zero, and the shaded band marks
the negligible-effect range (|δ| < 0.147).

In contrast, C moves in the opposite direction to rg. Whereas
the parent−non-parent gap in rg widens as the childcare stage
advances, the gap in C is largest in pre, where parents visit more
places than non-parents, and then returns toward the non-parent
level through in and post (Fig. 3). Decomposed by prefecture
(Fig. 4), the positive gap is directionally consistent in the pre
and in stages, but it weakens in post and is small (median δ =
+0.056 across stages and prefectures), far less robust than the rg
narrowing. A coherent reading is that in pre, when children are
very young, parents must visit a growing set of places, raising C.
As children grow, the number of regularly visited places returns
to the non-parent level, yet the activity space remains narrow.

Fig. 3. C over the same window and groups as Fig. 1.

4. DISCUSSION

Across nine prefectures and four years, parents’ activity space
(rg) is robustly narrower than non-parents’, and the gap persists
after equalizing residence, attributes, and record volume. As the
childcare stage advances, this narrowing deepens, most strongly
in the largest cities. The number of places parents visit moves
the other way, with the surplus in pre fading to the non-parent
level by post. Taken together, what sets parents apart is not how
many places they visit but how widely those places spread.

These findings carry several caveats. The cross-sectional de-
sign captures a stationary difference attached to parenthood, not
the net effect of enrollment and graduation. Stages are compared

Fig. 4. Prefecture-level Cliff’s δ for C, as in Fig. 2.

between groups within each year, not by following individuals
through transitions, so contrasts may partly reflect composi-
tion. Because the non-parent baseline is pooled in coarse age
bands, part of the later narrowing may reflect parental aging.
Parent identification is not externally validated, and the repre-
sentativeness of the underlying user base relative to the general
population remains unquantified. Both years also overlap the
COVID-19 pandemic, so a disproportionate parental shift to
remote work could inflate the narrowing.

Even so, the picture is clear. The constraints on parents’ mo-
bility are not uniform but sharpen as childcare advances. As
nursery-centered support reaches its ceiling, the next target of
intervention requires identifying at which stage these constraints
bind most tightly, whether a narrow range is a burden or a con-
venience, and how the childrearing burden divides between
fathers and mothers. Pursuing these questions can turn a de-
scriptive narrowing into concrete guidance on where and when
households need support.
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1. INTRODUCTION

Individual mobility is famously regular: people return to a few
places on a stable rhythm, and the laws describing that regu-
larity hold across populations and technologies [1]. Regularity
alone cannot say what the mobility is anchored to. When some-
one travels the same distances every week for a year, the dis-
tance could belong to the person or to the place, and the record
on its own will not tell us which. A residential move pulls them
apart. It swaps the environment while holding the person fixed,
the design economics uses to read the effect of place off those
who change it [2]. We turn that design on behaviour, asking
which mobility signatures a move leaves unchanged, which it
disturbs and then restores, and which it resets to a durably new
level: invariant, elastic and plastic. The answer bears on experi-
enced segregation, where daily movement rather than residence
decides whether people who live apart also spend their days
apart [3].

2. DATA AND METHODS

We use GPS traces from a commercial panel covering Austria,
filtered to a horizontal accuracy of 100 m, and detect home and
workplace with HoWDe, which infers each from where a device
rests by night and by day. A device is a mover when its detected
home shifts between two stable locations, and the changepoint
dates the move. Extending detection across the full trace yields
87,035 movers, more than half again the cohort available in a
single year, each matched to a non-mover on trace volume and
active days so that seasonality and secular drift are differenced
out rather than attributed to the move. We split movers by the
city they leave or enter, taking Vienna as the first case of a defini-
tion we carry to other cities: into city (12,165), out of city (13,396)
and within city (23,117). To read exposure we follow the places a
person visits rather than the one they sleep in, attaching to each
visited place the income mix of its visitors and to each home its
own income band; a mover crosses a boundary when that band
changes.

3. WHAT A MOVE CHANGES

Range is plastic, and its direction is set by the destination
(Fig. 2A). Movers into a city arrive from a wide rural or subur-
ban orbit and contract onto a compact one, 6.9 to 3.1 km; movers
out expand nearly threefold, 2.8 to 7.7 km; within-city movers
hold at 2.6 km. The same environment change expands some
orbits and compresses others; moving predicts neither, and the
destination decides which. Radius of gyration captures this
because it is a distance, whereas counts of distinct places fall
mechanically when an orbit compresses below the grid, so we
do not rely on them. Rhythm stays nearer invariant. Explo-
ration dips for every cohort in the fortnight around the move,
when behaviour and sampling are both disturbed, then recov-
ers within weeks and settles slightly above baseline for movers
who change environment (Fig. 2B). Income homophily is elastic,
disturbed around the move and largely restored, falling most
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Fig. 1. Crossing an income boundary shifts exposure from
the old-home band to the new. For movers whose new home
changes income band, the median share of visited places in the
old-home band (teal) and the new-home band (red), against
days from the move; the shaded fortnight is the move window.
Exposure crosses over within weeks and does not return.

and recovering least for those who leave a city for an unfamiliar
social mix (Fig. 2C). Matched controls hold flat throughout, so
the reorganisation belongs to the move and not to the calendar.

Exposure changes most, and the change is durable. For
movers who cross an income boundary, the share of visited
places in the old-home band falls from 0.30 to 0.18 as the new-
home band rises from 0.17 to 0.28, a crossover completed within
weeks of the move and sustained thereafter (Fig. 1). Crossing
an income boundary changes the mix of people among whom a
mover spends their days, and it endures. Two cautions bound
these claims. Movers run elevated on several dimensions be-
fore they move, so we cannot yet separate people who move
because they are mobile from people made mobile by moving;
the within-city cohort, which returns to baseline, is the internal
control that lets us treat that selection as a signal rather than a
confound. And ninety days is a short horizon on which to call
anything durable.

4. A MODEL OF THE MOVE

To read the move as a mechanism, we give each mover an agent
whose movement obeys the laws of mobility, a preference to
return balanced against a rate of exploration with the draw of
each destination scaled by its opportunities [4], fit to the per-
son’s own trace from before the move. Calibrated this way, the
agents match the observed spread of how people move (Fig. 3).
Swapping only the home and work anchors and re-running
the agent reproduces the observed signatures: the expansion of
movers who leave a city and the stability of those who stay fol-
low from the anchor swap alone, the person held fixed. Arrivals
are the exception: they contract faster than an anchor swap can
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Fig. 2. A move reorganises mobility, and the destination sets the direction. Cohort medians against days from the move, averaged
over a centred week; each cohort is indexed to its own level three months before the move (1×, dashed), so panels read as change
relative to before; the shaded fortnight is the move window, where sampling also thins; matched controls are the secular baseline. A,
Range is plastic and directional: movers into a city more than halve their orbit (6.9 to 3.1 km) while movers out nearly triple it (2.8 to
7.7 km), and within-city movers hold near 2.6 km. B, Exploration is elastic: it dips for everyone around the move and recovers, end-
ing highest for those who change environment. C, Income homophily is disturbed and largely restored, dropping most for movers
out of a city into an unfamiliar social mix. Visit entropy and raw place counts are omitted: over a fixed spatial grid they fall mechan-
ically as an orbit compresses, a resolution artefact rather than behaviour.

produce, and the agent reproduces them only once the prior ac-
tivity space is cut. A move into a city severs the old orbit; it does
not simply re-anchor onto a new one.

The model also fixes the pace. It settles movers who leave
a city into their wider orbit within days, and brings arrivals
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Fig. 3. The agents move like the people. Distributions of
four mobility measures for 47,000 residents (dark) and 4,000
simulated agents (red), each agent drawn from the measured
spread of traits and seen through the same sparse sampling be-
fore it is measured. Range, places kept and the spread of time
across places line up; novelty runs a shade high. This is the
generative model whose home and work anchors we swap to
simulate a move.

onto their compact one only over about a month, the slower
relaxation of a routine rebuilt around new anchors. Because the
agent is calibrated to each person and driven by mechanism, it
runs forward under conditions that never occurred: a rezoning
or a new development enters through the anchors, and the ex-
posure it would produce is read off the simulation before it is
built.

5. DISCUSSION

Mobility reorganises around a move: rhythm tracks the person,
range and exposure track the place, and the destination decides
how. Exposure is the dimension a move rewrites most, and the
mover’s design turns it from a description into a quantity an
intervention can be tested against, so experienced segregation
acquires a policy variable that can be measured in advance. Vi-
enna is the first city carried through; the cohort definition and
the agent transfer unchanged to any city with the same traces.
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1. INTRODUCTION

Human mobility links places into complex webs of economic
interdependence, yet whether these dependencies arise from uni-
versal behavioral processes or locally specific activity patterns
remains poorly understood. Human mobility itself is known to
exhibit robust regularities across individuals, populations, and
spatial contexts [1, 2]. Recent work introduced behavior-based
dependency networks, showing that mobility creates invisible,
often long-distance economic linkages between places that can-
not be explained by geographic proximity alone [3]. However,
whether these higher-order dependency structures inherit the
universality of human mobility, or instead remain fundamentally
local, remains unknown. This gap is also practical: because de-
pendency networks require large-scale mobility data to observe,
it remains unclear whether they can be inferred for cities and
time periods where such data are unavailable. Resolving this
question is essential for understanding the fundamental organi-
zation of urban dependency systems and their generalizability
across metropolitan areas.

We address this question through cross-MSA transferability.
If dependency networks are fundamentally local, models trained
in one metropolitan area should fail when applied elsewhere.
Conversely, successful transfer would indicate that urban depen-
dency networks share common behavioral mechanisms across
Metropolitan Statistical Areas (MSAs), while systematic varia-
tion in transferability would reveal how these mechanisms are
modulated by metropolitan context. Using a nationwide de-
pendency network and graph neural models trained separately
within metropolitan areas, we find that dependency networks
are substantially transferable across MSAs. Transferability is
structured rather than uniform: metropolitan areas organize
into behavioral regimes within which predictive performance is
strongest. At the same time, substantial transferability persists
across regimes, suggesting that urban dependency networks
reflect shared behavioral mechanisms shaped by regional and
socioeconomic variation.

2. DATA AND FRAMEWORK

We construct a nationwide behavior-based dependency network
for the continental United States using one year of anonymized
Cuebiq mobility data from 2021. The network contains 1.46
million building-level nodes aggregated from 5.28 million Safe-
Graph POIs, connected by 7.59 million inferred dependency rela-
tionships based on sequential visitation patterns [3]. Each node
is enriched with POI attributes and neighborhood socioeconomic
features from the American Community Survey (ACS). We then
partition the nationwide network into Metropolitan Statistical
Area (MSA) subnetworks using U.S. Census Bureau boundaries,

Fig. 1. Behavior-based dependency networks within
Metropolitan Statistical Areas (MSAs). Edges denote inferred
dependencies based on sequential human mobility patterns.

retaining 6.55 million within-MSA dependency edges for anal-
ysis. Figure 1 presents the resulting MSA-level dependency
networks.

To quantify cross-MSA transferability, we train a single-layer
GraphSAGE model on each source MSA to predict residual
log(1 + nij) over a gravity baseline, where nij denotes the ob-
served number of sequential visits between places i and j. We
then apply each source-MSA model to every target MSA and
measure transferability as the Pearson correlation between pre-
dicted and observed log(1+ nij) on the target test set. Repeating
this procedure produces a directed cross-MSA transferability
matrix, where each entry rij measures how well a model trained
on MSA i generalizes to MSA j.

We analyze the resulting transferability matrix from two com-
plementary perspectives. First, we symmetrize transferability
as (rij + rji)/2 and apply hierarchical clustering, with k = 8
selected by the largest relative merge-height gap. Second, we
use pairwise regression to explain variation in directed transfer-
ability rij as a function of differences in MSA size, socioeconomic
composition, functional land-use structure, geographic separa-
tion, and network characteristics. Together, these analyses allow
us to distinguish locally specific urban conditions from broadly
shared behavioral regularities.

3. RESULTS

Transferability is structured rather than random. Figure 2 shows
the cross-MSA transferability matrix after hierarchical reorder-
ing. Each entry is the Pearson correlation obtained by training
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Fig. 2. Directed cross-MSA transferability matrix reordered
by hierarchical clustering of the symmetrized matrix. Rows
denote training MSAs and columns denote testing MSAs, and
darker colors indicate higher Pearson correlation. Black lines
indicate inferred clusters.

in one MSA and evaluating in another. We exclude 30 MSAs
with in-domain rii < 0.5, where models fail to reliably recover
dependency patterns even within their source MSA, leaving a
346 × 346 transferability matrix. Among the retained source
models, cross-MSA transferability is substantial: even the low-
est mean out-of-domain Pearson correlation exceeds 0.4. The
matrix also exhibits a clear but non-uniform block structure, sug-
gesting that dependency networks are neither purely local nor
fully homogeneous. Instead, metropolitan areas share transfer-
able dependency-formation mechanisms organized into partially
distinct behavioral regimes.

Behavioral regimes emerge across metropolitan areas. Figure 3
maps the inferred transferability clusters onto the U.S. metropoli-
tan system. The regimes are geographically structured but
not geographically determined. C2 includes large established
metropolitan economies such as New York, Chicago, San Fran-
cisco, and Miami. C6 is dominated by smaller college-town and
university-oriented MSAs, while C8 captures older industrial or
post-industrial metropolitan economies such as Detroit. Nearby
MSAs often share transferability patterns, but distant MSAs with
similar urban roles can also belong to the same cluster. This sug-
gests that dependency formation reflects a common behavioral
backbone modulated by metropolitan scale, functional special-
ization, and regional context.

What explains cross-MSA transferability? A baseline model us-
ing structural features explains 23.1% of the variation in rij (Ta-
ble 1). Adding ACS-based socioeconomic features substantially
increases adjusted R2 to 0.437, corresponding to a gain of 20.6
percentage points. In contrast, POI composition and urban-form
features add only modest explanatory power, increasing ad-
justed R2 by 0.4 and 0.3 percentage points, respectively. This
pattern suggests that transferability depends less on the detailed
functional mix of places than on broader metropolitan context:
models transfer best between MSAs with similar size, spatial
proximity, and socioeconomic profiles.

Fig. 3. Spatial distribution of cross-MSA transferability clusters
across the United States. Colors indicate clusters inferred from
the transferability matrix. Hatched gray areas denote MSAs
excluded due to unstable in-domain model performance.

Table 1. Model comparison for explaining directed cross-MSA
transferability.

Model Added predictors Adj. R2 Gain

M1 Structural features 0.231 –

M2 + ACS socioeconomic features 0.437 +0.206

M3 + POI composition features 0.440 +0.004

M4 + urban-form features 0.443 +0.003

4. DISCUSSION

These results suggest that the transferability of urban depen-
dency networks is rooted in shared behavioral mechanisms
underlying activity sequences. The strong role of ACS-based
similarity is consistent with evidence that urban mobility re-
flects socioeconomic exposure beyond residential context [4].
ACS characteristics may therefore capture the populations, con-
straints, and activity needs that shape sequential connections be-
tween places. Rather than reflecting a universal network pattern,
the shared organization of dependency networks emerges from
a recurring logic by which similar populations connect places
through similar visit sequences. This helps explain why models
transfer across MSAs while still producing regimes shaped by
local socioeconomic context and network organization.

REFERENCES

1. M. C. Gonzalez, C. A. Hidalgo, and A.-L. Barabasi, “Understanding
individual human mobility patterns,” nature 453, 779 (2008).

2. O. Cabanas-Tirapu, L. Danús, E. Moro, et al., “Human mobility is well
described by closed-form gravity-like models learned automatically
from data,” Nat. Commun. 16, 1336 (2025).

3. T. Yabe, B. García Bulle Bueno, M. R. Frank, et al., “Behaviour-based
dependency networks between places shape urban economic re-
silience,” Nat. human behaviour 9, 496 (2025).

4. E. Moro, D. Calacci, X. Dong, and A. Pentland, “Mobility patterns are
associated with experienced income segregation in large us cities,” Nat.
communications 12, 4633 (2021).

54



Abstract 1

Do tsunami evacuation drills reproduce real evacuation
response? Evidence from paired events in coastal Chile
KYRIAKI KALIMERI1,2 AND LEO FERRES1,3

1ISI Foundation, Turin, Italy
2UNICEF, NYC, USA
3Faculty of Engineering, Universidad del Desarrollo, Chile
*kkalimeri@gmail.com

1. INTRODUCTION

Evacuation drills are widely used to assess tsunami prepared-
ness, but their effectiveness is typically evaluated using atten-
dance, self-reports, or other process measures rather than by
comparing them with real evacuations [1–3]. Because real events
are rare and difficult to observe at scale, it remains unclear how
well drills reproduce actual behavior [4, 5].

We address this gap using aggregate mobile network data
(XDRs) from the Valparaíso coastal region of Chile (Valparaíso,
Viña del Mar, and Concón), comparing a real tsunami alert (30–
31 July 2025) with a full-scale announced drill (2 October 2025)
using the same analysis pipeline. We ask two questions: (RQ1)
How closely does an announced drill reproduce real evacuation
behavior? (RQ2) How unequal is access to safety, and does
evacuation burden influence response?

Our study contributes a rare paired comparison of the same
population observed during both a real emergency and a drill,
extending recent work using mobile phone data to study evacu-
ations across hazards [6–8]. Rather than measuring evacuation
directly, we quantify changes in hazard-zone exposure and ver-
ify that these changes reflect population movement rather than
network artefacts. Because the drill was pre-announced and the
real evacuation followed several hours of prior official warning,
our results should be interpreted as a comparison between these
two operational scenarios rather than as a controlled experiment.

2. DATA AND METHODS

We analyse anonymized, aggregated mobile network data
(XDRs) reporting the number of devices connected to each cell
every 15 minutes, together with time-of-day matched baseline
counts from reference days. We compare a real tsunami alert
and a full-scale announced drill in the Valparaíso coastal region
using the same analysis pipeline. The government-issued evacu-
ation alert (SAE) defines T0 for each event, and all comparisons
are made at the same elapsed time after T0. Attendance correc-
tions are estimated separately for each commune using pre-alert
periods only.

To ensure that the observed changes reflect population move-
ment rather than network artefacts, we performed a series of
robustness checks, including placebo tests on non-event days,
bootstrap confidence bands, analyses restricted to common cells,
sensitivity to attendance corrections, conservation of total device
counts, and a detectability analysis to estimate movement that
may remain invisible when trips occur within the coverage area
of the same cell tower.

To quantify evacuation accessibility, we define structural bur-
den as the terrain-adjusted walking distance from each census
block to its nearest assembly point, computed on the pedestrian
network using a 30-m digital elevation model. We then test
whether structural burden influences evacuation by modelling
attendance-corrected residual presence during the first 1–3 hours

after the alert as a function of event type, structural burden, their
interaction, and demographic controls, with commune fixed
effects and Conley spatial-HAC standard errors.

3. RESULTS

A. Strong real-event evacuation; limited drill response

During the real event, hazard-zone presence dropped to 41% of
its baseline within one hour of the alert and stabilized at 37–38%
(Fig. 1). At the same time, the adjacent safe ring increased to
105–116%, consistent with movement from the coast towards
safer inland areas. In contrast, the drill reduced hazard-zone
presence by at most 20% and had almost returned to baseline
(93%) by T0+2h, well before the official all-clear.

Using comparable time windows, the real event produced a
threefold larger peak reduction in exposure (63% vs. 20%) and a
twelvefold larger reduction three hours after the alert (63% vs.
5%). The radius of gyration showed the same pattern, increasing
by 4–7% during the real event but remaining within 1% during
the drill.

Could the weak drill response simply reflect movement that
is invisible at tower resolution? Our detectability analysis sug-
gests not. Even under generous assumptions, at most 40% of
exposure-reducing drill movement (46% with a threefold larger
coverage radius) could have gone undetected, well below the
63% reduction observed during the real event. This result is also
robust to attendance-correction sensitivity analyses (53–69%).

B. A staged response to warning escalation

The eight-hour interval between the alert state and the evacua-
tion alarm reveals a two-stage behavioral response. Before dawn,
presence in the hazard zone remained close to baseline (±2–4%).
During the morning commute, however, it fell by about 13%,
indicating that people were avoiding travel into the coastal area.
By 11:45, presence was 31% below baseline and the adjacent safe
ring had increased to 1.19, reflecting active departures. After
the evacuation alarm, the reduction almost doubled within one
hour, from 31% to 59%. Overall, the alert state accounted for
roughly one third of the total exposure reduction, whereas the
alarm triggered most of the evacuation.

C. Limits of drill-based forecasting

A forecast calibrated on the drill would have substantially un-
derestimated the real evacuation. At the same time after the
alarm, it would have underestimated exposure reduction by 58
percentage points (calibration ratio 0.08), by 43 points at the
drill’s peak (0.32), and by 23 points even under the most gen-
erous detectability assumptions (0.64). Equivalently, it would
have greatly overestimated the number of people remaining in
the hazard zone (Fig. 2). These results suggest that drill-based
calibration alone is insufficient for operational planning.
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Fig. 1. Real alert vs. drill, hours since T0. (a) Danger-to-safe redistribution over the first six hours: attendance-corrected residuals
for the inundation zone (solid) and adjacent safe ring (dashed). (b) The danger-zone residual over each event’s full official window
(drill 4 h; real event 18.75 h) with 95% cell-bootstrap bands.

Fig. 2. The cost of drill-based calibration. (a) Exposure re-
duction for drill (prediction) and real event (observed) over
the matched window; the shaded area is the planner’s error.
(b) Three readings of the drill against the observed 63%: under-
prediction of 58, 43, and 23 percentage points.

D. Unequal accessibility does not explain evacuation response

Accessibility to assembly points is highly uneven. Overall, 52%
of hazard-zone residents are more than 1 km from the nearest
assembly point, and 40% are more than a 15-minute walk away
(assuming 1.2 m s−1). Terrain further increases travel effort, al-
though only moderately (Deq/Droad median 1.13; 90th percentile
1.24).

Despite these differences, we find no evidence that acces-
sibility affected evacuation behavior. The real event reduced
residual presence by 0.59 compared with the drill (Conley SE
0.09, t = −6.6), whereas both the main effect of Deq and its in-
teraction with event were small and not statistically significant
(95% CI [−0.08, 0.19] per km). Thus, while accessibility maps re-
main valuable for identifying where vulnerable populations are
located, they do not predict differences in evacuation response
over the 0.3–3 km range observed here.

4. DISCUSSION

Using the same population and analysis pipeline, we show that a
real evacuation produced an order-of-magnitude larger response
than a pre-announced drill. This is consistent with the Protective
Action Decision Model [9], which predicts that protective behav-
ior depends on perceived threat. A drill without environmental
cues cannot fully reproduce real evacuation behavior.

Our findings have three implications. First, warning systems
reduce exposure not only by triggering departures, but also
by preventing people from entering hazardous areas before an
evacuation order is issued. Second, mobile network data provide
a scalable way to measure drill participation and compare drills
with real events. Third, behavioral models calibrated solely on
announced drills are likely to substantially underestimate real
evacuation response and should instead be validated against
observations from real emergencies whenever possible.

This study has limitations. The analysis relies on two-day
baselines, cannot fully separate transit from stationary users,
and is based on a single drill–event pair. However, the avail-
ability of recurring national evacuation drills provides a natural
opportunity to replicate this analysis across different locations
and hazards.
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1. INTRODUCTION

Digital traces from location-based platforms provide scalable ob-
servations of urban activity across neighborhoods and cities [1, 2].
However, large-scale gender-disaggregated mobility studies re-
main limited, partly because demographic information and com-
parable datasets are rarely available. Mobile-phone research has
shown that women may visit fewer locations and concentrate
their activity more strongly among them [3]. Recently, analyses
of smartphone trajectories found women’s mobility networks to
be more clustered and home-anchored [4]. Studies using location-
based social media have also identified gender differences, but
have focused mainly on check-in distributions, temporal activity,
and venue preferences [5, 6]. Consequently, less is known about
whether gender-labeled groups produce different aggregate net-
works connecting urban areas, or whether they share the same
strongest inter-area connections across cities.

We compare ZIP-code co-visitation networks generated by in-
ferred male- and female-labeled Google Places reviewers across
seven U.S. cities. Unlike continuous phone or GPS trajectories,
reviews provide a consumption-oriented view of urban activ-
ity: two ZIP codes are connected when users review venues in
both. Beyond individual-level mobility indicators, we examine
how each group collectively connects urban areas, whether the
resulting networks differ in global connectivity and local cluster-
ing, and whether the groups share the same strongest inter-area
connections across cities.

Our contribution is a cross-city comparison of gender-labeled,
aggregate urban co-visitation networks derived from venue-
review activity. We find that male-labeled networks (MLN) are
consistently more globally connected, whereas female-labeled
networks (FLN) tend to be more locally clustered. We further
show that the overlap and rank-sensitive agreement between
the groups’ strongest connections vary substantially across
cities. Robustness checks evaluate whether these patterns re-
main stable under balanced group sizes and alternative network-
construction choices. Although the findings capture only a sub-
set of users’ venue activity and gender inference may vary across
cultural and linguistic groups, they nevertheless provide valu-
able insights into gendered mobility patterns.

2. DATASET

We use the Google Places Reviews dataset1, whose observations
are concentrated between 2015 and 2021. We retain reviewer
identifiers, first names (used only to infer gender labels), venue
identifiers, and venue coordinates. These fields associate users
with reviewed venues and assign venues to ZIP codes. Table 1
summarizes the data. Male-labeled users outnumber female-
labeled users in every city, motivating the imbalance checks in
Section 3-C.

1“Uctopic: Unsupervised contrastive learning for phrase representations and
topic mining,” J. Li, J. Shang, and J. McAuley, Proc. ACL, 2022.

Table 1. Dataset statistics. Values are reported as male/female.

City Users Reviews ZIPs

New York 4,648 / 2,660 409,104 / 212,616 213 / 213

Los Angeles 14,286 / 9,460 1,271,527 / 741,902 551 / 550

Chicago 7,404 / 4,833 633,592 / 373,108 300 / 299

Houston 6,106 / 4,760 515,901 / 349,193 208 / 207

Phoenix 7,100 / 5,193 578,695 / 375,808 194 / 193

Atlanta 2,533 / 1,888 187,592 / 126,024 130 / 129

Miami 6,795 / 4,546 542,532 / 312,574 218 / 216

3. METHODOLOGY

A. Gender-Label Inference
Because Google Places does not provide self-reported gender,
we infer binary gender labels from reviewers’ first names with
the R gender package2 through rpy2. It returns a predicted label
and an associated confidence score. We retain only predictions
with at least 95% confidence and use these male- and female-
labeled groups solely for aggregate group-level comparisons.
These labels are proxies and may not reflect users’ self-identified
gender or perform equally across cultural and linguistic groups.

B. Network Modeling and Evaluation
For each city c and inferred gender group g, we construct a
weighted, undirected ZIP-code co-visitation network Gc,g =
(Vc,g, Ec,g, Wc,g). Nodes represent ZIP codes, and an edge (i, j)
connects two ZIP codes when a user from group g reviews
venues in both. The weight wij is the number of shared users.
Self-loops are removed, and we retain edges with wij ≥ 100.

We report density, average degree, weighted local cluster-
ing, unweighted average shortest-path length on the largest
connected component, and weighted degree assortativity. We
rank edges by weight and compare groups using overlap@k and
Rank-Biased Overlap (RBO) for k ∈ {20, 50, 100}. Overlap@k
measures shared membership, whereas RBO measures rank-
sensitive agreement. We use persistence parameter p = 0.9 and
truncated RBO at depth k; edges with equal weights are ordered
lexicographically by their ZIP-code pair.

To relate the aggregate network results to prior individual-
level work, we also compute each user’s review-based radius
of gyration, defined as the root-mean-square distance of their
reviewed venues from their geographic centroid, and compare
group means within each city.

C. Robustness Checks
We assess sensitivity to representation imbalance and network
construction. Balanced-user resampling: we downsample the
larger group to the smaller group’s size, reconstruct the net-
works, and repeat 100 times. Edge retention: we compare the
baseline wij ≥ 100 threshold with rules retaining the top 5%

2https://github.com/lmullen/gender.
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and 10% of edges. Null model: for each city, we generate ran-
dom weighted networks on the observed nodes, preserving total
weight t = ∑(i,j)∈E wij by sampling t unordered node pairs with
replacement. We repeat this 1,000 times and compare top-k over-
lap. Imbalance diagnostic: Across cities, we examine whether
male–female differences in network metrics vary systematically
with the corresponding ratios of users, reviews, and retained
edges. We treat this analysis as a descriptive diagnostic rather
than a formal test of association.

4. RESULTS

Figure 1 illustrates networks for New York City and Los Angeles.

Fig. 1. Networks for New York City and Los Angeles

Across all seven cities, MLN are more globally connected
than FLN: they have higher density and average degree, as well
as shorter average shortest-path lengths. In contrast, FLN have
higher clustering in all seven baseline comparisons, indicating
more locally concentrated co-visitation patterns. Most networks
are negatively assortative, suggesting that highly connected ZIP
codes tend to connect with less-connected areas. MLN are more
disassortative in most cities. Miami is the only city in which both
networks are positively assortative (male: 0.028; female: 0.150).
As an individual-level benchmark, female-labeled users have a
lower mean review-based radius of gyration in all seven cities,
consistent with prior work [3]. The male–female gap is largest
in Miami (2.2 km) and Los Angeles (2.0 km), while the group
means are nearly identical in Atlanta. This directional agreement
complements, but does not explain, the aggregate network dif-
ferences. Figure 2 summarizes the male–female differences in
density, clustering, and average shortest-path length.

Fig. 2. Density, clustering coefficient, and average shortest-
path length of male- and female-labeled networks across cities.

The similarity of the strongest connections varies substantially
across cities. At k = 100, overlap is highest in New York and
Houston (0.95 and 0.86, respectively) and lowest in Los Angeles
and Chicago (0.50 and 0.61). RBO reveals a similar broad pattern
while capturing differences in edge ordering. New York has the
highest rank-sensitive agreement (RBO@100 = 0.82), followed
by Atlanta (0.72), which ranks ahead of Houston (0.61) despite
Houston’s higher overlap@100. Miami and Los Angeles have
the lowest RBO values (0.26 and 0.38, respectively). Phoenix and
Chicago have quite similar RBO curves. Figure 3 presents both
measures for k ∈ {20, 50, 100}.

Together, overlap and RBO distinguish whether the groups
share the same strong connections from whether they prioritize
those connections in a similar order. Moreover, observed over-
lap exceeds all 1,000 null-model realizations for every city and

Fig. 3. Top-k agreement between MLN and FLN: overlap@k
(left) and RBO@k (right), for k ∈ {20, 50, 100}. Higher values
indicate greater agreement.

value of k (pMC ≤ 0.001), indicating more shared top-ranked
connections than expected under uniform random pairing.

The global-connectivity findings are robust to representation
imbalance and network-construction choices. After balancing
the number of users in each group, MLN remain denser in all
seven cities. FLN retain higher clustering in six cities, with Los
Angeles as the exception, indicating that the clustering tendency
is broadly, but not universally, robust. The qualitative patterns
are also largely preserved when retaining the top 5% or 10%
of edges rather than applying the absolute threshold. E.g., Mi-
ami remains positively assortative under all filtering schemes:
its male and female coefficients are 0.028 and 0.150 under the
baseline threshold and 0.081 and 0.146 under top-10% retention.
Finally, network-metric differences show no clear monotonic
relationship with the ratios of users, reviews, or retained edges
across cities. These analyses support the robustness of the main
findings to group-size imbalance and edge-retention choices.

5. CONCLUSION

We compared gender-labeled ZIP-code co-visitation networks
derived from Google Places reviews across seven U.S. cities.
MLN were consistently more globally connected, whereas FLN
tended to be more locally clustered. Female-labeled users also
showed smaller mean review-based radius of gyration, consis-
tent with previous mobility research. The groups shared more
top-ranked connections than expected under uniform random
pairing, while set overlap and rank-sensitive agreement varied
across cities. The main network findings remained stable after
balancing group sizes and changing edge-retention rules. These
results show that aggregate metrics can conceal group specific
differences in how urban areas are collectively connected.
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1. INTRODUCTION
Human mobility data have become an essential resource for
understanding collective and individual movement patterns,
enabling applications ranging from urban planning and traffic
management to epidemic modeling and personalized location-
based services [1]. However, the same fine-grained information
that makes these data valuable also raises significant privacy con-
cerns, as individual mobility patterns often contain distinctive
characteristics that can reveal sensitive information about their
owners. The privacy risks associated with mobility data have
traditionally been studied from the perspective of raw spatio-
temporal trajectories. In particular, a large body of work has
demonstrated that a small number of visited locations or trajec-
tory points is often sufficient to uniquely identify individuals
or re-identify pseudonymized users across different datasets [2].
Consequently, most existing re-identification attacks rely directly
on the unicity of raw mobility traces or on exact spatio-temporal
matching between observations.

More recently, an alternative perspective has emerged by
characterizing mobility through high-level behavioral descrip-
tors rather than individual trajectory points. In this setting,
the behavior is a set of processed information rather than ex-
tracted from the raw spatio-temporal trajectories. Thus, instead
of modeling the user when and where, this approach summa-
rizes the user characteristics by extracting mobility metrics that
capture spatial, temporal, and structural behavioral patterns [3].
Although recent studies have proposed methods to quantify be-
havioral exposure and estimate users’ vulnerability from these
descriptors, it remains unclear whether such behavioral repre-
sentations alone contain sufficient information to support an
effective re-identification attack. In particular, to the best of our
knowledge, no prior work has investigated whether a vector
composed exclusively of mobility-derived behavioral metrics
can serve as the sole basis for re-identification. Motivated by this
gap, we investigate the following research question: Can users
be re-identified solely from their mobility behavior? To answer
this question, we propose a behavior-based re-identification at-
tack that learns user-specific behavioral signatures from mobility
feature vectors and evaluates whether these high-level represen-
tations alone are sufficient to recover users’ identities.

2. METHODOLOGY

The proposed behavior-based re-identification attack assumes
that the mobility dataset is divided into two disjoint subsets. The
first contains trajectories identified by the users’ pseudonymized
identity and represents the adversary’s background knowledge,
while the second contains real-identity trajectories and consti-
tutes the inference knowledge. Although both datasets originate
from the same user population, no explicit correspondence be-
tween their identifiers is available. Consequently, the attack aims
to recover these hidden associations by exploiting behavioral
similarities extracted from mobility traces. We refer to these
datasets as the training set and the inference set.

Each mobility trajectory is transformed into a behavioral fea-
ture vector by computing a set of mobility descriptors that sum-
marize complementary aspects of human mobility. It should
be noted that the number of behavioral feature vectors is equal

to the number of trajectories that a user has. The metrics that
compose the behavior are can be categorized in 3 groups: spatial
(e.g., Radius of Gyration (RoG), 2kRoG, Avg. and Std. Jump
Lengths, # of Visited Locations, # of Unique Locations, Max. Dis-
tance), temporal (e.g., Avg. Std. Waiting Time), and structural
characteristics (e.g., Entropy, Regularity, Diversity, Stationar-
ity), providing a compact representation of individual mobility
behavior. Although other behavioral metrics could be incorpo-
rated, we selected these metrics because they have been shown
to capture highly unique mobility behaviors [3], making them
particularly suitable for user re-identification.

To learn user-specific behavioral profiles, a predictive model
is trained and parameter-optimized for each user in the training
set. The target variable is binary, indicating whether a behavioral
vector belongs to the target user (positive class) or to any other
individual (negative class). It is important to note that each
user must have a sufficient number of behavioral vectors (i.e.,
training instances) to enable the model to learn their mobility
behavior. To this end, we treat each day of a user’s mobility
history as an individual trajectory, thereby increasing the number
of training instances available for model training. This definition
can be naturally extended when longer observation periods are
available (e.g., by considering each week as a single trajectory).

Instead of adopting a multi-class formulation, the proposed
approach favors independent binary classifiers because they en-
able each model to specialize in recognizing a single behavioral
profile while naturally supporting the one-vs-rest decision pro-
cess required during inference. Moreover, in large datasets with
an extensive number of users, such as the one held by mobile
companies, multi-label classification algorithms may have an
extreme classification problem, i.e., a scenario where the number
of categories is massive.

During the inference step, each behavioral observations ex-
tracted from each trajectory in the inference dataset are predicted
using the models trained for each the users in the training set,
generating a matrix of probabilities |P| = |U I | × |UT |, where
|U I | and |UT | is the number of inference trajectories and training
set respectively. Finally, the identity of each mobility trajectory
is given by the model that yields the highest probability. Conse-
quently, the matrix P is composed of probabilities per trajectory.

3. EXPERIMENTAL EVALUATION

Experimental setup: The mobility data used in this work are de-
rived from anonymized Call Detail Records (CDRs) provided by
a major mobile network operator for academic research. Because
user locations are recorded only during communication events,
such as phone calls or text messages, CDR data are inherently
sparse. Although the original dataset comprises nearly two mil-
lion users across the state of Rio de Janeiro in the last 6 months of
2012, most of the users have a very small number of records per
day. Consequently, we select users with at least 10 records per
day over one week. This strict filtering criterion ensures that the
daily behavioral metrics extracted for each user are sufficiently
informative and reliable for the subsequent analysis. We also
restricted the observation period to August through the end of
November, excluding vacation and holiday periods in Brazil.
In total, the resulting dataset comprises 2125 users. However,
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Scenario total # users # of trajectories
Avg. #

trajectories
per user

Dataset

Closed
set

904 26630 29.47 ± 1.23 Train

904 13109 14.50 ± 0.64 Inference

Open
set

2125 44185 20.79 ± 0.67 Train

1452 19108 13.15 ± 0.43 Inference

Table 1. Basic statistics of each evaluation scenario

Scenario

Metrics Closed-set Open-set

Accuracy 25% 14.88%

Recall 20% 8%

Precision 25% 9%

F1-Macro 20% 7%
Avg. Prob.

Correct Prediction 87.07% (± 0.71) 88.4% (± 0.69)

Avg. Prob.
Wrong Prediction 72.69% (± 0.55) 72.67% (± 0.54)

Coverage 62.61% 36.50%

Table 2. Overall statistics for each scenario

we train a model only for users with more than 10 trajectories,
as this is a sufficient number of training instances required for
the model to learn meaningful behavioral patterns. It is worth
noting that users with fewer than 10 trajectories are not removed
from the training set, as they may contribute behavioral vari-
ability that helps protect the identity of other users by acting as
potential sources of noise. We temporally split the data into train-
ing and inference sets, using 70% of the behavioral observations
for training and the remaining 30% for inference. Under this
temporal split, there is no guarantee that the users present in the
training set also appear in the inference set. Therefore, we evalu-
ate the proposed methodology under two different settings: (i)
a closed-set scenario, in which all users present during inference
are also observed during training, and (ii) an open-set (realistic)
scenario, in which no such assumption is made. The former
evaluates whether the model can correctly identify users based
solely on their behavioral patterns, whereas the latter assesses its
performance under more realistic deployment conditions. The
Table 1 presents the information regarding each experiment. For
all average-based results, we also present the confidence interval
with 95% of confidence. Finally, we use XGBoost model to learn
the user behavioral patterns. We select XGBoost as it presents
a very good performance for tabular tasks, and high computa-
tional performance. The hyperparameters of each model are
optimized using the Optuna library. The performance of the
attack is evaluated by observing matrix P.
Results: Table 2 presents the evaluation of the models in each sce-
nario. Analyzing classic classification metrics such as accuracy,
recall, precision, and F1-macro, it is noticeable that the difficulty
is present for both closed-set and open-set scenarios. Such diffi-
culty is justified by the several characteristics of the problem: (i)
behavioral ambiguity, where users exhibit similar behavioral
patterns, making them harder to distinguish and therefore nat-
urally protected; (ii) behavioral drift, in which users change
their behavior between the training and inference phases; and
(iii) out-of-distribution users, i.e., users that are present in the
training set but not in the inference set, and vice versa, which
solely affects the open-set scenario. Nonetheless, we highlight
that post-processing techniques may be applied during the user
identity selection stage, as the average prediction probability
is higher when the model is correct than when it is incorrect.
This indicates that the model exhibits greater confidence in cer-
tain predictions, which could be exploited to improve the final
identity assignment. Such a strategy could potentially avoid the
out-of-distribution users and cases of ambiguity.

Fig. 1. Top-k accuracy for each of the evaluation scenarios

Analyzing the models’ coverage, i.e., the percentage of users
correctly identified at least once, we observe that nearly 62% of
the users are re-identified at least once in the closed-set scenario,
while approximately 36% are correctly re-identified in the open-
set scenario. These results indicate that a substantial proportion
of users can potentially be re-identified at least once. Although
the coverage is lower in the open-set scenario, it remains con-
siderable, especially given that a portion of the user identities
is not available during the training phase, making their correct
re-identification inherently impossible. This highlights that the
behavior can be potentially used to re-identify the users.

Corroborating these findings, Figure 1 presents the top-k ac-
curacy of the proposed methodology. The results show that the
set of candidate identities can be substantially reduced while
still achieving nearly 80% accuracy in the closed-set scenario and
approximately 50% accuracy in the open-set scenario. We empha-
size that, even for a relatively large value of k (e.g., k = 100), the
number of candidate identities is substantially reduced during
the inference phase. Specifically, this corresponds to a reduction
of approximately 89% from the initial pool of 904 users in the
open-set scenario and 93% from the initial pool of 1, 452 users
in the closed-set scenario. These results indicate that the users’
behavior can potentially be exploited to re-identify users, even
when their identities or raw locations are obfuscated. Further-
more, the proposed behavioral attack could be combined with
traditional spatio-temporal attacks, reducing the ambiguity in
the candidate set and consequently increasing the likelihood of
successful user re-identification.
4. CONCLUSIONS

In this paper, we propose a novel methodology for the re-
identification of mobility datasets. The proposed approach
leverages users’ behavioral mobility patterns to perform the
re-identification task. Within this context, we address the follow-
ing research question: Can users be re-identified solely based
on their behavioral mobility? Given our experimental setup,
the answer is yes. However, we emphasize that these results
are preliminary and should be interpreted within the scope of
the evaluated scenarios. Nevertheless, they provide valuable
insights into the inherent difficulty of the problem.
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1. INTRODUCTION

Cities are organized not only by physical infrastructure, but also
by information systems that guide how people perceive, navi-
gate, and choose within urban space [1, 2]. With GPS routing [3]
and review platforms effectively redistributing traffic and vis-
its [4], large language models (LLMs) move this mediation to an
even earlier stage of urban decision-making: rather than rank-
ing a visible set of alternatives, they often construct the choice
set itself when users ask where to eat, shop, or spend time [5].
This shift can be consequential because LLM responses do not
expose the boundary between what has been included and what
has been left out. Meanwhile, the underlying physical city is al-
ready deeply unequal, with neighborhoods differing in income,
commercial density, and experienced mobility [6–9]. If LLM-
generated visibility varies with these neighborhood conditions,
it may add a representational layer to existing urban inequal-
ity. Prior work shows that LLM outputs can be socially and
geographically uneven [10, 11], but it remains unclear whether
such unevenness reflects correctable knowledge gaps or a more
persistent form of selective attention. We address this question
with a neighborhood-scale audit of restaurant recommendations
across five U.S. cities, showing that LLMs fabricate venues, selec-
tively ignore real establishments even when grounded in verified
candidates, stratify recommendations by user description, and
could redirect urban consumption flows.

2. AUDIT DESIGN

We audit LLM-generated urban information across 304 neigh-
borhoods in Boston, New York, Chicago, Houston, and San
Francisco. We focus on restaurants, because dining is a high-
frequency urban decision that spans the full socioeconomic spec-
trum, with observable downstream consequences through large-
scale mobility and transaction data. For each city-defined neigh-
borhood [12], we generate factorial user profiles crossing house-
hold income (5 levels), age (8), sex (2), and residential status
(4), yielding 320 profiles per neighborhood. For each profile,
we prompt the LLM to provide ten restaurant recommenda-
tions near each neighborhood centroid. To disentangle the two
failure hypotheses, we employ parallel experimental settings,
one open-ended and one constrained to verified local venues.
We experiment on models from three families (GPT-4o-mini,
Llama-3.3-70b-instruct, and Gemini-2.0-flash). We mea-
sure (i) hallucination rate, the share of generated names that can-
not be matched to a real establishment, and (ii) Neighborhood
Algorithmic Invisibility Rate (NAIR), the share of real candidate
venues receiving zero recommendations across all profiles.

3. FINDINGS

LLMs unevenly fabricate and overlook local places. In the
open-ended setting, 36.8% of surfaced venues cannot be matched
to real local establishments. Hallucination is higher in neighbor-
hoods with fewer visits, fewer Yelp reviews, lower population

Fig. 1. Open-ended LLM recommendations are spatially uneven. Hallucination
and algorithmic invisibility vary across neighborhoods and are associated with
local digital, mobility, and socioeconomic footprints.

density, and lower bachelor’s-degree share. At the same time,
most real venues remain absent from the generated answers:
open-ended NAIR averages 96.8%, with strong neighborhood
heterogeneity (Fig. 1). Factual reliability and visibility are there-
fore weakest where the city leaves thinner digital and mobility
traces.

Grounding removes fabrication, not selective attention. Pro-
viding verified candidates eliminates hallucination, but the at-
tention bottleneck remains. In the candidate-constrained setting,
47.5% of real venues are never recommended after all 320 profiles
are exhausted (Fig. 2). Moreover, 31.9% of venues ignored by one
model family are also ignored by the other two, far exceeding
model-specific blind spots. These shared omissions indicate an
allocative failure: the models repeatedly select from the same
narrow slice of the city even when all options are known.

Demographic descriptions stratify recommendations. Hold-
ing the candidate pool fixed, user descriptions change which
venues surface (Fig. 3). Higher-income profiles receive more ex-
pensive and less visited restaurants. Tourists are directed toward
farther, costlier, and more socially diverse venues than local resi-
dents. These patterns mirror documented regularities in urban
mobility and inequality [8, 9], suggesting that LLMs personalize
from demographic expectations rather than observed behavior.

Visibility can redirect consumption. We project a counter-
factual in which 10% of dining choices in each neighborhood
shift from observed visitation shares to LLM recommendation
shares, then convert visit changes into revenue using venue-level
spending (Fig. 4). The shift moves attention away from chain and
quick-service restaurants toward independent and full-service
establishments. Conversational recommendations can therefore
become an infrastructure for reallocating economic opportunity
across urban places.
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Fig. 2. Grounding removes hallucination but not invisibility. Candidate-
constrained prompts eliminate false venues while leaving many real venues
unseen.

Fig. 3. LLM recommendations vary by user description. Within the same
candidate pools, demographic attributes shift the price, popularity, distance, and
social-mixing profile of recommended venues.

4. DISCUSSION

Our results suggest that LLMs are emerging as an urban informa-
tion infrastructure that allocates visibility. They do not merely
summarize local knowledge; they decide which places enter
consideration before mobility occurs. The audit reveals both
epistemic and allocative failure. Supplying verified local can-
didates removes fabricated venues, but algorithmic invisibility
persists and many blind spots are shared across model families.
Thus, better retrieval can improve factual grounding, but it does
not by itself ensure that known places are represented broadly
or equitably.

This matters because LLM-generated visibility can feed back
into the city. Venues that are recommended may attract visits,
reviews, and transaction traces, while omitted venues may be-
come even less represented in the data on which future systems
depend. A similar mechanism may operate across user groups:
if income or residential status consistently narrows the slice of
the city shown to a user, subsequent behavior can reinforce those
associations. Future urban AI audits should therefore report not

Fig. 4. LLM visibility redirects projected visits and revenue. Counterfactual
demand shifts favor independent and full-service venues over chains and quick-
service formats.

only factual accuracy, but also coverage, shared blind spots, and
demographic stratification across the places that systems choose
to make visible.
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1. INTRODUCTION

Large Language Models (LLMs) are increasingly used to sim-
ulate urban behavior and human mobility. Frameworks like
AgentSociety [1] and CitySim [2] deploy generative agents capa-
ble of context-aware routines. However, this emerging paradigm
raises a central question: Do synthetic agents reproduce empirical
human mobility laws, or merely generate plausible trajectories?

Decades of research demonstrate that human mobility fol-
lows complex but predictable patterns, including truncated
power laws in travel distance [3], visitation dynamics [4], and
recurrent mobility motifs [5]. While traditional simulators are
rigorously validated against these empirical metrics [6], LLM-
driven models are typically evaluated only on "face validity"
[1, 2]—assessing whether schedules appear narratively coherent.

Plausibility does not guarantee objective mobility realism. An
agent with a believable daily routine may still exhibit unrealistic
spatial exploration or random visitation frequencies. We define
mobility realism as the joint reproduction of empirical spatial visi-
tation dynamics and temporal activity organization. Systematic
evaluation of these coupled spatio-temporal properties remains
largely absent in current LLM simulation literature [6].

To address this gap, we introduce the first comprehensive vali-
dation framework for LLM-based urban simulators grounded in real-
world mobility data and established empirical laws [7]. Our findings
emphasize that rigorous empirical validation must become stan-
dard practice alongside plausibility-oriented assessments.

We evaluate the simulators using two real-world datasets:
GreaterParis dataset [8], an anonymized 7-day GNSS dataset
of Île-de-France residents featuring over 80,000 semantically
annotated trips (purpose, mode) mapped to H3 level-10 cells;
and Shanghai [9], a 10-day Cellular Data Record (CDR) dataset
capturing hourly mobility for 58,502 users across 10,396 grid cells,
which offers broader population coverage but lacks semantic
labels. For our analysis, we extract representative cohorts from
each: the GreaterParis dataset sample comprises 504 individuals
with complete 7-day records within the simulated area, while
the Shanghai sample contains 500 users selected to preserve
empirical mobility profiles. A second, disjoint 500-user sample
from Shanghai is utilized as a baseline reference for comparisons.

2. MOBILITY REALISM EMPIRICAL RESULTS

This section reports a brief comparison of results between simu-
lated and real-world mobility datasets, while the full report is
here [7]. We use the two real-world datasets and compare them
against 3 simulation runs each on the AgentSociety and CitySim
simulators.

A. Spatial and Temporal Mobility Realism

While LLM-based agents capture overarching macro-level mobility
laws (Figure 1), they struggle to accurately reproduce individual-level
spatial behavior. As Table 1 shows, simulator errors significantly
exceed empirical sampling variability. In AgentSociety, unstable
POI selection produces trajectories driven by local map-density

artifacts. Although CitySim halves individual spatial errors (∆r
and rg), it still fails to yield realistic large-scale mobility dynam-
ics, evidenced by weak Origin-Destination matrix agreement.
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Fig. 1. Comparison of empirical mobility-law distributions between real and simulated
trajectories across GreaterParis and Shanghai. AG refers to AgentSociety and CT to CitySim.

Table 1. Comparison of real vs simulated distribution of spatial mobility and spatio-temporal
realism metrics. STVD and OD matrix results are shown for the H3 resolution 8.

Dataset Source ∆r (W1) rg (W1) STVD (W1) OD Matrix (CPC)

GreaterParis AgentSociety 14.83± 0.35 7.29± 0.28 607.69± 5.88 0.088± 0.002
CitySim 7.53± 1.67 3.47± 0.23 748.71± 23.00 0.138± 0.018

Shanghai
AgentSociety 8.73± 0.48 4.30± 0.67 113.88± 39.04 0.046± 0.008
CitySim 3.97± 0.11 4.86± 0.09 432.55± 17.11 0.042± 0.013

Reference sample 0.48 1.01 6.29 0.092

These spatial flaws inevitably propagate into unrealistic spa-
tiotemporal and temporal dynamics. Figure 2 reveals that
AgentSociety’s simpler, gravity-based destination selection ac-
tually yields lower Spatio-Temporal Visit Distribution (STVD)
errors than CitySim’s complex LLM-driven approach. Still, both
models exhibit severe discrepancies: GreaterParis agents capture
spatial distributions but shift peak visitation by 3 to 12 hours
(predicting where better than when), while the Shanghai simu-
lation diverges sharply in the urban core. Consequently, these
spatial deviations severely disrupt temporal realism (Table 2).
AgentSociety systematically underestimates daily visits, and
while CitySim improves individual spatial metrics, its complex
goal-oriented POI selection causes excessive decision times that
actively degrade temporal consistency. Ultimately, true mobility
realism requires the joint reproduction of spatial and temporal
dynamics; optimizing one in isolation undermines the other.

B. Mobility Motifs
Simulated trajectories successfully reproduce dominant routine motifs
but fail to capture the full topological diversity of empirical daily mobil-
ity structures. Across both datasets, synthetic agents overproduce
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(a) GreaterParis (b) Shanghai

Fig. 2. Spatio-Temporal Visit Distribution comparing real and simulated mobility patterns.

Table 2. Temporal mobility realism metrics comparing real and simulated trajectories.

Dataset Source TD. (min) (W1) DT. (h) (W1) Vf. (W1)

GreaterParis AgentSociety 24.41± 0.24 3.96± 0.12 9.63± 0.19
GreaterParis CitySim 24.32± 18.93 30.24± 29.63 19.46± 3.62
Shanghai AgentSociety 9.30± 0.24 4.79± 0.37 12.31± 4.19
Shanghai CitySim 19.30± 0.27 36.39± 4.91 24.95± 0.65

Shanghai Ref. sample 0.29 0.26 2.07

simple two-node motifs, such as alternating between home and
work, while missing the complexity of real-world routines (Fig.
3). In the GreaterParis, these mismatches largely stem from
open-ended trajectories that produce unclosed loops, whereas in
Shanghai, the higher spatial granularity of real data generates
complex motifs exceeding six nodes that simulators struggle to
replicate. Although LLM-based agents capture coarse, mid-tier
regularities, their motif distribution errors exceed baseline sam-
pling variability, highlighting their current inability to reflect the
nuanced topological complexity of real human mobility.

C. Behavioral Mobility Profiles
Simulated trajectories partially capture the exploration-return dynam-
ics of human mobility, broadly aligning with established behavioral pro-
files: Routiners exhibit high regularity and stationarity, whereas
Scouters display higher diversity and entropy. In the Greater-
Paris dataset, the profile-distribution Jensen-Shannon Diver-
gence (JSD) remains low for both AgentSociety (0.13± 0.08) and
CitySim (0.09± 0.01). However, generation artifacts frequently
distort these dynamics, particularly in Shanghai. Instability in
POI selection often causes agents to erratically search for un-
available destinations, artificially inflating exploratory behavior
and creating extreme Scouter outliers. Conversely, a subset of
agents classified as Routiners exhibit a degenerate pattern rather
than true routine behavior, remaining at home for the entire
simulation with maximum stationarity but near-zero regularity.

D. Semantic Mobility Dynamics
LLM-based agents reproduce first-order semantic activity distribu-
tions more reliably than sequential semantic dynamics. As illustrated
in Figure 4 for the GreaterParis dataset, AgentSociety broadly
matches empirical Visit Purpose Distributions, achieving a low
divergence (0.0296± 0.0010) despite an underrepresentation of
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Fig. 3. Comparison of the most frequent daily mobility motifs observed in real and simulated
trajectories.

purchase-related activities likely caused by POI classification
limits. In contrast, CitySim’s more complex destination-selection
mechanisms actually reduce semantic robustness when compat-
ible POIs are sparse, yielding higher errors across all metrics.
Crucially, the comparatively large divergence in the Activity
Transition Matrix (ATM) across both simulators demonstrates
that generating plausible aggregate activity proportions is signifi-
cantly easier than accurately reproducing the ordered, sequential
transitions that characterize real-world human mobility.
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Fig. 4. Semantic mobility patterns for the GreaterParis.

3. CONCLUSION

This study introduces an empirical evaluation framework for
LLM-driven urban simulators, assessing AgentSociety and
CitySim against real-world mobility data from Greater Paris
and Shanghai. While current models capture coarse semantic
distributions and simple repetitive routines, they exhibit substan-
tial discrepancies in large-scale spatial flows, temporal rhythms,
sequential activity transitions, and heterogeneous exploratory
behavior. These findings emphasize that generating narratively
plausible trajectories fundamentally differs from reproducing
empirically grounded urban mobility dynamics. Fine-tuning
LLMs to handle this kind of context and focusing on these is-
sues may help future simulations. Although our evaluation is
constrained by the use of a CitySim reimplementation and the
lack of semantic annotations in the Shanghai dataset, this work
underscores the critical need for future simulators to incorporate
richer empirical data and stronger spatial constraints to achieve
behaviorally grounded urban mobility.

REFERENCES

1. J. Piao et al., “Agentsociety: Large-scale simulation of llm-driven gener-
ative agents advances understanding of human behaviors and society,”
(2025).

2. N. Bougie and N. Watanabe, “CitySim: Modeling urban behaviors
and city dynamics with large-scale LLM-driven agent simulation,” in
Proceedings of EMNLP: Industry Track, (2025).

3. M. C. González et al., “Understanding individual human mobility pat-
terns,” Nature 453, 779–782 (2008).

4. D. Teixeira et al., “On estimating the predictability of human mobility:
the role of routine,” EPJ Data Sci. 10 (2021).

5. C. M. Schneider et al., “Unravelling daily human mobility motifs,” J. The
Royal Soc. Interface 10, 20130246 (2013).

6. M. Larooij and P. Törnberg, “Do large language models solve the
problems of agent-based modeling? a critical review of generative
social simulations,” (2025).

7. G. H. Santos, A. C. Viana, and T. H. Silva, “When plausible is not
realistic: Evaluating human mobility in llm-based urban simulation,” in
SIGSPATIAL, (2026).

8. A. Chasse et al., “The NetMob25 Dataset: A High-resolution Multi-
layered View of Individual Mobility in Greater Paris Region,” (2025).

9. J. a. P. Esper et al., “Beauty or beast: Human behavioral insights and
learning power of federated mobility prediction,” in Proceedings of the
32nd ACM SIGSPATIAL, (2024).

64



Abstract 1

Predictability of Urban Park Visitation Behavior Using
Context-Aware Fine-Tuned LLM Agents
DONGHAK LEE1,2, XIYU PAN1,2, YIXUAN HONG1, AND TAKAHIRO YABE1,2,*

1Center for Urban Science and Progress, Tandon School of Engineering, New York University, 370 Jay St. Brooklyn, NY 11201
2Department of Technology Management and Innovation, Tandon School of Engineering, New York University, 2 Metrotech, Brooklyn, NY 11201
*Corresponding author: takahiroyabe@nyu.edu

1. INTRODUCTION

Human mobility prediction is a fundamental task for urban
decision-making, including transportation planning, public
health, environmental exposure assessment, and urban service
provision [1, 2]. Recent advances in Large Language Models
(LLMs) have created new opportunities for modeling human
mobility through behavioral agents [3, 4]. However, it remains
unclear how contextual mechanisms should be structured and
transferred across heterogeneous urban environments.

Urban mobility behavior reflects two complementary drivers.
Some regularities arise from broadly shared behavioral mech-
anisms that operate consistently across places, while others
emerge from geographically localized contexts that vary across
communities [5, 6]. Most existing LLM-based mobility predic-
tion approaches treat contextual information as a single training
distribution, obscuring this distinction between shared mobility
mechanisms and localized contextual heterogeneity.

To address this limitation, we develop a context-aware hierar-
chical fine-tuning framework that first estimates cross-regional
transferability of mobility mechanisms and then separates uni-
versal behavioral mechanisms from localized contextual hetero-
geneity for hierarchical LLM adaptation. Using park visitation
data from New York City, Boston, and Atlanta, we examine when
mobility knowledge should be shared across places and when it
should be locally specialized.

Fig. 1. Overview of the context-aware hierarchical fine-tuning
framework.

2. METHODOLOGY

We first estimate neighborhood-specific Poisson pseudo-
maximum likelihood (PPML) models of tract-to-park visitation
flows using contextual features describing park characteristics,
home and park neighborhoods, and travel accessibility [7]. A
separate PPML model is fitted for each neighborhood cluster to
estimate geographically varying effects of contextual factors on
park visitation.

We hold out 20% of tract–park visitation observations before
PPML estimation. The estimated mobility models are then cross-
applied across neighborhoods to measure the transferability of

mobility mechanisms using correlations between predicted and
observed visitation. Pairwise transferability scores are used to
construct a weighted network, where nodes represent neigh-
borhood clusters and edge weights represent their predictive
transferability. Louvain community detection [8] is then applied
to identify groups of neighborhoods with mutually transferable
mobility mechanisms.

Using these estimated mechanisms, contextual features with
consistent effects across neighborhoods are identified as univer-
sal behavioral mechanisms, whereas those consistently impor-
tant only within specific mobility communities are treated as
localized contextual information. We use Llama-3.1-8B-Instruct
and train it hierarchically: first through full fine-tuning with
universal mechanisms to learn transferable behavioral patterns,
followed by community-specific LoRA adaptation [9] (r = 16)
using localized contextual information.

3. RESULTS

Figure 2 shows the transferability structure in New York City as
a representative example. Rather than generalizing uniformly
across all neighborhoods, mobility models exhibited substan-
tially higher transferability within groups of neighborhoods.
Louvain community detection identified coherent mobility com-
munities, suggesting that park visitation is organized neither by
a single city-wide mechanism nor by completely idiosyncratic
neighborhood behavior.

Similar transferability structures were observed in Boston
and Atlanta, yielding five, six, and four mobility communities
in New York City, Atlanta, and Boston, respectively. These re-
sults indicate that mobility mechanisms are organized around a
small number of coherent communities with shared behavioral
structure.

We next examined which mobility mechanisms were shared
across communities and which remained geographically local-
ized. Park size consistently exhibited a positive effect across
all three cities, while travel time showed a consistent negative
effect in New York City and Boston. These predictors corre-

Fig. 2. Transferability matrix and Louvain mobility communi-
ties in New York City. Neighborhood-specific mobility models
exhibit stronger transferability within identified mobility com-
munities than across neighborhoods.
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Fig. 3. Predictive performance across New York City, Atlanta, and Boston, evaluated using Pearson correlation (r), Spearman rank
correlation (ρ), Recall@5, and NDCG@5. Community-specific heterogeneous context models perform best when evaluated within
their corresponding mobility communities.

spond to classical destination attractiveness and distance decay
mechanisms [10, 11], indicating that they represent broadly trans-
ferable mobility mechanisms. In contrast, recreational amenities,
park-neighborhood characteristics, home-neighborhood charac-
teristics, and socio-demographic variables remained significant
only within particular mobility communities, suggesting that
most contextual effects are geographically localized [5, 12, 13].

Finally, we evaluated whether this decomposition improves
LLM-based mobility prediction. As shown in Figure 3, incor-
porating universal mobility mechanisms improved prediction
over the non-fine-tuned LLM baseline and conventional non-
hierarchical fine-tuning across all three cities. The largest gains
were generally achieved by the community-specific heteroge-
neous context models when evaluated within their correspond-
ing mobility communities. In contrast, localized models did not
consistently outperform the universal mechanism model when
evaluated on other communities. This result suggests that lo-
calized contextual knowledge is geographically bounded rather
than universally transferable. Together, these findings demon-
strate that separating transferable mobility mechanisms from lo-
calized contextual heterogeneity provides a more effective LLM
adaptation strategy than treating all contextual information as a
single training distribution.

4. CONCLUSION

We present a context-aware hierarchical fine-tuning framework
for LLM-based human mobility prediction. By estimating cross-
neighborhood transferability, identifying mobility communities,
and separating universal mobility mechanisms from localized
contextual heterogeneity, the framework provides a structured
approach for adapting LLM agents to urban mobility tasks. Em-
pirical results from New York City, Boston, and Atlanta show
that mobility behavior is organized around transferable commu-
nities and that community-specific adaptation improves predic-

tion when applied within the appropriate geographic context.
These findings highlight the importance of explicitly modeling
contextual transferability in LLM-based mobility prediction.
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1. INTRODUCTION

Human mobility exhibits strong regularities: individuals repeat-
edly visit a limited set of significant locations and display pre-
dictable movement patterns over time [1, 2]. These regulari-
ties make mobility traces highly distinctive, enabling trajectory-
user linking (TUL) attacks that associate anonymous trajectories
with the users who generated them [3, 4]. Recent deep learning
approaches such as TULER [5], TULVAE [6], and graph-based
models [7, 8] have considerably improved re-identification per-
formance by learning discriminative latent representations of
user mobility. Despite these advances, existing work almost
exclusively reports aggregate metrics such as Top-1 or Top-k
accuracy. These averages hide an important source of hetero-
geneity: while some users are consistently re-identified with
high confidence, others remain considerably harder to recognize.
In this work, we investigate whether user identifiability can be
explained jointly by mobility behavior and by the geometry of
the learned embedding space. Using TULER on a large-scale
mobile phone dataset, we first group users into three mobility
profiles—scouters, regulars, and routiners—according to their
mobility characteristics. We then characterize each user’s em-
bedding through two geometric properties, cluster dispersion and
cluster eccentricity, computed on the training trajectories, and re-
late them to re-identification performance measured on unseen
trajectories. Our results reveal a consistent relationship between
mobility behavior, embedding geometry, and user identifiability.
Routiners exhibit significantly higher re-identification accuracy
than regulars and scouters, while also forming less disperse and
less eccentric latent representations. Furthermore, we show that
lower cluster dispersion and greater eccentricity user are associ-
ated with higher re-identification accuracy. These results suggest
that embedding geometry provides complementary information
for understanding why some users are easier to re-identify.

2. DATA AND METHOD

A. Dataset and preprocessing

We conduct our study on the Shanghai Call Detail Records (CDR)
dataset [9]. The raw dataset contains approximately 18.1 million
records from 9,618 users collected over a six-month period. Lo-
cations correspond to the dataset’s cellular base stations, while
timestamps are aggregated into 30-minute intervals. We define
an active day as one containing at least 32 records, correspond-
ing to approximately 66% of the maximum daily observations,
and retain users with at least 7 active days. Home and work loca-
tions are inferred from nighttime and daytime activity patterns,
respectively, and at most 100 active days with the largest number
of records are retained per user. The resulting dataset contains
2,216 users, 12.7 million records, 116,578 daily trajectories and
more than 3,000 unique locations.

Each user’s mobility history is represented as a collection of
daily trajectories, which are chronologically split into disjoint

training (60%), validation (10%), and test (30%) sets. The training
trajectories are used to learn user-specific mobility representa-
tions, the validation trajectories are used for model selection
and hyperparameter tuning, and the held-out test trajectories
are used to evaluate re-identification performance on previously
unseen mobility traces.

B. User identifiability and representation analysis
Re-identification. To quantify user identifiability, we employ
TULER [5], a deep trajectory-user linking model based on re-
current neural networks. Given an ordered sequence of visited
locations, TULER learns a latent representation and predicts
its originator through supervised multi-class classification. We
represent each visited location by its latitude and longitude co-
ordinates. For each user u, re-identification performance Top1u
is measured as the proportion of their held-out test trajectories
correctly attributed by TULER.
Latent geometry. We exploit the learned embedding space to
characterize the geometry of each user’s trajectory cluster. Specif-
ically, we extract the embedding of each training trajectory from
the penultimate layer of the network, where trajectories belong-
ing to the same user form a user-specific cluster. To character-
ize these clusters, we introduce two geometric descriptors. Let
Zu = {z1, . . . , znu} denote the embeddings of the nu training
trajectories of user u, and let cu = 1

nu
∑i zi be the corresponding

cluster centroid. We define cluster dispersion as

Du =
1

nu

nu

∑
i=1
∥zi − cu∥2,

where lower values indicate tighter and more coherent user rep-
resentations. We further define cluster eccentricity as the distance
to the nearest competing user cluster,

Eu = min
v ̸=u
∥cu − cv∥2,

where larger values indicate greater separation from the closest
competing user.
Mobility profiles. Following [10], users are assigned to three
mobility profiles—scouters, regulars (Reg), and routiners (Rou)—
from their mobility characteristics. We examine how these pro-
files differ in re-identification performance and latent geometry.
Association with re-identification. Since profiles also differ in
the number of available training trajectories, we use linear re-
gression to separate the effects of trajectory availability, mobility
profile, and latent geometry on re-identification performance:

Top1u = β0 + β1Tu + β2 I(Regu)+ β3 I(Rouu)+ β4Du + β5Eu + ϵu,

where Tu is the number of training trajectories and scouters are
the reference profile. We compare a model containing trajectory
count and profile with a second model additionally including
dispersion and eccentricity.
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(c) Average Top-1 re-identification accuracy as a func-
tion of cluster dispersion and cluster eccentricity.

Fig. 1. Relationship between mobility profiles, embedding geometry, and re-identification performance. Routiners exhibit more compact latent rep-
resentations, while higher re-identification accuracy is associated with lower cluster dispersion and greater separation from the nearest competing
user.

Table 1. Mobility characteristics and TULER re-identification per-
formance across mobility profiles. Values are reported as mean ±
standard deviation. Rg = Radius of gyration.

Metric Scouters Regulars Routiners

Users 719 1140 357

Rg (km) 25.08± 64.87 22.18± 76.83 12.50± 70.12

Repetitiveness 0.857± 0.052 0.911± 0.033 0.948± 0.030

Stationarity 0.806± 0.073 0.860± 0.071 0.913± 0.067

Unique locations 5.81± 2.24 3.74± 1.26 2.47± 1.00

Train trajectories/user 50.53± 20.48 53.36± 20.50 54.19± 20.16

Top-1 Acc. 0.765± 0.224 0.792± 0.222 0.804± 0.249

3. RESULTS

Mobility profiles exhibit distinct re-identification risks. Ta-
ble 1 summarizes the mobility characteristics of the three user
profiles together with their re-identification performance. As
in previous work, routiners display the most regular mobility
behavior, with higher repetitiveness and stationarity, and fewer
unique locations. They have slightly more training trajectories
per user. These behavioral differences are accompanied by dis-
tinct re-identification performance: routiners achieve the highest
TULER Top-1 accuracy (80.4%), followed by regulars (79.2%) and
scouters (76.5%). Hence, the performance differs significantly
across profiles (Kruskal–Wallis, p < 0.001), with all pairwise
comparisons remaining significant after Holm correction.

Embedding geometry reflects mobility behavior. To better un-
derstand these differences, we analyze the latent space learned
by TULER. Figure 1a–b reports cluster dispersion and eccen-
tricity across mobility profiles. Routiners exhibit substantially
lower dispersion, indicating tighter and more coherent trajectory
representations. A similar, although less pronounced, ordering
is observed for eccentricity: routiners tend to lie closer to their
nearest competing user, followed by regulars and scouters. This
suggests that mobility regularity is primarily reflected in the con-
sistency of a user’s latent representation, rather than in greater
separation from other users.

Compact and distinctive representations are associated with
higher re-identification accuracy. Figure 1c relates cluster dis-
persion and eccentricity to user-level Top-1 accuracy. Users
with lower dispersion and greater eccentricity tend to achieve

higher re-identification accuracy. In user-level regressions con-
trolling for mobility profile and the number of training trajecto-
ries, adding these geometric descriptors increases the explained
variance from R2 = 0.153 to 0.253. Both lower dispersion
(β = −0.020, p < 0.001) and greater eccentricity (β = 0.036,
p < 0.001) remain significantly associated with higher accuracy,
while profile coefficients are no longer significant. This sug-
gests that individual identifiability is better characterized by the
coherence and distinctiveness of users’ latent representations.

4. CONCLUSION

We investigated how re-identification performance varies across
mobility users. Routiners exhibit significantly higher observed
accuracy than regulars and scouters, but mobility profile alone
does not fully explain individual identifiability. Lower clus-
ter dispersion and greater cluster eccentricity are associated
with higher re-identification accuracy, even after controlling for
training trajectory availability. These findings show that user-
level embedding geometry provides complementary informa-
tion beyond mobility profiles for characterizing heterogeneous
re-identification risk.
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1. THE IDEA

Local communication without infrastructure still collapses onto a
Wi-Fi access point or a phone operating system that will not host
a third-party mesh. Yet the settings that need it most are those
where infrastructure is absent, saturated or distrusted: a crowd
at an event, a site without coverage, an emergency response.
Bluetooth is on every device and needs no operator.

BUBBLE-BLUE [1] separates two things that existing Blue-
tooth meshes merge. The topological mesh is open: any node
may join it and relay traffic, including traffic it cannot read. The
bubbles are private: a group exists only for the holders of its key.
A stranger’s phone can therefore extend the reach of a conver-
sation it will never see. To keep the cost of flooding low, only
an elected backbone, a connected dominating set (CDS), retrans-
mits. The original note gave the algorithms and simulations.
This work contributes the BLE transport and frame format, a re-
vocation protocol that reaches members several hops away, and
measurements on real boards, in a room and across a building.

2. STATE OF THE ART

Bluetooth meshes and messengers. The SIG Mesh profile [2]
is a managed-flooding stack for lighting and sensors; nodes are
provisioned, and a relay must hold the network key. BitChat [3]
shows that a BLE-only chat can reach consumer scale; it floods
over GATT without a backbone. Bridgefy flooded messages
among protesters, and its cryptanalysis [4] shows what a mesh
used in a crowd must withstand: impersonation, tracking and
denial of service. Briar [5] synchronises between pre-paired con-
tacts over Classic Bluetooth, Wi-Fi and Tor. Reticulum [6] routes
to cryptographic identities over any link.

Backbones for broadcast. Electing a subset of forwarders is
classic in ad hoc networks: Wu and Li’s marking rule [7] yields
a CDS from two-hop knowledge, and multipoint relays [8], the
basis of OLSR, reduce flooding from each node’s view. BLE
makes this matter more than Wi-Fi, because it has no native
broadcast on a connection: every local flood is a sequence of
unicasts.

The gap. Table 1 places BUBBLE-BLUE: none of the other
systems lets a node sit in an elected backbone and relay for a
group it does not belong to.

3. DESIGN

Links without pairing. A node advertises a compact presence
record in a connectable BLE advertisement: an anonymous iden-
tifier, a relay flag, and the address at which it accepts connections
(manufacturer data under company identifier 0xFFFF, reserved
by the Bluetooth SIG for testing, marking the prototype as exper-
imental). Neighbours then open an L2CAP connection-oriented
channel at security level low: no pairing, no bond, no allow-list.
Membership is a 32-byte group key, not a Bluetooth relationship.

Table 1. Where BUBBLE-BLUE sits. “Open relay”: a node may
forward a frame it cannot decrypt.

System Data plane Backbone Open relay

SIG Mesh [2] managed flood provisioned no

BitChat [3] GATT flood none n/a

Briar [5] RFCOMM, Wi-Fi, Tor contacts no

Reticulum [6] multi-transport identities no

BUBBLE-BLUE LE CoC elected CDS yes

Periodic HELLO messages fill a neighbour table; a neighbour
silent for three periods (15 s) is dropped.

One frame, two planes. Every frame starts with a 26-byte clear
header: type, source, destination, TTL, sequence and timestamp.
The payload is sealed with AES-256-GCM under a per-packet
key, HKDF-SHA256 of the group key with source, sequence and
timestamp. All header fields but TTL are authenticated. A relay
that does not hold the key can thus decrement TTL and forward
the frame; it cannot read the text or forge its sender. A message
of up to 470 bytes fits one frame (Fig. 1).

Who relays. Each node applies the Wu–Li rule [7] to its two-
hop view and relays if it is marked, or if it bridges two links the
backbone has not covered. Duplicates are suppressed on (source,
sequence), so a flood crosses each relay once. The receiving
screen shows the hop count and the neighbour a message came
through.

Removing a member. The coordinator, the member with the
smallest anonymous identifier, revokes by rotating the group
key and flooding it wrapped under pairwise X25519 keys, skip-
ping the victim. The victim keeps relaying but can no longer
read. Keys of members beyond one hop arrive by a signed AN-
NOUNCE every 30 s; revoking before then is refused, which
defines a join window.

What an adversary can do. A passive radio in range learns who
transmits, toward which address, and how far a frame may still
go; it does not learn the text. The Bluetooth address is stable and
in clear, because that is how a neighbour is redialled without a
bond: payload privacy is not location privacy. An active non-
member can make the backbone carry junk, reset TTL, which
is not authenticated, or pre-empt a (source, sequence) pair at a
relay to cause selective loss. A member who controls its address
can grind it to become coordinator. These are accepted limits of
the prototype.

On real boards. A privileged daemon owns the Bluetooth
adapter; touch screens are unprivileged clients. Screens are
three Thundercomm RUBIK Pi 3 (Qualcomm QCS6490, Ubuntu
24.04, kernel 6.8, BlueZ 5.72); relays are three Arduino UNO Q
(Qualcomm QRB2210, Debian 13, kernel 7.0, BlueZ 5.82). In
the evaluated setup, connections were initiated by the relays
and accepted by the screens, so every path alternates screen and
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relay; on a table the graph is K3,3 (Fig. 2).

Joining, step by step. A new node goes through four steps
with different clocks. Its presence is seen within one advertis-
ing interval; the channel opens in one L2CAP handshake; the
first HELLO puts it in its neighbours’ tables; and the next AN-
NOUNCE, within 30 s, spreads its public key beyond one hop.
Only after that last step can it be revoked safely, so the screens
show link state and group state separately.

type src (6) dst (6) TTL seq (4) ts_ms (8) AES-256-GCM payload + tag

26-byte clear header, authenticated except TTL members only

Fig. 1. One BUBBLE-BLUE frame. Relays read and rewrite
only the header; TTL is left out of the authenticated data so
they can decrement it.

RUBIK Q RUBIK 3 RUBIK Inria

R1 R2 R3

screens

relays

Fig. 2. The demonstration stand: every message between two
screens crosses one of three relays.

RUBIK Q R3 RUBIK 3 R1 RUBIK Inria
15 m 15 m 15 m 15 m

85 ms 101 ms 143 ms 162 mssender

Fig. 3. The line the boards formed on their own; median de-
lays.

Table 2. Measurements on the six boards.

Stand (K3,3, one room)

Messages received by the five other boards 75/75

Rebooted screen reads the group, after daemon start 4.4 s

Recovery after an induced relay-controller interruption 130 s

Revoked board reads the next message (2 trials) no

Four-hop line (building, battery, ∼15 m spacing)

Messages received four hops away 76/79

Median delay, 1 / 2 / 3 / 4 hops (ms) 85 / 101 / 143 / 162

Last link carried away: held to ∼30 m

Endurance (stand, battery, one message every 30 s)

Run on one charge; boards still up at the end 8.2 h; 6/6

Received, screens / relays (983 messages) 100 % / 99.3 %

Delay, median / 99th percentile (ms) 80 / 188

4. RESULTS

On the stand. Every message reached the five other boards
(Table 2). Joining is dominated by the boot: a rebooted screen
read the group 4.4 s after its daemon started. AES-GCM (30k–
173k packets/s) is far above the link rate.

Across a building. With the boards about 15 m apart and one
relay off, the mesh formed a four-hop line by itself (Fig. 3). From
on-board logs (clocks within 50 ms), the far end received 76 of
79 messages, missing only the three sent while the line formed;
each hop adds a few tens of milliseconds. Carried away, the far
screen’s link held to about 30 m, dropped, and returned within
seconds of the board coming back: mobility appears as ordinary
link churn. When the sender’s only relay lost power, the line
was dark for 95 s: a line has no detour.

A working day on battery. From one charge, the six boards ran
the stand for 8.2 h, one message every 30 s, and all were still up
when we stopped them. The screens received all 983 messages;
the relays missed 9 and 7 (loss rates visible in Table 2). Over
the 4 915 deliveries, the median delay was 80 ms and the 99th
percentile 188 ms.

In simulation and next. The backbone adds no path stretch,
and TTL 10 spans about twenty nodes (simulation). The link
logs form a contact graph for replaying the protocol on mobility
traces.
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1. INTRODUCTION

Sharing transportation data comes with considerable opportu-
nities, but also risks. While the amount of information to be
shared with relevant stakeholders may play a decisive role in
improving users’ experience on the roads, the same information
may contain sensitive features, whose publication might poten-
tially violate the privacy of the users. Anonymizing information
in spatio-temporal data, or in data derived from it, has been
an ongoing problem for years, in a setting that presents unique
challenges, such as sparsity of the individual traces, strong time-
space correlation, and recurring patterns in users’ activity [1–4].
The current literature often focuses on the scenario where each
user is linked to a single spatio-temporal trajectory, and the threat
model considers an attacker trying to re-establish such a link.
In this work, using the NetMob26 challenge dataset, we extend
the attack surface by considering a setting in which each user
is represented not only by one trace, but by a set of probabilistic
traces produced through stochastic reconstruction. Although
this setting may initially appear more favorable to the user, since
the true trace is hidden among the others, in reality it opens up
new attack scenarios where the fingerprints left by a user are
multiplied as a consequence of the stochasticity. In summary,
protecting the user means protecting not only the true trajectory
but also all non-zero-probability trajectories associated with the
same profile.

In this work, we build the foundational concepts around our
new threat model, show how it can endanger users, and test ex-
isting anonymization and protection strategies. We propose the
framework illustrated in Fig. 1. Ticketing records, fleet teleme-
try, and GTFS stops are fused to infer probabilistic boarding
locations and reconstruct stochastic user trajectories. Privacy
risks are then evaluated under increasingly informative attack
scenarios and mitigated through anonymization strategies.

2. RECONSTRUCTING TRAJECTORIES

The NetMob26 dataset [5] documents road-based public trans-
port of Niterói (Brazil) over March 2026. It combines two
sources: (i) ticketing records, comprising about 7.2 million board-
ing events from more than 370 000 users, with each event contain-
ing an anonymized user id, line id, and timestamp; (ii) GPS fleet
telemetry, sampled every 15–30 s, with vehicle id, line id, GTFS
trip/route ids and coordinates. Moreover, official stop locations
are provided in an auxiliary stops.json. The data publisher
declares irreversible user pseudonymization: identifiers are re-
placed, but the spatio-temporal quasi-identifiers persist.

We reconstruct each user’s most plausible sequences of board-
ing locations from their payments, propagating uncertainty at
every step. First, every GPS ping of the fleet is snapped to the
nearest stop. Then, for each ticket purchase at time t we select the
same-line GPS observations falling within the asymmetric win-
dow [t− 10 min, t + 5 min]; the window is asymmetric because
ticket purchase typically occurs at boarding, slightly after the
vehicle reaches the stop, so the relevant GPS evidence lies in the

past relative to the tap. Each observation is scored by combining
its temporal offset from the tap with its snapping distance,

s(d, ∆t) = exp
(
−|∆t|

σt

)
· exp

(
− d

σd

)
,

where d is the Haversine distance from the stop and ∆t is the
time between the tap and the observation, with σt = 3 min and
σd = 100 m. Temporal and spatial proximity act as two inde-
pendent multiplicative decay factors, each down-weighting an
observation that is far from the stop in time or in space. This scor-
ing adapts the emission/transition structure of the HMM map-
matching of [6], with an exponential kernel in place of the Gaus-
sian and an added temporal term. The per-observation scores
are then summed and normalized across all candidate stops in
the window to form a probability distribution Pt(stopi(t)); the
five highest-probability stops are then retained as the candidate
set for that payment.

We then combine the plausible stops for each payment to
create stochastic trajectories for a user. The probability of a
trajectory is the product of its per-payment stop probabilities,

P(traj) = ∏
t

Pt(stopi(t)),

For computational reasons, we only maintain the top-50 trajecto-
ries for each user.

3. PRIVACY VULNERABILITIES AND PROTECTION

We propose a threat model where an attacker has precise in-
formation about the (sub)trajectory of a user, e.g., by following
them in real life. The goal of the attacker is twofold: i) to identify,
among all the published probabilistic trajectories, the one that
refers to their target, and ii) to improve their knowledge about
the victim by being able to infer new points of the trajectory
beyond what was already in their possession. Please note that
this would allow the attacker to gain information about future
stops the user will visit in subsequent data releases.1

In light of this threat model, every user’s trajectory must be
protected by taking into consideration the risk of an attacker
learning the user’s identifier based on a (sub)trajectory at their
disposal. In the field of Privacy-Preserving Data Publishing,
this protection is usually obtained by enforcing the k-anonymity
property, which mandates that every record is indistinguishable
from k− 1 other records. In our stochastic scenario, we propose
a revised version of k-anonymity which we call (k, p)-anonymity.
We claim that a dataset satisfies (k, p)-anonymity if every trajec-
tory in the dataset is shared by at least k users, and none of the
users has a probability whose ratio over all the probabilities for
that trajectory exceeds p. For instance, in a (3,0.5)-anonymous
dataset, every trajectory must appear in at least 3 users, and
none of them can have a probability accounting for more than

1User ID rotation could complicate the task for the attacker. However, cross-time
matching using recurring patterns would still be a viable threat. We leave this as
promising future work.
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NetMob26 inputs Trajectory reconstruction under uncertainty Privacy assessment 

Ticketing events
 timestamp

anonymized user id
line id

GPS fleet telemetry
timestamp

line id
coordinates

GTFS stops
stop locations

Associate GPS
positions to
nearest stop

Probabilistic boarding inference
match each tap to same-line telemetry;

 score by delta time and distance
Obtain P(stop)

Stochastic user trajectory
order ticket-level stop distributions;

explore trellis by beam search
Obtain top-50 traj. per user

Attack scenarios
identification of the user;

increasing adversary knowledge

Privacy protection 

Vulnerability metrics
(k, p)-anonymity of trajectories

Defense scenarios
reach target (k,p)-anonymity

Algorithms for
anonymization 

generalization/suppression
algorithms;

Release outcome
anonymized mobility data; 

privacy/utility trade off

Guidelines
recommendations for

municipality and industries

Fig. 1. Overview of the proposed pipeline to reconstruct probabilistic trajectories and to protect users’ privacy.

50% of the sum of the probabilities. So, in this scenario, if 3
users exist that expose the same trajectory with probabilities
[0.1, 0.3, 0.8], then (3,0.5)-anonymity is not satisfied, as the tra-
jectory is substantially more likely to belong to the third user
(0.8/(0.1+ 0.3+ 0.8) ≈ 0.67 > 0.5), leaking relevant information
to the attacker.

4. PRELIMINARY RESULTS AND DISCUSSION

Fig. 2 shows the distribution of the achieved level of k-anonymity
for trajectories and stop fingerprints. By stop fingerprint, we
mean the user’s set of stops, without knowing in which order
these locations have been visited. For simplicity, in this analy-
sis both trajectories and stop fingerprints were constructed by
only considering the most likely stop for every payment event.
As expected, the number of distinct trajectories is larger than
the number of distinct fingerprints, since multiple trajectories
may collapse into the same fingerprint. Fig. 2 shows that 95.3%
(92.9%) of the trajectories (fingerprints) are unique, i.e., k = 1.

100 101 102 103 104

k (users sharing the same trajectory / stop fingerprint)

100

101

102

103

104

105

n
u
m

b
er

 o
f 
d
is

ti
n
ct

 o
b
je

ct
s 

(l
og

 s
ca

le
) top-1 trajectories (197,602 distinct)

stop fingerprints (173,547 distinct)

Fig. 2. k-anonymity distribution for trajectories and stop fin-
gerprints.

Figure 3 shows how p, as defined in (k, p)-anonymity, is dis-
tributed within the dataset. Over 70% of user-trajectory pairs
have p = 1, indicating that most trajectories are unique. This
percentage is computed over all the stochastic trajectories and is
therefore not directly comparable with the distinct-object analy-
sis of Fig. 2. Taken together, the two plots highlight the need for
appropriate protection both in terms of the number of users shar-
ing a trajectory and in terms of the relative probability of each
trajectory. This is the twofold protection that (k, p)-anonymity
can provide.

To understand how existing geographical data anonymiza-
tion algorithms behave against (k, p)-anonymity, we test the
W4M algorithm [1] and measure how it impacts the (k, p)-
anonymity property of the dataset. W4M groups trajectories
into clusters of size kW4M and then adaptively transforms them

so that they lie within a radius of δ metres of a pivot trajectory of
each cluster. We apply W4M using kW4M = 50 trajectories and
δ = 0, needed to produce clusters of indistinguishable trajecto-
ries, as (k, p)-anonymity mandates. The resulting dataset satis-
fies (12, 0.113)-anonymity (recall that here k = 12 refers to users,
not anymore to trajectories), showing that (k, p)-anonymity is
a restrictive notion of privacy that needs the development of
specific techniques.

Satisfying (k, p)-anonymity can offer a viable guideline to
municipalities and industry stakeholders releasing similar data.
More broadly, we showed that uncertainty-aware trajectory re-
construction must be accompanied by equally uncertainty-aware
privacy guarantees before mobility data can be released respon-
sibly.
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Fig. 3. Cumulative distribution of p for trajectories.
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1. INTRODUCTION

Public transport plays a fundamental role in ensuring equitable
access to employment, education, healthcare, and other essential
urban opportunities. In Niterói, Brazil, the bus network is the
primary mode of public transportation and constitutes a key
component of daily mobility. Although its bus network provides
the main public transport service across the municipality, the
distribution of routes and service frequencies is spatially het-
erogeneous. The city also contains numerous favela-associated
census sectors, where populations are generally more socially
vulnerable and may face reduced transport opportunities. At
the same time, access to key points of interest (POIs), such as
hospitals, schools, universities, and pharmacies, depends not
only on geographical proximity but also on the structure and
performance of the public transport network[1].

This study examines whether public transport in Niterói
serves socially vulnerable areas equitably. We focus on three
related questions: whether vulnerable census sectors receive
adequate bus service, whether favela-associated areas face addi-
tional disadvantages, and whether the routes serving vulnerable
areas differ in their passenger profiles. By linking social vul-
nerability, bus supply, access to essential services, and route
structure, the study identifies where transport disadvantages
are concentrated and where improvements could most improve
access. We further evaluate the impact of adding new bus routes,
new healthcare facilities, or both, considering route network
distance and network-based accessibility[2].

2. METHODOLOGY

This study examines socio-spatial inequalities in public trans-
port supply and accessibility at three interconnected levels: cen-
sus sectors, favela-associated areas, and bus routes. We con-
struct a social vulnerability index from four standardized 2022
Brazilian Census (IBGE) indicators such as income, illiteracy,
race/ethnicity, and environmental conditions, selected with sup-
port from PCA, whose first component explained 67.5% of the
variance. Indicators are oriented so that higher values consis-
tently represent greater vulnerability and combined with equal
weights as

Ṽi =
1
K

K

∑
k=1

skzi,k,

where zi,k denotes the standardized value of indicator k for sector
i, and sk ∈ {−1,+1} controls its direction: sk = −1 when higher
values indicate lower vulnerability, and sk = +1 otherwise. The
resulting score is rescaled to the 0–100 range, with higher values
indicating greater relative vulnerability.

The empirical analysis comprises five complementary steps.
We first examine how bus supply and proximity vary across

vulnerability groups, then assess direct bus access to essen-
tial services. We compare favela-associated and non-favela-
associated sectors and evaluate optimization scenarios involving
new routes, healthcare facilities, or both, using direct connectiv-
ity in the observed bus-route network. At the route level, we
cluster bus lines according to the vulnerability of the sectors they
serve and compare their passenger profiles. Finally, bipartite
networks linking sectors, favelas, and routes are used to identify
transit-based communities and assess whether vulnerability is
concentrated within particular network groups.

3. RESULTS AND DISCUSSION

We begin by examining the spatial distribution of the vulnera-
bility index, since it provides the baseline for interpreting the
remaining transport and accessibility results. As shown by the
vulnerability heatmap in Panel D of Figure 1, vulnerability is not
evenly distributed across census sectors. Instead, higher vulner-
ability values are concentrated in specific areas of the munici-
pality, indicating clear socio-spatial heterogeneity. Many favela-
associated areas also overlap with sectors displaying higher vul-
nerability, suggesting that favela association is closely linked
to broader patterns of socio-spatial disadvantage. This spatial
pattern motivates the subsequent analysis of whether bus service
supply and access to essential services are aligned with areas of
greater need. After establishing this spatial pattern, we examine
whether observed bus access corresponds to sector-level vulner-
ability. As shown in Panel 1.A, bus service generally decreases
toward the highest-vulnerability deciles, although the pattern
is not strictly monotonic. In particular, deciles 1 and 2 show
slightly lower service than deciles 3–5. This may reflect lower
public transport dependence and greater private-vehicle use in
more affluent areas. In this case, lower bus supply may reflect
lower transit demand rather than a structural service deficit.
By contrast, the lower service observed in the most vulnerable
deciles is more indicative of transport disadvantage.

These disparities extend beyond service availability. Panel
1.B shows that residents of favela-associated sectors can directly
reach substantially fewer hospitals, universities, schools, and
pharmacies than residents of other sectors. For example, direct
bus access to hospitals drops from 54% in non-favela sectors
to 21% in favela-associated sectors. Similar gaps are observed
for all categories of essential services, indicating that transport
inequalities directly affect access to education, healthcare, and
everyday opportunities. The spatial distribution of these in-
equalities is illustrated in Panel 1.C. Direct hospital accessibility
is highest around the central and north-western bus corridors,
while many eastern and south-eastern sectors remain poorly
connected. These differences are not explained by route alloca-
tion alone. Niterói’s hilly terrain and coastal geometry can also
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constrain street-network continuity and limit feasible bus connec-
tions, especially in peripheral areas. The resulting accessibility
pattern therefore reflects both network structure and the city’s
physical geography. Panel 1.D shows the priority locations iden-
tified using distances measured along the street network. These
locations represent modeled potential improvements rather than
observed or prescriptive infrastructure decisions, and are in-
tended to support the identification of equity-oriented accessibil-
ity interventions.

Fig. 1. Public transport equity patterns in Niterói: (A) bus
service by vulnerability decile, (B) direct access to essential ser-
vices, (C) hospital accessibility, and (D) vulnerability gradient
and priority interventions for improving healthcare accessibil-
ity.

Figure 2 summarizes the route vulnerability analysis results.
Panel 2.A shows the clustering of bus routes based on the vul-
nerability index composition of the census sectors they traverse.
K-means clustering with k = 2 yielded the highest Silhouette
score (s = 0.512), producing two distinct groups: Cluster C1,
composed predominantly of routes serving lower-vulnerability
sectors, and Cluster C2, whose routes concentrate in higher-
vulnerability areas. Panel 2.B reveals that both student and se-
nior ridership shares are systematically higher on C2 routes, sug-
gesting that concessionary-fare passengers disproportionately
depend on the network segments serving the most vulnerable
communities. Panel 2.C shows that direct bus access to essential
services (hospitals and universities) decreases with sector vul-
nerability, indicating that residents of the most deprived areas
face a compounded disadvantage: indicators of greater transit
dependence coincide with poorer service reachability.

Panels 3.A and 3.B show that favela access to the observed
bus network is both unequal and structurally fragile. Among 83
favela-associated areas, only 53 are served, through 46 bus lines
and 232 favela–line links. A key result is that 21 of the 53 served
favelas, around 40%, depend on a single observed bus line, while
the three most connected routes account for 18% of all favela–line
links. This concentration is reinforced by the nested structure of
the network, indicating that poorly served favelas tend to rely
on the same pivotal routes as better-connected ones rather than
on alternative connections. The last two panels, 3.C and 3.D,
show that the route-based network communities are not only
topological structures, but also socio-spatially meaningful. The
Louvain map reveals geographically coherent communities, with
denser and more segmented groups around the centre and north-
west, and more spatially extended communities in peripheral
eastern and south-eastern areas. These community labels can
then be related to social indicators in the scatter plot. The positive

Fig. 2. Route-level transport inequality: vulnerability compo-
sition of bus routes, concessionary ridership by route cluster,
and direct access to hospitals and universities by vulnerability
quintile.

Spearman correlation shows that communities with higher mean
vulnerability tend to contain a larger share of favela-associated
sectors.

Fig. 3. Network structure of favela-associated access: spatial
favela–bus links, nested access structure, Louvain route-based
communities, and their relationship with social vulnerability.

Overall, our findings reveal persistent transport inequalities
in Niterói, where socially vulnerable and favela-associated areas
tend to receive lower bus service and have weaker direct access
to essential services. The network analysis further highlights the
structural fragility of favela access, with many areas depending
on a limited number of bus routes. By integrating social vulner-
ability, accessibility, route profiles, and network structure, this
study identifies priority areas where targeted transport interven-
tions could improve urban accessibility and equity. Future work
will further assess the role of terrain, urban form, and travel
conditions in shaping these inequalities.
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Introduction. Public transport equity raises two questions [1].
Can communities reach enough essential activities? Do socioe-
conomic groups face systematic inequalities in access? The first
concerns accessibility poverty; the second, accessibility inequality.
Most studies answer them from scheduled GTFS timetables. Yet
observed operations and monetary costs reshape accessibility
[2, 3]. Using GPS telemetry and ticketing records from the Net-
Mob26 dataset [4] for Niterói, Brazil, we compare planned and
experienced accessibility and ask whether the resulting equity
diagnoses agree.

Data. We combine March 2026 bus GPS traces and almost
6.8 million ticket validations (13.6% recorded as cash or unregis-
tered) with 2022 population and income for 1,274 census tracts,
the provided GTFS, geolocated hospitals and state schools, and
2019 formal-employment counts on an H3 hexagonal grid [5].

Methodology. For health, education, and employment,
we compute accessibility poverty and inequality under three
network representations (Scheduled, Typical, and High-delay)
crossed with three payment conditions (Zero fare, Standard card,
and Cash) — nine scenarios per domain. Every scenario holds
the city, destinations, and population fixed and varies only how
the bus network and its monetary cost are represented, so any
change in the equity diagnoses is attributable to that represen-
tation. To evaluate these scenarios, we create three GTFS net-
works that are based on operator GTFS data and share all com-
ponents except for per-route and per-window headways and
running time: Scheduled is the operator’s weekday timetable,
Typical uses GPS-reconstructed median travel times and head-
ways, and High-delay uses their 95th percentiles. To build these
GTFS snapshots we developed two new open-source R packages:
gtfsrt2static (https://github.com/e-kotov/gtfsrt2static) writes the
headways, stop patterns, and feed tables, and gps2gtfs (https:
//github.com/e-kotov/gps2gtfs) supplies the terminals that cut the
GPS traces into trips. Combining each network with Open-
StreetMap, we route using r5r from every census-tract centroid
to every destination over a 07:00–09:00 weekday window (16.7%
of validations, 13.3% of GPS pings). For each origin–destination
pair, travel time is the median over 120 departure minutes, with
five routing simulations per minute for the main results. Sen-
sitivity analyses average four independent runs, each using 20
routing simulations per minute, across four additional two-hour
windows and an 85th-percentile delay scenario. Journeys com-
bine walking (up to 30 minutes) and up to three transit rides,
lasting at most 120 minutes. Zero fare is the no-cost baseline, in-
cluding zero-debit student and senior populations. Standard card
uses itinerary fares estimated from reconstructed linked-card
journeys. Unlinkable Cash pays the full fare on each board-
ing, with no transfer integration, and therefore faces the highest
out-of-pocket cost for multi-leg trips. Adapting Vale’s effective-
accessibility concept [3], we convert fares into an equivalent

travel-time penalty using tract-average income before recount-
ing destinations. Income is a sensitivity parameter, not an ob-
served wage, and because tickets do not identify residence, each
payment condition is applied hypothetically to every tract.

We use domain-specific sufficiency lines: one hospital within
45 minutes for health [6], three state schools within 30 min-
utes for education [7]. For jobs, the line is the fixed population-
weighted median number reachable within 45 minutes [1] under
Scheduled zero fare (98,776 of 129,350 jobs). The jobs poverty rate
is therefore near 50% by construction; its contrasts are what mat-
ter. We measure accessibility poverty with population-weighted
Foster–Greer–Thorbecke indices [8]. FGT0 is the share of resi-
dents below the relevant sufficiency line. FGT1 also captures
how far their access falls below it. For inequality, the Erreygers
Corrected Concentration Index [9] (CCI) ranks residents by tract
income and summarises whether accessibility is concentrated
among poorer or richer tracts. Positive values indicate a pro-rich
distribution. We use the same normalization bounds for the
Erreygers CCI in every scenario—0–20 hospitals, 0–41 schools,
0–129,350 jobs—so changes in the index reflect changes in acces-
sibility rather than changes in scale. All comparisons use the
same routes and time windows; Scheduled approximates the
timetable rather than reproducing every departure exactly.

Findings. Figure 1a shows that fares and severe delays, rather
than typical operations, drive accessibility poverty. At Zero fare,
poverty rates under Typical morning-peak operations remain
close to Scheduled levels (health 3.6% to 3.4%, education 20.5%
to 21.0%, jobs 50.0% to 51.4%). Typical operations nevertheless
lower health inequality (0.20 to 0.19). In contrast, Standard card
and Cash raise health poverty from 3.4% to 26.1% and 27.9% and
education poverty from 21.0% to 55.0% and 59.3%. Health CCI
rises from 0.19 to 0.48 and 0.40, whereas education CCI falls from
0.22 to 0.20 and 0.13. Because we apply each payment condition
hypothetically to every tract, a lower CCI does not mean that
fares burden poorer riders less.

In Figure 1b, tract-level zero-fare access under Typical oper-
ations straddles the diagonal in all three domains: some tracts
lose access while others gain. As a local diagnostic, at least one
facility (for jobs, 10% of reachable jobs) is lost in 39.2%, 33.5%,
and 14.9% of the 1,195 populated tracts. Typical job losses show
no income gradient: the poorest and richest quintiles lose 1.1 and
1.2 percentage points of citywide job access, respectively. Under
High-delay operations, however, losses become near-universal
and regressive: at least one facility is lost in 88.8%, 83.0%, and
87.9% of populated tracts (89.3%, 84.2%, 89.3% of residents; none
gain). Against Scheduled service (Fig. 1a), High-delay zero-fare
poverty jumps to 8.7%, 31.2%, and 77.2%, and job losses concen-
trate in poorer areas (poorest quintile loses 22.1 points, richest
9.9). Figure 1c maps this spatial contraction toward the employ-
ment core. High-delay lowers inequality in health (CCI 0.20 to
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Fig. 1. (a) Accessibility poverty (FGT0) and income-related inequality (CCI) by network and payment condition, expanded routing
matrix; the fixed median jobs line puts the Scheduled zero-fare number near 50% by construction. (b) Tract-level zero-fare accessibil-
ity under Typical against Scheduled service (color = income quintile; area = population); points below the diagonal lose access. (c)
Share of citywide jobs reachable at zero fare per network; color scale capped at the observed maximum, rounded up to 5%.

0.19) and education (0.21 to 0.14), but increases it in jobs (0.17 to
0.28; under Cash the jobs poverty rate nears 100%).

Employment access is especially vulnerable to fare penalties.
Under Scheduled service the Standard-card penalty raises the
jobs poverty rate from 50.0% to 76.2% and the CCI from 0.17
to 0.59, and similarly under Typical operations (0.17 to 0.58).
Under Standard card, the poorest quintile retains only 4.3% of
its zero-fare job access, whereas the richest retains 91.8% (ratios
of population-weighted means). Alternative employment lines
and 60/90-minute budgets are in the extended report; no jobs
contrast reverses under any line.

Conclusions. Accessibility poverty and inequality do not
always move together, and the diagnosis depends on whether
Scheduled service is compared with Typical or High-delay op-
erations. Fares affect health and education poverty more than
changes in service, but their effects on inequality differ by do-
main. At the reported morning peak, zero-fare poverty under
Typical operations remains close to Scheduled levels in every do-
main, while health inequality falls. Across five two-hour depar-
ture windows and an 85th-percentile delay scenario, High-delay
operations raise poverty relative to both Scheduled and Typical
service in all three domains. They consistently lower education
inequality and increase jobs inequality, whereas their effect on
health inequality varies across departure times. The compar-
isons are descriptive, cover one month, and rest on tract-average
income and hypothetical payment conditions; within those lim-
its, representing a transit system as scheduled, delivered, or paid
for changes its equity diagnosis. Missing São Gonçalo, DETRO-
RJ, and ferry GTFS leave cross-bay accessibility at zero, so the
comparison is municipal, not regional.
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1. MOTIVATION

Multi-access Edge Computing (MEC) deploys computing re-
sources at the network edge to satisfy the low-latency require-
ments of 5G and 6G applications. In the ETSI reference architec-
ture, a MEC host is provisioned with a fixed amount of compute
co-located with the access network [1], while the demand it must
handle varies with vehicle density. Meanwhile, modern vehi-
cles carry AI accelerators delivering tens to hundreds of TOPS,
largely idle during normal driving, which collectively can ap-
proach the capability of a nearby MEC host [2]. Public buses are a
natural carrier: they have fixed routes and timetables, consistent
power, and dwell at terminals.

This supplemental capacity, however, is volatile: it rises and
falls as buses enter and leave a cell, so an orchestrator admitting
workloads onto it must allocate capacity before it is observed. A
point forecast is not enough, allocating against a single predicted
value ignores the risk that the actual value is lower, and cannot
separate reducible (epistemic) from irreducible (aleatoric) uncer-
tainty [3]. The decision needs a calibrated predictive distribution,
whose nominal coverage agrees with its observed coverage, so
capacity can be committed against a chosen lower bound.

Our contribution is not the Bayesian machinery, which is
standard, but the construction and the evaluation. From one oper-
ational transit dataset we build a per-host model of both sides of
the ledger, the compute the fleet delivers to each MEC host, the
task load its passengers offer to that same host, and evaluate the
forecast on what an admission decision needs (coverage, sharp-
ness, proper interval scores) across horizons from one minute to
one hour. Two things follow that the literature does not report:
how much of the widely quoted per-vehicle compute survives
a realistic fleet and task length, and how a passenger workload
modeled as a device population rather than a boarding count dis-
tributes over hosts.

2. SCENARIO AND DATA

We use the NetMob 2026 dataset, covering the Niterói (RJ, Brazil)
bus system for March 2026: (i) GPS telemetry at 15-second inter-
vals, 13.85 million records from 527 vehicles (321 active per day
on average), and (ii) ticketing, 6 790 681 recorded boardings.1

GPS is reliable for 19 of the 31 days, so supply-side results cover
those, ticket-only results use the month.

We obtain MEC-host locations from OpenCellID.2 Within the
mobility area, 203 LTE cells include groups that, when within
500 m of each other, share one physical mast; agglomerative
clustering merges them and places each site at the centre of mass
of its members, giving 65 hosts (Fig. 1a). Each host owns the
Voronoi cell of points closer to it than to any other, and a bus is
served by the host whose cell contains it.

A host’s supplemental compute is its bus count times a per-
vehicle contribution. We take 275 TOPS, the upper end reported

1The dataset paper quotes ≈7.2 M transactions; the released files contain
6 790 681 rows, reported here unfiltered.

2Crowdsourced cell-tower database by Unwired Labs, https://www.opencellid.org,
CC BY-SA 4.0.

(a) MEC host with its own
Voronoi region.

(b) Edge-GPU CAPEX for the
five highest-traffic MEC hosts.

Fig. 1. The fleet is a per-host resource with a concrete cost.

for on-board accelerators [2], but treat it as the upper bound of a
measured envelope, not a capacity (Sec. A).

A boarding cannot be geolocated directly, the ticket has no
stop identifier and its vehicle number does not overlap the GPS
id, but it gives (route, minute), and the GPS says where that
route’s buses then are. We weight each host by its share of that
route’s distinct buses and split the minute’s boardings in propor-
tion, so the allocation is mass-conserving. 75% of a weekday’s
boardings are allocatable and 54 of the 65 hosts receive load.
A boarding is an arrival, not a load, with mean ride time Tride
the device population is the rolling sum of the last Tride min-
utes (Little’s law), and two independent occupancy anchors, the
measured IPK and a per-trip load profile, bracket it at 12–20 min.

3. CHARACTERISING THE RESOURCE

Both targets are strongly diurnal and out of phase. Supply is
bimodal (peak 232 buses/min, 369 in the busiest minute) with
a broad midday trough; weekday load is trimodal (450, 345,
480 boardings/min) against a flat weekend plateau near 100.
At midday the load per bus therefore exceeds even the evening
rush, so a rule parameterised on commute peaks alone would
mischaracterise the resource exactly when it is scarcest per unit
of demand.

Supply is also concentrated. The 10 busiest of 65 hosts hold
61% of hosted bus-time (Gini 0.58) and ten are never visited.
Priced in Fig. 1b, the five busiest imply $0.68–1.05 M in A100
CAPEX at one edge GPU per vehicle, and they are the hardest to
forecast.

A. How much compute actually survives
Counting every bus at 275 TOPS assumes each carries such
an accelerator, lends all of it, and is usable on entering the
cell. We relax all three, a fleet mix over an Orin-class ladder
{0, 40, 100, 275}TOPS, an offerable fraction β, and a dwell gate τ
counting a bus only while its remaining dwell is at least τ. The
gate is measured, not assumed: applied to 577 820 confirmed
cell visits (median dwell 196 s) with a 60 s hysteresis removing
boundary flapping.

The resource is far more fragile than the headline suggests
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(a) Usable compute vs. required
remaining dwell τ.

(b) Envelope at τ = 5 min, as %
of the n× 275 TOPS assumption.

Fig. 2. The headline compute is an upper bound, reached
only when every bus is equipped.

(a) Persistence. (b) Sequence LSTM. (c) BNN.

Fig. 3. Only the naive baseline decays steeply with the hori-
zon. Per-host compute-forecast MAE vs. horizon by volatility
group (• Stable •Moderate • Volatile).

(Fig. 2). Requiring merely that a bus stay 5 minutes longer leaves
38% of the usable bus-minutes and 60% of the peak compute.
Under a plausible retrofit mix at β = 0.5 and the same τ, 5.9%.
We therefore report 275 TOPS as an upper bound and state the
configuration behind every downstream number.

4. FORECASTING SUPPLY AND DEMAND

We forecast each target from a 300-minute history plus seven
calendar features, at horizons h ∈ {1, 5, 15, 30, 60}minutes. The
Bayesian Neural Network (BNN) places a distribution over the
weights. Posterior samples give the epistemic component and a
learned noise term the aleatoric one. Because a raw variational
interval is rarely calibrated we rescale it with a single tempera-
ture fitted on validation, and apply the same rescaling to every
competing model emitting a distribution, so none is advantaged
by being the only calibrated one.3

The comparison spans nine models: persistence and seasonal-
naïve, a sequence LSTM, N-BEATS and PatchTST as point fore-
casters, and the BNN, MC Dropout, a Deep Ensemble with a
heteroscedastic head, a DeepAR-style Gaussian model and a
quantile head, as distributional ones. Ranking is based on proper
scores: CRPS and the Winkler interval score, which charges
width plus a miss penalty and thus cannot be gamed by iden-
ing, alongside coverage (PICP, ACE), sharpness (MPIW), and
calibration (ECE, PIT–KS).

The horizon decides whether learning is worth anything. At h = 1
the point target is nearly saturated: persistence reaches 325 TOPS
MAE at the busiest host against 343 for the sequence LSTM, and
beats every learned model at all six panel hosts. By h = 5 it is
beaten at four of six, and from h = 15 at all six; at h = 60 the
LSTM is 26% better than persistence (575 vs 776 TOPS median).
Fig. 3 shows why this is a property of the baseline rather than of
the task: persistence degrades by 284% from h = 1 to h = 60, the
LSTM by 161% and the BNN by 119%. It also hides a finding:
which learned model wins depends on volatility. The LSTM leads

3Architecture, training settings, measured inference cost and the full metric
tables are in the companion report. Splits are by whole day, the normaliser fitted
on training days only, the temperature on validation.

on stable and moderate hosts (22% and 28% over persistence
at h = 60), but on the volatile ones it falls behind persistence
while the BNN leads, by 17% over the LSTM and 13% over
persistence — the model carrying an explicit noise term earns its
place exactly where the resource is hardest to predict. A seasonal-
naïve baseline fails per host (R2 < 0 everywhere) yet reaches
R2 ≈ 0.48 on the city-wide load: the daily cycle is exploitable in
aggregate and vanishes at per-cell one-minute resolution. The
crossover comes earlier on the passenger load, where learned
models win four of six hosts already at h = 1.

Which uncertainty method, not whether. Against the LSTM and
persistence the BNN is the only model offering a distribution at
all; against the alternatives a reader would reach for, that fram-
ing is too generous. Over nine (target, host, horizon) cells the
variational BNN with a global noise term ranks last of six distri-
butional models on CRPS and Winkler, while a Deep Ensemble
with a per-input (µ, log σ2) head ranks first, wins 6 of 9 cells, and
costs 198× less at inference. N-BEATS and PatchTST, ranked
separately because they emit points, trail it and win nothing.
A full Temporal Fusion Transformer, run on 5 of 9 cells, never
beats its own quantile head and falls further behind as h grows.
DeepAR gives the narrowest intervals but under-covers badly
(PICP@95 of 79.5% on the passenger target at h = 15), which is
why we rank on Winkler, which charges width and misses.

Two targeted fixes isolate the cause. A heteroscedastic head
improves the BNN’s ECE by 23–89% at h ≥ 15 but is counter-
productive at h = 1, where a learned σ(x) merely licenses
the model to stop fitting a nearly deterministic mean. Split-
conformal calibration, one multiplier per level instead of one tem-
perature, halves ECE on the miscalibrated models (11.2→4.5 pp
for MC Dropout) and repairs the 50% interval (66.0→53.8%)
while leaving the 95% one untouched. This problem requires a
deep ensemble with a per-input noise head, calibrated conformally.

5. CONCLUSION AND OUTLOOK

We forecast, with calibrated uncertainty, both the compute a real
bus fleet supplies to each MEC host and the task load its pas-
sengers generate there, and bound how much of that compute
survives realistic assumptions. Three limits are worth stating
plainly. A single temperature is level-local: it hits 95% coverage
but leaves the 50% interval at 58–65%, which conformal cali-
bration repairs. The BNN’s point advantage is confined to the
volatile hosts. Elsewhere, a plain LSTM is better and cheaper.
Admission control needs a task model, deadlines, and an SLA
this dataset does not observe, so we report what such a policy
consumes, calibrated quantiles, and leave it to a testbed.
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1. INTRODUCTION

In Latin American cities, public transport is not merely a
service but a critical determinant of social inclusion and spa-
tial justice[1, 2]. It has been acknowledged that inequalities in
access to opportunities are deeply entrenched along sociode-
mographic lines, particularly income and race[1–5]. However,
several gaps persist when considering the dynamic interaction
between transit systems, environmental stressors, and actual
user behavior in the Global South. First, many indicators re-
main rooted in “stop-coverage” logic, focusing on proximity
to stations rather than the quality and quantity of opportuni-
ties reachable via the network [6]. Second, research has yet to
fully explore how extreme weather events, such as floods, which
are increasing in frequency due to climate change, spatially dis-
rupt transit networks and exacerbate existing vulnerabilities[7].
Third, the disconnect between "potential" accessibility (what the
network offers) and “realized” mobility (how people actually
use the system). Identifying where high potential access coexists
with low usage (or vice-versa) is vital for diagnosing systemic
failures, yet this coupling remains underexplored in dynamic,
climate-stressed environments [8].

To address these gaps, this study conducts a vulnerability
evaluation of Niterói’s transit system under extreme rainfall-
induced flooding, landslides, and their compound scenarios to
identify spatially uneven risks and stress-test the resilience of op-
portunity landscapes across sociodemographic groups. We fur-
ther introduce a “Usage–Accessibility-Vulnerability” framework
to examine how observed transit use, normal facility accessibility,
and hazard-induced accessibility loss intersect spatially, thereby
identifying distinct types of transit service areas and support-
ing differentiated planning and resilience interventions. This
approach contributes to a nuanced diagnostic tool for equitable
and climate-adaptive transit planning in the Global South.

2. METHOD

A. Study area
This study focuses on Niterói, RJ, Brazil, with a dense, service-

rich center juxtaposed against steep, socio-economically segre-
gated favelas and peripheral low-income neighborhoods[5]. The
bus network serves as the primary motorized mode, exhibit-
ing stark spatial imbalances in service frequency and last-mile
walkability. Frequent extreme pluvial flooding further com-
pounds transit vulnerabilities, making Niterói a pertinent case
for climate-sensitive transit equity analysis[2, 5].

B. Accessibility Modeling
Transit accessibility was modeled as a door-to-facility journey.

The travel time calculation formula was constructed shown be-
low. It includes the walking time from home to the nearest bus

stop, the travel time on the bus, the transfer waiting time, and
walking time from bus stop to destination facility.

Tij = Twalk
i→so + Tbus

so→sd + Ttransfer
st + Twalk

sd→j (1)

Based on the GTFS and POIs dataset provided by netmob data
challenge [9] and OSM, two types of accessibility indicators were
calculated. 1) Reachable facility counts: the number of different
types of facilities reachable within 15, 30, or 45 minutes from
census centroid; 2) Essential-facility visiting time: the shortest
travel time to the first- and second-nearest reachable essential
facilities (include education, medical care, basic food supply, and
community support).

C. Scenario settings
We simulate two major rainfall induced hazards in Niterói,

flooding (using a 5 m 2D hydrodynamic model based on DEM,
land cover, and IDF curves) and landslides (based on slope, sus-
ceptibility, source areas, and runout, incorporating susceptibility
zones and LiDAR DEM). By varying rainfall intensity and haz-
ard type, seven scenarios of differing severity are generated.
Hazard impacts are assessed across three components including
the delay or closure of walking paths, bus stops, and bus routes.
Then the accessibility will be recalculated under updated transit
network conditions accordingly.

D. Usage identification
Bus ridership was estimated from ticket transactions by link-

ing each record to GPS-tracked vehicles based on Ticketing and
Mobility datasets [9]. Transactions were firstly grouped into
boarding bursts to identify stop-level swiping behavior. Each
burst was matched to the nearest GPS observation within a ±90-
second window and assigned to the nearest GTFS stop served
by the corresponding route when the stop was within 60 m of
the vehicle location. Matched transactions were counted as in-
ferred boardings. Mean daily boardings were calculated across
19 analysis days, and population-normalized use was expressed
as mean daily boardings per 1,000 residents within the stop’s 500
m census catchment. Validation checks showed no significant
bias in identification rates across income groups.

3. RESULTS

This study revealed profound spatial injustices across
Niterói’s transit opportunity landscapes under climate stress.
First, low-income communities exhibit a lower count of acces-
sible facilities in a given period compared with higher-income
communities (Figure 1), especially for commercial, healthcare,
educational, and recreational facilities within 15 minutes.

Moreover, the climate-stress vulnerability evaluation shows
that flood- and landslide-induced disruptions fragment tran-
sit connectivity and disproportionately reduce essential facility
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Fig. 1. Income disparities of community accessibility via tran-
sit system.

access for lower-income communities, supporting a “double
disadvantage” interpretation. Figure 2 decomposes disaster-
induced accessibility loss into four components: normal path
interruption, rerouting recovery, final unreachability, and ad-
ditional delay among journeys that remain connected. The re-
sults indicate that low-income communities experience greater
disruption accessibility losses, as evidenced by higher rates of
unreachability and additional delays, alongside lower rates of
alternative route availability and rerouting recovery compared
with their higher-income counterparts across scenarios.

Fig. 2. Income disparities of transit vulnerability across vari-
ous hazard scenarios.

Ticket transactions add an important nuance.Although low-
income areas face poorer baseline accessibility and higher
disaster-related unreachability, their observed bus use and board-
ings per 1000 resident are lower than those of middle-income
areas (Figure 3). This may indicate constrained low use: poten-
tial transit demand is not fully realized because of limited service
supply, fewer reachable opportunities, and weaker network re-
silience.

Finally, under a usage-accessibility-vulnerability framework,
we integrate high-ridership pressure, low-accessibility vulner-
ability, and disaster-risk exposure to produce an intervention
priority map (Figure 4). This map identifies stations requiring
capacity and reliability protection, areas needing better route
coverage and essential-service access, and high-risk locations
requiring resilience investment and emergency alternatives. Eq-
uitable transit resilience planning should therefore consider re-

Fig. 3. Identified observed bus use and population-normalized
use.

alized demand, unmet demand, essential-facility accessibility,
and disaster-induced disruption risk together. Priority interven-
tions should target both high-use, high-risk stops and hidden-
vulnerability areas characterized by low income, low accessibil-
ity, and weak disaster recovery capacity.

Fig. 4. Intervention priority map.
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1. INTRODUCTION

Public transportation services should guarantee equally accessi-
ble and efficient coverage throughout the entire urban area for
all citizens, regardless of their neighbourhood, socio-economic
status, or other factors. Our contribution to the NetMob26 Data
Challenge aims to establish the influence of such factors on the ac-
tual bus accessibility in the Niterói area, taking full advantage of
the multi-source, integrated nature of the NetMob26 dataset [1].

Measuring transit accessibility from observed operations
rather than planned schedules is the defining methodological
challenge in this literature. Previous works [2–5] explore the
application of real-time transit data to compute accessibility met-
rics across diverse urban contexts, while departing from the
previous approach based on static schedules. Several of these
works [2, 6–9] examine Brazilian and Latin American urban ar-
eas, strengthening the value of our contribution regarding the
city of Niterói. Several metrics have emerged as adequate sum-
mary instruments for transit analysis, such as Lorenz curves,
Gini [10] and Suits coefficients [11], and Palma ratios [6, 12]. De-
spite these converging threads, the simultaneous combination
of transit telemetry, payment transaction records, and census
sociodemographics within a single framework remains sparse.

Our work aims to compute accessibility equality and examine
how it is influenced by spatio-temporal and socio-demographic
factors, while exploiting the dataset’s integrated, multi-source
nature. In particular, the presence of both real-time bus trips and
ticket transactions enables fine estimation of demand and supply.
Furthermore, the extensive availability of socio-demographic
and contextual information enables segmentation of accessibil-
ity and equality metrics to identify particularly disadvantaged
groups or areas. The same information also supports a com-
plementary, service-oriented perspective: how travel times to
essential public facilities, such as schools and hospitals, vary
with socio-economic, demographic, and geographic factors. To-
gether, these perspectives let us move from a purely operational
description of accessibility to an equity assessment: do disadvan-
taged areas systematically experience slower, less frequent, less
reliable, or more crowded service, and can they reach essential
services on comparable terms?

2. RESEARCH CHALLENGE

Our study assesses bus accessibility in Niterói and examines
correlations with the city’s socio-economic indicators using three
complementary analyses. Each is run identically on the pub-
lished schedule and on a GTFS feed generated from GPS teleme-
try, in which scheduled stop times are replaced with an aggrega-
tion of real-time timestamps matched to each stop. Reporting the
same measures on both feeds allows comparison between the

accessibility riders actually experience from what the timetable
assumes.

Accessibility. The core measure is the cumulative-opportunity
accessibility [13]: for an origin area i, a departure time t, and a
travel-time budget T,

Ai(t, T) = ∑
j

Oj f
(
cij(t, T)

)
, (1)

where Oj is the number of opportunities in destination area
j (e.g. population, essential-service points of interest split by
type), cij(t) is the door-to-door travel time estimated with the
R5 routing engine [14] over the GTFS schedule, and f (·) is an
impedance function of T (e.g., a cumulative cutoff 1[cij(t) ≤ T]
or a smooth decay). A distinguishing feature of our work is the
time-dependent nature of the measure: whereas accessibility is
static in most works, the availability of real-time bus data allows
us to compute Ai across different time-of-day bands and analyse
the influence of the hour on the equality metrics.

Equality and its drivers. On top of Ai, we compare accessibility-
inequality measures such as Lorenz curves, Gini and Palma
[12] indices, and Corrected Concentrated Indices (CCIs) [15–17],
stratified by census-tract attributes such as income, ethnicity,
age, literacy, and household and neighbourhood status. We
then quantify how accessibility correlates with these attributes,
whether its distribution across the city is more unequal than
expected by chance, and whether the association survives con-
trolling for obvious geographic confounders such as distance
from the city centre.

Segregation induced by the network. Finally, we assess the influ-
ence of the transport network on the computed inequalities. We
consider a transport-independent baseline for residential eco-
nomic segregation, computed as a dissimilarity index of census-
tract incomes, assuming that the distributions of these values are
lognormal. Afterwards, each bus line is profiled on a segregation
scale through a normalised income-entropy computed over its
served tracts, to distinguish lines that predominantly serve a
single income group from those that bridge socio-economically
diverse areas.

3. PRELIMINARY ANALYSES

Figure 1 pairs the spatial pattern of morning-peak accessibil-
ity, computed from the original GTFS schedule, with the socio-
economic composition of the same census tracts. The accessibil-
ity surface (left) is strongly polarised: travel times grow almost
monotonically from the well-served western tip of the peninsula,
where the ferry terminal, city centre and adjacent neighbour-
hoods are located, towards the eastern and oceanic periphery.
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Fig. 1. Accessibility vs. socio-economic indicators (07–08 morning band). Left: per-tract accessibility, expressed through the mean
R5 door-to-door transit travel time (minutes) needed to reach each census tract from the rest of the city, computed from the orig-
inal GTFS schedule. Centre: estimated share of low-income (below the city median) household heads per tract. Right: correlation
between different tract-level disadvantage shares and accessibility, expressed through Spearman coefficients and partial Spearman
coefficients, the latter removing the distance to the GTFS-derived city centre.

Moving between these two regions, the mean time to reach other
tracts increases from 45-60 minutes to over 90. This gradient is
already a service-quality signal, as it shows a large fraction of
the territory sits well above the network median.

The correlation matrix (right) turns this spatial reading into
an equity statement. Most of the displayed indicators of socio-
economic disadvantage correlate positively with travel time,
indicating that the most disadvantaged tracts tend to be the least
accessible. The visual overlap between the low-income map (cen-
tre) and the red eastern periphery of the accessibility map reflects
these findings for this specific indicator. The two negative indi-
cators, female- and elderly-headed households, instead reflect
their concentration in the central, better-served neighbourhoods.
Crucially, once we exclude the correlation with the distance to
the city centre, the values of the Spearman coefficients, which
are now called partial Spearman coefficients, collapse towards zero
from both directions, showing that most of the measured inequal-
ity is actually geographic: disadvantaged groups are penalised
mainly because they live far from the centre. Residuals with
the same directions persist across all indicators, suggesting a
genuine, if modest, accessibility penalty beyond mere location.

The full report will expand on these preliminary analyses by
extensively examining correlations between accessibility and all
socio-economic indicators, computing inequality and segrega-
tion measures, and comparing the results across the original and
recreated GTFS schedules. A comprehensive discussion of the
full results will yield an exhaustive view on the service quality
and how evenly this quality is distributed across socio-economic
and geographic population segments.
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1. INTRODUCTION

SDG indicator 11.2.1 measures the share of the population with
convenient access to public transport. Its stop-proximity com-
ponent commonly uses a 500 m network-walking threshold for
low-capacity public-transport stops [1]. Two equity questions
remain: does reaching a nearby stop provide satisfactory ac-
cess to essential destinations, and is the service specified in the
timetable actually delivered?

We study Niterói (metropolitan Rio de Janeiro; 481,749 inhab-
itants, 52 neighbourhoods and 1,274 census tracts). We compare
the service scheduled in GTFS—which specifies planned stops,
routes and timetables—with bus passages observed in GPS data.
We combine these measures with a study-specific socio-spatial
vulnerability index and network travel times to essential ser-
vices to identify priority neighbourhoods. Our central finding is
that inequalities in stop proximity and destination travel times
are substantially larger than the gap between schedule-based
and GPS-observed coverage. Service regularity and upper-tail
waiting times remain to be assessed.

2. DATA AND METHODS

We use the NetMob 2026 Niterói dataset [2]: bus GPS teleme-
try, smart-card ticketing (6.79 M retained transactions, March
2026), and two operator GTFS feeds (TransNit, TransOceânico),
with the 2022 IBGE census [3], the OpenStreetMap walk net-
work, and municipal facility layers. All spatial layers were repro-
jected to SIRGAS 2000 / UTM zone 23S (EPSG:31983). The GTFS
files from the two operators were combined to cover the com-
plete network, and mismatched identifiers between sources were
reconciled using explicit crosswalks, after a data-quality audit
(decimal-format, time-zone and identifier issues). Favela/FCU
membership was taken directly from the official IBGE delimi-
tation (the Favelas e Comunidades Urbanas layer) as a binary per-
tract flag; hereafter “favela/FCU” denotes tracts in this official
category and “non-favela” the rest. We constructed a study-
specific vulnerability index as the equal-weighted mean of seven
standardised components, all oriented so that higher values indi-
cate less favourable conditions—favela/FCU membership, illiter-
acy, household-infrastructure deficits, female- and Black/Brown-
headed household shares, density, and inverted walkability—all
kept after a collinearity check (|r| < 0.8). Smart-card data were
used only to characterise overall demand volume. Because ve-
hicle identifiers could not be matched between the smart-card
and GPS datasets, transactions could not be assigned reliably
to individual stops and therefore do not enter the coverage or
accessibility indicators.

Stop proximity was measured as the share of residents able
to reach a served stop within 300, 500 or 800 m along the pedes-
trian network, within the Niterói boundary. The 500 m threshold
is the UN-Habitat reference distance for low-capacity public-
transport stops [1]. Population was allocated uniformly to a

50 m grid within each census tract, with Euclidean distance used
as a fallback for 6.3% of grid points. Stop-proximity coverage
(Fig. 1) counted stops with at least one scheduled passage. Sepa-
rately, planned and GPS-map-matched service were compared
symmetrically at a ≤ 30 min mean-headway threshold, by stop,
day-type and time band. An exploratory bivariate Local Indi-
cators of Spatial Association (LISA) analysis identified tracts
combining high vulnerability and high access deficit [4]. Service
accessibility was measured as the median scheduled travel time
combining walking and bus travel from each tract’s geometric
centroid to the nearest facility in each of four categories: hospital,
health unit, school and university. Computed with r5py [5] for
departures between 07:00 and 08:00 on 18 March 2026, this mea-
sure includes walking, scheduled waiting before the first bus,
in-vehicle time and transfers. Finally, to synthesise these dimen-
sions, we constructed a study-specific composite equity index.
It is the equal-weighted mean of four standardised components
oriented in the same adverse direction: coverage, effective fre-
quency, service access and vulnerability. A weight-sensitivity
analysis assessed the influence of the aggregation weights.

3. PRELIMINARY RESULTS

The results highlight four complementary dimensions of access
equity: stop proximity, travel time to essential services, the gap
between schedule-based and GPS-observed coverage, and the
spatial concentration of disadvantage.

Stop proximity: a last-mile gap. City-wide, 83.9% of residents
reach a stop within 500 m, but favela/FCU residents trail by 11.0
points (74.8% vs. 85.8%). The gap rises to 25.6 points at 300 m—just
over half the favela/FCU population then lacks a stop within
the stricter 300 m threshold—and closes to 1.8 points at 800 m
(Fig. 1).

Destination access: unequal travel times. Beyond proximity,
network travel time to essential services is longer from favelas
for three of four services (Table 1): about +2 min to a hospital,
+3 min to a health unit, and +6 min (+26%) to a university (29 vs.
23 min), while school access is equal. In Várzea das Moças, the
median time to the nearest university reaches 102 minutes.

Scheduled and observed coverage: a small gap. Under the same
30-minute mean-headway threshold, GPS-observed coverage
was only 0.7 percentage points below schedule-based coverage
city-wide. The corresponding gap was approximately 1.1 points
in favela/FCU tracts and 0.5 points elsewhere. This threshold-
based comparison does not capture frequency deterioration that
remains within the 30-minute threshold, punctuality, or upper-
tail waiting times. Within the scope of this indicator, however,
the gap between scheduled and observed service is approxi-
mately one order of magnitude smaller than the stop-proximity
gap.

Spatial concentration: localised disadvantage. Access is strongly
spatially clustered (global Moran’s I = 0.61). Because 1,274
local tests were run simultaneously, we applied the Benjamini–
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Fig. 1. Stop-proximity component of SDG 11.2.1 (stops with
≥ 1 scheduled passage) by walking threshold, for favela/FCU
(dashed, circles) and non-favela (solid, squares) populations.
The gap widens at short distances and closes at 800 m—the
last-mile inequality. Curves are distinguished by line style and
marker, not colour alone.

Table 1. Unweighted tract-level median scheduled travel times
combining walking and bus travel to the nearest essential ser-
vice (minutes), by residential group

Service Favela/FCU Non-favela

Hospital 16 14

Health unit (UBS) 20 17

School 6 6

University 29 23

Hochberg false-discovery-rate correction [6] to limit the expected
share of false positives: 59 High-High tracts (combining high
vulnerability and high access deficit) remained significant, com-
pared with 85 at an unadjusted directed permutation pseudo-
p < 0.05. The LISA-based and composite-index rankings par-
tially overlap: Várzea das Moças, Muriqui and Jacaré appear
among the top five neighbourhoods under both rankings. Sapê
ranks first under the LISA-based ranking and sixth under the
composite index (Fig. 2). Formal aggregation of the two rankings
is left to the full report.

4. DISCUSSION AND CONCLUSION

Among the dimensions measured here, proximity and destina-
tion access show substantially larger inequalities than the gap
between schedule-based and GPS-observed coverage: vulnera-
ble neighbourhoods have poorer stop proximity (the last mile)
and longer network travel times to hospitals and universities.
Where service is spatially available, planned coverage is largely
delivered, so the results point first to fine-grained redistribu-
tion (stop densification, feeder services, pedestrian access) in
the identified neighbourhoods. Reliability interventions or new
trunk capacity require further study.

Limits: the effective-service comparison rests on a 19-day
GPS window; disjoint vehicle identifiers preclude individual-

Vulnerability →
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w 
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ce
ss

 →

LISA High-High cluster (p<0.05)
Labeled priority neighborhood

Fig. 2. Bivariate map of socio-spatial vulnerability and bus-
stop access (500 m). High-High denotes tracts combining high
vulnerability and high access deficit; the map displays 85 tracts
at an unadjusted directed permutation pseudo-p < 0.05, of
which 59 remain after Benjamini–Hochberg FDR correction
across all 1,274 local tests. Stars mark selected illustrative high-
ranked neighbourhoods; the labels are non-exhaustive. Cate-
gories are shown by pattern and label, not colour alone.

trip demand reconstruction; most health-unit locations (9 of 11)
rely on neighbourhood-centroid proxies; and OpenStreetMap
pedestrian-network completeness may differ between formal
and informal areas, which could affect the last-mile gap. Travel
times computed with r5py already include scheduled waiting
before the first bus and scheduled transfer waiting; future work
will derive route- and destination-specific GPS headway distri-
butions and implied upper-tail waiting times, refine the LISA
(two-sided, more permutations), and test the hypothesised north–
south gradient. The reusable pipeline is transferable to other
statistical offices—here, to Abidjan (2021 census, SOTRA net-
work).
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Urban Mobility and Demand Dynamics: A Telemetry and
Ticketing Baseline for Niterói’s Bus Network
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1. INTRODUCTION AND MOTIVATION

The public transportation networks of rapidly expanding ur-
ban centers confronts a complex task in balancing operational
efficiency with dynamic commuter needs, which in face of it
data-driven approaches providing multi-perspective datasets
offer critical insights into the city’s systemic demand.

In this work, we utilize the NetMob 2026 Data Challenge
dataset for the city of Niterói in Brazil, to investigate the struc-
tural dynamics of the municipal bus network. Specifically, our
research framework is driven by three interconnected urban
mobility objectives:

1. Urban Movement Patterns: To determine whether passen-
ger boarding logs trace periodic, routine, and predictable
movement patterns across distinct urban zones in Niterói.

2. Operational Anomalies: To analyze vehicle trajectory pro-
files via GPS telemetry and detect both scheduled and un-
scheduled stops, besides possible bottlenecks.

3. Predictive Modeling: To develop and evaluate a supervised
learning framework capable of predicting continuous bus
trip durations.

2. DATASET AND PREPROCESSING

Our analytical framework relies on the parsing and synchroniza-
tion of two primary data repositories provided by the NetMob
2026 Data Challenge: the mobility telemetry streams and the
smart card electronic ticketing registers.

A. Mobility Telemetry and Network Mapping

The vehicle tracking dataset consists of high-frequency GPS ping
sequences aggregated from multiple CSV source files. To con-
struct a consistent timeline, raw string timestamps are cast into
standardized datetime instances, enabling the easy extraction
of trip informations like calendar day, operational hour, and pre-
cise temporal indices, while spatial validation is performed by
enforcing a geometric boundary matrix restricting geographical
data points to Niterói’s municipal limits.

B. Ticketing Validation and Identity Cross-Matching

The passenger boarding dataset captures individual transaction
events categorized by four discrete structural day periods (21:00–
02:00, 03:00–08:00, 09:00–14:00, and 15:00–20:00). To bridge indi-
vidual passenger demand with the vehicles routes, we evaluate
the cross-table entity overlap between the transaction logs and
mobility traces. In that process, an identity mismatch anomaly
was identified during the vehicle registration process: checking
raw identifier indices reveals distinct overlap limits between
unique vehicle numbers (vehicle_number ∩ id). Furthermore,
we also found that route descriptions contained parsing discrep-
ancies due to inconsistent string formatting and fractional suffix
definitions between the tables(e.g., trailing decimal structures),
problem which we solved by executing a regular expression
normalization function to remove the aforementioned irrelevant
fractional parts.

3. METHODOLOGY

A. Spatiotemporal Demand Profiling and Geometry Mapping

To characterize routine commuter patterns (Objective 1), we iso-
lated the shared intersection of validated routes, Rcommon =
Lmobility ∩ Rticket. Electronic boarding logs are aggregated into a
line-by-period matrix to isolate localized spatial configurations.
To map this transaction index onto physical transit infrastructure,
the aggregated volume for each 5-hour period is joined to the
corresponding route’s mobility coordinates. Crucially, this join
associates the period’s cumulative demand with the entire physi-
cal route layout to enable a geographic rasterization. To mitigate
telemetry noise, the captured coordinates are rounded to a fixed
decimal threshold, establishing a uniform spatial coordinate ras-
terization layer with an approximate topological resolution of
≈ 11 meters, while the coordinates lacking active transaction
pairs are dynamically truncated prior to network plotting.

Fig. 1. Geographical rasterization (≈ 11 m resolution) of ticket
volume variations across Niterói’s public bus network during
the mid-day period (09:00–14:00 hours).

B. Operational Stop Validation and Spatial Anomalies

The extraction model isolates recurring vehicle dwell events
across Niterói’s public transport network. To define a valid
dwell event, one is triggered when the spatial displacement be-
tween sequential records remains within a decimal threshold of
10−5 degrees (≈ 1.1 meters) for a continuous duration of at least
3 consecutive GPS pings (∆t ≥ 30 s on average). Although using
only 2 consecutive GPS pings would substantially increase the
number of detected events, accounting for approximately 76%
of all detected stops, this criterion was not adopted due to the
high probability of false detections arising from GPS positioning
errors. The chosen spatial-temporal constraint mathematically
implies a velocity threshold of v ≤ 0.04 m/s (≈ 0.13 km/h), ef-
fectively filtering out minor pauses and transient positioning in-
accuracies. As illustrated in Fig. 2, the duration of detected stops
exhibits high spatial variance. Moreover, the detected dwell
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events were compared with relevant OpenStreetMap (OSM) fea-
tures along the bus routes in Niterói, including Traffic Signals,
Bus Stops, Signalized Crossings, Bus Stations, Public Transport
Stations, Crossings, and Roundabouts. This analysis aimed to
assess the spatial relationship between detected dwell events
and nearby transportation-related infrastructure. Furthermore,
the consistency and distribution patterns of the detected dwell
events across different days of the week were analyzed.

Fig. 2. Spatial distribution and duration (seconds) of algorith-
mically detected public transit vehicle dwell events.

C. Continuous Trip Segmentation and Predictive Modeling
To construct the predictive framework (Objective 3), telemetry
streams are processed sequentially to partition continuous track-
ing data into individual, distinct operational trips. Because the
dataset’s tripId actually represents a persistent route itinerary
rather than an isolated run, a custom multi-criteria segmentation
algorithm is applied. A new trip segment initiation is triggered
whenever a change is detected in: (i) the vehicle registration
identifier (id), or (ii) the active headsign. Outliers are filtered us-
ing an Interquartile Range (IQR) mask bounding trip durations
between 3.5 and 107.24 minutes. The resulting trips exhibited an
average duration of 46.9 minutes and a median duration of 44.8
minutes.

For feature engineering, temporal attributes including start
hour, start minute, and weekday (ranging from 0 to 6) were incor-
porated. In addition, the vehicle’s direction and headsign were
included as categorical features. The headsign variable was nu-
merically encoded by assigning a unique integer identifier to
each distinct headsign. Finally, the geodesic distance between
the geographic coordinates of the trip’s starting and ending
points was included as a feature. This measure represents the
shortest distance along the Earth’s surface between the two co-
ordinates, independently of the actual road network or route
followed by the vehicle. The processed feature matrix X is split
(train=80%; test=20%) to train and benchmark three regression
architectures: Linear Regression, Random Forest Regressor, and
eXtreme Gradient Boosting (XGBoost).

4. RESULTS AND DISCUSSION

The spatial integration of smart card transactions onto vehicle
telemetry layers reveals clear operational structures and demand
variations. As shown in Fig. 1, midday demand (09:00–14:00)
exhibits extreme monocentric polarization, where a high-volume
nucleus exceeding 140, 000 transactions converges tightly around

the central terminal zone. Beyond this commercial core, the net-
work displays a steep demand gradient; radial arterial corridors
branching north and south maintain stable, moderate passen-
ger volumes (60, 000–100, 000 tickets), while peripheral feeder
lines drop off significantly. This clear segmentation confirms
that electronic ticketing data captures highly routine, structured
displacement flows rather than stochastic passenger movements.

It was also made clear that the demand structure directly in-
fluences the vehicle dwell events mapped in Fig. 2. The analysis
revealed substantial spatial and temporal variation in vehicle
dwell events. Expected dwell times of 30–120 seconds were con-
centrated in central areas, whereas isolated delays exceeding
600 seconds occurred along major highways and peripheral junc-
tions, indicating potential traffic bottlenecks. A strong spatial cor-
respondence with OSM infrastructure was also observed: 64.28%
of dwell events were within 50 m of at least one OSM-tagged
feature, while 99% of the OSM points had a nearby dwell event.
Temporally, weekdays recorded approximately 60,000–75,000
events, nearly twice the 30,000–35,000 observed on weekends,
with counts increasing from Sunday to Wednesday, remaining
stable through Friday, and decreasing toward Sunday. This pat-
tern is consistent with the higher operational activity associated
with weekday transit demand and further demonstrates that the
detected dwell events capture meaningful spatial and temporal
variations in bus operations.

Finally, the supervised learning framework demonstrated
strong performance in predicting transit trip durations. The
baseline Linear Regression model achieved a Mean Absolute Er-
ror (MAE) of 11.65 minutes, a Root Mean Squared Error (RMSE)
of 14.71 minutes, and a coefficient of determination (R2) of 0.45.
The ensemble-based models substantially improved predictive
performance, indicating their ability to capture the non-linear
relationships and complex spatiotemporal interactions underly-
ing transit travel times. The Random Forest Regressor reduced
the MAE to 5.23 minutes and the RMSE to 8.06 minutes, while
achieving an R2 of 0.835. XGBoost yielded the best overall re-
sults, with an MAE of 5.22 minutes, an RMSE of 7.90 minutes,
and an R2 of 0.84. Overall, these results indicate that integrating
route-related characteristics with temporal features can substan-
tially improve the prediction of transit trip durations, providing
a promising foundation for applications such as real-time fleet
management, operational planning, and passenger travel-time
estimation.

5. CONCLUSION AND FUTURE WORK

This work established a robust data fusion and predictive frame-
work by synchronizing heterogeneous passenger boarding trans-
actions with high-frequency GPS telemetry across Niterói’s bus
network. Our spatial analyses successfully mapped highly mono-
centric demand structures (Objective 1) and isolated critical road-
way friction points by parameterizing structural dwell events
(Objective 2).

Addressing the core predictive task (Objective 3), we devel-
oped a multi-criteria trip segmentation algorithm to overcome
the temporal inconsistencies associated with the native itinerary
indices. By integrating these engineered temporal, directional,
and route-specific features into supervised learning models, we
achieved highly precise travel duration forecasts.

Future developments may focus on deploying these trained
architectures within dynamic, real-time prediction pipelines to
feed passenger-facing arrival systems. Additionally, we aim to
incorporate external environmental streams, such as real-time
weather logs and sudden road event notifications, to enhance
model robustness against unpredicted roadway disruptions.
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1. INTRODUCTION

Bus bunching refers to the tendency of buses that should be
evenly spaced to arrive in tight clusters separated by long gaps,
and it is a familiar failure mode of high-frequency transit, driven
by an unstable feedback in which a late vehicle meets more
waiting passengers, dwells longer, and falls further behind [1,
2]. Because mean waiting time grows with the variability of
headways rather than the average headway alone [3], a route can
dispatch its scheduled number of buses per hour and still leave
passengers waiting far longer than the timetable implies. These
costs are not borne equally: unpredictable service compounds
disadvantage for the transit-dependent riders least able to absorb
it, and perceived waiting time is worse for women in unsafe
settings, older passengers, and stops lacking basic amenities
[4–6]. Identifying where bunching concentrates is, in this sense,
also a way of asking who pays for it. Prior work has identified
bunching’s principal drivers and a range of metrics to quantify it
[4, 7], yet most services still get little or no real-time control [4].

The NetMob26 Data Challenge dataset, which includes GPS
telemetry every 15-30 seconds paired with 7.2 million March 2026
ticketing transactions, route geometries, and socio-demographic
layers for Niterói, Brazil [8], allows us to study this directly.
Here, we reconstruct headways from the GPS traces with our
own matching pipeline and compute four reliability metrics
from them. We identify hotspots of access burden, and try to
link burden to socioeconomic context.

2. METHODOLOGY

A. Matching and headway calculation

We calculate scheduled and observed bus headways using GTFS
timetable and mobility data, using our own pipeline (via the
Python package rt2gtfs[9]) to match real-time vehicle positions
to scheduled GTFS trips and the nearest stops along each route,
after which we estimated the actual arrival time at each stop. For
each route-direction pair, we identify each trip’s previous trip
and take the headway as the time between them at each shared
stop. The first trip of the service day is excluded for lack of a
predecessor. This ran separately for every date in March 2026
with available mobility data, over both the original scheduled
GTFS and a corrected GTFS.

To answer the questions of where the network is bunched
and who it affects most, we require measures of both how badly
service deviates from plan and what it costs passengers. We
calculate a series of metrics by groups defined by route, direc-
tion, stop, and day type (weekday / Saturday / Sunday), with a
minimum-sample threshold (typically n ≥ 30 pairs, n ≥ 300 ob-
servations for the predictability estimator) below which a group
is marked low-confidence and excluded from reported figures.
Groups are further stratified by scheduled frequency band (≤ 10,
10–20, 20–40, > 40 minute mean scheduled headway) where the
metric’s interpretation depends on it.

B. Metric definitions

Within a given route/direction/stop/day-type group, i indexes
matched pairs of an observed trip and its immediately preceding
trip. We then calculate the scheduled headway Si and observed
headway Oi as the time differences between them.

Bunched share refers to the share of pairs with Oi < 0.25 ·
Si (severe, p25) and, separately, Oi < 0.50 · Si (moderate, p50),
reported side by side as a consistency check.

Headway adherence measures the spread of how far each
bus’s actual headway deviates from its scheduled headway. Let
Di = Oi − Si, the trip-level deviation from the group’s own plan.
The metric itself, SD({Di}), is how consistently that deviation
holds across the trips in the group.

Coefficient of variation (CV+) measures whether running is
more irregular than the timetable, independent of a route’s own
average headway. Let CVsched = SD(S)/mean(S) and CVobs =
SD(O)/mean(O), each computed over every headway of that
type in the group. The metric itself is CV+ = CVobs −CVsched,
unitless and scale-free.

Excess Waiting Time measures the passenger cost of headway
irregularity in minutes of waiting, rather than in the headway
units the preceding metrics use. The Osuna–Newell approxima-
tion [3]

AWT =
E[H2]

2 · E[H]
(1)

gives a random passenger’s expected wait, where H is a head-
way and E[·] averages over all headways in the group. Ap-
plied to the group’s scheduled and observed headways in turn,
EWT = AWT(observed) − AWT(scheduled) gives the extra
passenger-minutes attributable to running not matching plan. Be-
cause AWT depends on headway spread, not just the mean, EWT
is positive whenever running is more variable than planned,
even on an apparently punctual route.

3. RESULTS

Figure 1 depicts all four metrics described above divided by
scheduled frequency band.

Bunched share is the clearest result: of 1.08 million matched
pairs, 3.64% were severely bunched (p25) and 8.96% moderately
(p50). It is the only metric falling monotonically with frequency,
from 14.4% moderately bunched on ≤10 min routes to zero on
>40 min routes, since a headway must already be short for a
further short gap to register. Both thresholds pick out the same
stops (Fig. 2), concentrated along corridors rather than scattered.

Adherence has a median of 7.14 min against a raw observed
SD of 8.54 min, and peaks mid-range (20–40 min) rather than
varying monotonically. Seven minutes is a large fraction of most
scheduled headways here, so the timetable is a weak guide to the
gap a passenger will face. In 8.8% of groups adherence exceeds
raw spread: there the plan itself is unachievable, and retiming
rather than real-time control is the remedy.
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Fig. 1. Bunched share, headway adherence, added variability (CV+), and Excess Waiting Time, each by scheduled frequency band.
Bars show the group-median of the two distributions named in the legend; the red annotation on the third and fourth panels is
the median of each group’s own gap (observed minus scheduled), not the bar-height difference – medians do not subtract cleanly.
Group counts (n) differ between panels because each metric applies its own minimum-sample threshold independently.

Fig. 2. Severe (p25) and moderate (p50) bunched share, per
physical stop, weekday only. The two thresholds agree almost
perfectly on which stops are worst (r = 0.906, n = 967 stops),
and high-bunching stops cluster spatially rather than appear-
ing at random.

CV+ has a network median of +0.175, positive in 77.6% of
groups, and is likewise non-monotonic: largest on 20–40 min
(+0.23) and ≤10 min routes (+0.21). Since CV is scale-free, this
adds about a sixth of the mean headway to gap-to-gap variation
– under two minutes on a ten-minute route, over five on a thirty-
minute one – and most of it is generated in operation rather than
inherited from the timetable.

EWT has a network median of 1.98 min across 1.83 million
pairs. The excess is smallest at 10–20 min (+0.2), rises to +2.9 at
20–40 min, then falls to +1.6 at >40 min; 28.6% of groups sit at or
below zero, chiefly low-frequency ones where few observations
ran smoother than plan.

Taken together, where bunching is most visible is not where it
costs most. Clustering concentrates on the most frequent routes,
but there a shortened gap costs a passenger little: the ≤10 min
band has the highest bunched share and among the lowest excess
wait. The largest penalties fall instead on the 20–40 min band,
which bunches least yet leads on both added variability and
excess waiting time. Bunching alone would therefore direct
attention to the wrong part of the network.

To test whether reliability disadvantages are concentrated
among lower-income users travelling toward the city centre, we
stratified route-stop observations by scheduled frequency and
inferred service direction. Correlations between local income
and reliability burden are generally weak (Fig. 3), suggesting no
strong system-wide income gradient in excess waiting time. The
main exception is the least frequent CBD-bound services, where
the negative correlation indicates higher burden around lower-
income stops, although this group contains fewer observations
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EWT = observed average waiting time minus scheduled average waiting time.

Fig. 3. Income-reliability correlations by service direction and
scheduled frequency band. Each cell shows the Spearman
correlation between local census income and weekday excess
waiting time or reliability burden for route-stop groups, split
between CBD-bound and other services.

and should be interpreted cautiously. Overall, the results point
to localised and frequency-specific reliability inequalities rather
than a uniform network-wide pattern.
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1. INTRODUCTION

Buses on a loop can be treated as self-oscillators with discrete,
local, unidirectional coupling specific to the bus ahead, and
that model produces critical coupling thresholds [1]. City-scale
telemetry poses a harder identification problem. Fleets are small
and change membership from hour to hour, motion is nonuni-
form, and real routes are open rather than closed. A rising
circular order parameter is therefore a candidate measurement
of bunching, not by itself evidence that the fleet obeys mean-field
Kuramoto dynamics.

The NetMob26 record [4] covers 11–31 March 2026: 13,850,467
GPS fixes from 527 hardware IDs and 6,790,681 tickets from 556
operator vehicle numbers. The two identifier sets do not overlap
and no crosswalk exists, so a ticket cannot be assigned to a
specific GPS bus. We join the sources by normalized route and
local hour alone. Twenty routes and 40 directions give 11,641 line-
direction-date-hour cells, of which 10,135 are eligible. Boardings
per active bus, λ = Bℓt/Nℓdt, divides route-hour demand by an
endogenous supply; it is a realized load proxy, not exogenous
demand and not a vehicle-level load.

2. FLEET SIZE AND OPEN GEOMETRY

For route position s and route length L the conventional phase is
ϕarc = 2πs/L, and for N active buses

r1 =

⃓⃓
⃓⃓
⃓⃓

1
N

N

∑
j=1

eiϕj

⃓⃓
⃓⃓
⃓⃓ , rexc =

r1 − µN
1− µN

, (1)

where µN is the same-N null mean. Under independent uniform
phases Nr1 is the endpoint length of an N-step planar random
walk, and Kluyver’s exact distribution gives E[r2

1] = 1/N, while
E[r1] ≃ 0.8862/

√
N holds only asymptotically [3]. The median

cell contains N = 6 buses and the lower quartile 4, so an uncor-
rected r1 compared across cells largely reports fleet size. In Fig. 1
the observed medians track the same-N null closely enough that
only the vertical offset from it carries information.

Arc phase also periodicizes an open coordinate. The two
ends of a route are far apart on the ground but land at nearly
the same phase, so concentration at the boundary lifts r1 with
no dynamical phase locking. Travel-time phase corrects unequal
typical speed but leaves terminal occupancy in place.

3. LOAD RESPONSE AFTER CORRECTION

The simulated same-N null reproduces the exact distribution.
We repeated the analysis with PPC = (Nr2

1 − 1)/(N − 1), a
pairwise estimator with lower sample-size bias [2], under five
normalizations, both phase definitions and four null models;
seven executable phase-null specifications yield 35 estimator-
specification contrasts.

Fleet size shows why the estimand must be stated. Raw arc-
phase r1 is +0.045 higher at weekends while mean N falls from
7.99 to 4.47, and exact matching within N leaves +0.014. Under
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Fig. 1. Raw order has a fleet-size-dependent baseline. Ob-
served medians must be read against the same-N null rather
than compared directly across N.

the arc-uniform correction the marginal excess-order contrast
is −0.068, against +0.012 when matched exactly on N. The
marginal number carries the weekend supply pathway through
N; the matched number asks about day type at fixed fleet size.
Neither is a causal weekend effect.

Corrected order rises with the load proxy in a random-
intercept model with line-direction effects and operational con-
trols (standardized coefficient 0.04256, p < 10−15). On the same
fixed-effect frame the piecewise, linear and sigmoid AIC values
are 10308.21, 10334.61 and 10396.36, and the piecewise slope
change sits at λc = 135.74 boardings per active bus (Fig. 2).

The transition diagnostics do not support a stronger read-
ing. Susceptibility has no interior peak, and the free-exponent
collapse r = N−bF((λ− λc)Na) is start sensitive and reaches
optimizer boundaries for whole-route and interior fits alike, so
we report its exponents as not identified. That failure does not
rule out a transition here, but it blocks any reading of λc as a
critical point.
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Fig. 2. Adjusted corrected order changes slope near 136 board-
ings per active bus. The fitted scale is descriptive and is not a
demonstrated critical threshold.

89



Abstract 2

0.0 0.2 0.4 0.6 0.8 1.0
position along route s/L

0

2000

4000

6000

8000

10000
ac

tiv
e 

bu
s-

ho
ur

s

51.4% within outer deciles

Fig. 3. After layover exclusion, 51.37% of representative active
bus-hours remain in the outer route deciles.

4. WHERE THE BUSES ACTUALLY ARE

After layover exclusion, 27.19% of active bus-hours lie within
2% of a route end and a further 24.18% between 2% and 10%,
so 51.37% of the representative sample sits in the outer deciles
(Fig. 3). Median matching residuals are comparable across termi-
nal, near-terminal and interior zones, which rules out projection
error as the source of the pile-up.

Recomputing N and the order parameter separately inside
each zone reverses the picture (Fig. 4): mean rexc is 0.9974 at
terminals and 0.9186 near them, against −0.1887 in the 10–90%
interior and 0.1574 whole route. The terminal value records
concentration in the circular coordinate. The negative interior
value means spacing more even than the specified same-N null,
consistent with a splay-like state but not proof that dispatch
control succeeds.

The load association splits the same way (Fig. 5). Whole route,
the standardized coefficient in a line-direction fixed-effect model
is 0.03758 (95% CI [0.01097, 0.06420], p = 0.00565); in the interior
it is 0.00111 ([−0.02460, 0.02683], p = 0.9325), and no zone shows
a detected within-zone coefficient. Adding terminal fraction to
the whole-route model cuts the coefficient to 0.02106, an attenua-
tion of 44%. Spatial restriction changes both the estimand and
the within-zone N, so this is substantial attenuation rather than
complete mediation.
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Fig. 4. Corrected order reverses sign between terminal and
interior zones once fleet size and order are recomputed sepa-
rately within each zone.

5. ROBUSTNESS AND LIMITS

GPS points are projected onto continuous route polylines whose
members are globally ordered and oriented before arc position is
computed. Each bus-hour is represented by the eligible fix near-
est HH:30; we drop representations more than 20 minutes from
the midpoint or with median route-matching residual above 150

−0.02 0.00 0.02 0.04 0.06
load effect on rexc

interior

near terminal

terminal

whole route

Fig. 5. The whole-route load association is detected, but the
corresponding within-zone coefficients are not. Intervals are
clustered 95% confidence intervals.

m, and remove terminal layovers by a rule on duration, bound-
ary mass and motion span. These choices define cell membership
and none of them filters on order.

The spatial result does not hinge on one cutoff. Trimming 2%
from both ends moves mean arc-phase rexc from 0.155 to −0.120,
and 5% trimming gives −0.223. Heavier trimming deletes gen-
uine route and drives the median within-cell fleet down to three,
so each cutoff defines its own estimand.

Finite-N correction is necessary and not sufficient, since cor-
rected order stays conditional on the phase coordinate, the oc-
cupancy null and the zone. The opposite signs of terminal and
interior order, the absence of a detected within-zone load associ-
ation, and the 44% attenuation under terminal-fraction control
together make whole-route coherence largely a spatial mixture,
though they do not show that terminals cause every residual
association.

The remaining limits are structural. Tickets and GPS cannot
be linked at vehicle level, so λ is a route-hour ratio with an
endogenous denominator; midpoint positions compress within-
hour trajectories; null models cannot reproduce every directed
interaction or dispatch decision; and zone restriction changes
occupancy and fleet size at once. The record covers 19 days in
one city, so the magnitude of the terminal concentration needs
replication elsewhere.

6. CONCLUSION

A conventional circular order parameter makes this fleet look
Kuramoto-like, but the appearance depends on fleet size and
on periodicizing an open coordinate. After same-N correction
a positive load association and a descriptive crossover near 136
boardings per active bus survive, while susceptibility and col-
lapse diagnostics identify no critical point and about half of
whole-route coherence is spatial composition. The supported
conclusion is crossover, not demonstrated criticality.
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1. INTRODUCTION

Recent advances in artificial intelligence (AI), machine learn-
ing (ML), and large language models (LLM) have created new
opportunities for developing intelligent transportation systems
capable of not only predicting mobility patterns but also gener-
ating explainable and actionable insights [1, 2]. While existing
studies have focused on mobility prediction, traffic forecasting,
and route optimization, relatively little attention has been given
to the integration of multimodal urban datasets with foundation
models to provide explainable decision support for transporta-
tion planning [3]. In particular, the combination of mobility data,
ticketing data, and social infrastructure information remains an
underexplored area within urban mobility research. In this work,
we propose a lightweight AI framework that generates context-
aware, grounded explanations and decision-support insights for
urban transportation planning in the city of Niterói.

2. BACKGROUND

Earlier work in urban mobility research has demonstrated the
value of integrating heterogeneous data sources, including GPS
trajectories, smart-card transactions, GTFS data, mobile phone
records, weather information, and urban infrastructure, to gain
a deeper understanding of the urban transportation systems
[4]. Prior studies have applied ML and deep learning (DL) tech-
niques for passenger demand forecasting [5–7], travel time pre-
diction, bus bunching detection [8], anomaly detection, traffic
flow estimation, and mobility pattern analysis, while more re-
cent work has explored foundation models, LLMs, and retrieval-
augmented generation (RAG) for transportation intelligence and
urban decision support [1–3]. The emergence of urban founda-
tion models and small language models (SLM) provides new
opportunities to combine predictive analytics with natural lan-
guage reasoning, enabling more explainable and interactive mo-
bility analysis [9]. Building upon these developments and lever-
aging the NetMob26 multimodal dataset [10], this work proposes
a simplified framework that integrates mobility, ticketing, and
social data, employs a time-series transformer for route-level
passenger demand forecasting, and utilizes RAG with the IBM
Granite SLM [11] to provide insight for urban mobility planning.

3. DATA INTEGRATION AND EXPLORATION

The Ticket, Mobility, and Social datasets are merged into a uni-
fied analytical representation. Spatial integration associates
transportation routes with nearby social infrastructure, while
temporal integration aligns events based on common temporal
intervals, such as route by hour or route by day combinations.
The integrated data is then passed to the data preparation Layer,
which consists of data preprocessing and feature engineering.

Mobility and ticketing records were integrated using shared
route identifiers and aggregated into hourly intervals. The ex-

ploratory data analysis focused on smart-card categories defined
in the NetMob26 dataset, enabling passenger counts to be com-
puted for each card type at every hourly interval. Figure 1 illus-
trates the ridership based on the smart-card type.

Fig. 1. Smart Card Ridership

To better identify the mobility patterns of smaller subsets of
the transporting community, the card types were separated, and
the student free-pass category was analyzed as a proof of con-
cept. From the analysis, it was discovered that certain routes are
more skewed towards student passes, meaning that these routes
saw the most student activity compared to others, showcasing
student dependence that simply observing total ridership alone
would not reveal. This analysis demonstrates how multimodal
integration can reveal route-specific travel behavior that is not
observable from total ridership alone. We also take note that the
time frame that students in particular spike, which are around
6:00 AM and 12:00 PM, accounting for the BRT (UTC-3) timezone,
which helps to focus in on where demand is happening.

4. METHODOLOGY

The proposed methodology integrates multimodal urban data
with ML models, and implements RAG, SLM to generate data-
driven grounded explanations and planning insights. The core
research goal is to combine spatio-temporal prediction with con-
textual mobility data for more accurate, interpretable intelligence
rather than approaches based on isolated data sources or predic-
tion models.

A. Feature Engineering

Feature engineering generated meaningful variables that char-
acterize the transportation system, such as the number of active
buses, trips, passenger counts, transfer rates, passenger-to-bus
ratios, peak-hour indicators, scheduled travel time, service fre-
quency, route length, number of stops, and social accessibility
measures. The output of this stage is a high-quality feature
dataset suitable for machine learning analysis.
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Abstract 2

B. System Architecture
Figure 2 represents the pipeline of the system architecture. The
ML Model layer uses a time series Transformer for passenger-
demand forecasting and a classification model for predicting
service-frequency levels. The Knowledge Base integrates trans-
portation data, model outputs, and contextual information for
retrieval. The RAG Component retrieves relevant evidence
from the knowledge base, enabling IBM Granite to generate
grounded explanations and planning insights. Finally, the Dash-

Fig. 2. System Architecture

board presents forecasts, classifications, and AI-generated in-
sights through interactive visualizations and natural language
queries, helping planners identify mobility patterns, accessibility
gaps, and transit disparities.

5. RESULTS

The experiments demonstrate the feasibility of multimodal tran-
sit data for route-level mobility intelligence. As shown in Figure
3, the Time Series Transformer captured passenger-demand pat-
terns with an MAE of 39.93 passengers, while quantile forecasts
represented prediction uncertainty. As shown in Table 1, for

Fig. 3. Passenger Demand Forecasting

service-frequency classification, XGBoost achieved the highest
recall for the high-frequency class 0.891, for service-frequency
classification, outperforming Random Forest (0.850) and the neu-
ral network (0.857). Exploratory analysis further revealed route-
specific passenger patterns, including disproportionately high
student-pass activity on certain routes, demonstrating the value
of multimodal integration. The forecasts and classifications are
integrated into the knowledge base and retrieved through RAG-
enabled IBM Granite for explainable mobility insights as shown
in Figure 4, while multimodal integration reveals route-specific
patterns beyond aggregated ridership.

6. CONCLUSION AND FUTURE WORK

Preliminary results show that combining predictive outputs with
route-level context enables interpretable mobility intelligence.

Table 1. Model Evaluation

MODEL METRIC VALUE

Transformer MAE 39.93

XGBoost Recall .891

Random Forest Recall .850

Neural Networks Recall .857

Fig. 4. GraniteMob Interface

Future work will incorporate weather and seasonal effects and
enhance GTFS integration for richer transit-network analysis.
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1. PROBLEM AND MOTIVATION 
Access to specialized hospital services depends on the spatial 

distribution of populations and facilities, but also on actual 

travel conditions. In metropolitan regions, a nearby hospital 

may still require long travel times, transfers, or journeys 

incompatible with service hours [1,2]. Because hospitals differ 

in the services they provide and in their care capacities, the 

nearest facility may not meet the health need under 

consideration [2]. 

Accessibility assessments commonly use residence, 

geographic distance, or estimated travel times as proxies for 

access. However, studies based on mobility data show that 

journeys to healthcare services may differ from the 

theoretically nearest or fastest alternatives [1], and that access 

to everyday activities is also organized around recurrent 

locations beyond the home [3]. This distinction is especially 

relevant when specialized services are concentrated in a 

limited number of facilities that serve populations from 

different municipalities [2]. 

We propose a methodological framework informed by 

mobility data to investigate how territory, transport, and 

hospital supply interact in the assessment of access to 

specialized services in metropolitan regions. Rather than 

treating hospitals as equivalent spatial points, the framework 

differentiates facilities by services and care capacities and 

incorporates the temporal and modal conditions of travel. It 

therefore enables the identification of barriers and inequalities 

that remain poorly captured by assessments based solely on 

proximity. 

2. RESEARCH GAP AND QUESTIONS 
Conventional accessibility approaches often represent 

populations by their place of residence and services as 

destinations reachable by the shortest distance or estimated 

travel time [1,3]. Although useful, these measures may fail to 

capture temporal variation in travel and constraints associated 

with different transport modes [1,2], as well as recurrent 

locations within everyday routines [3]. Consequently, spatial 

proximity and effective accessibility may lead to different 

interpretations of which populations are reached by services. 

The gap lies in the limited integration of observed or 

estimated mobility, transport conditions, the territorial 

distribution of the population, and specialized hospital supply. 

The proposed framework addresses this gap by bringing these 

dimensions together within a single methodological design. 

The main research question is: how do actual mobility 

conditions influence access to specialized hospital services in 

metropolitan regions? 

This question is divided into three subquestions: 

Q1) To what extent does geographic proximity differ from 

effective accessibility to specialized hospital services? 

Q2) Which areas face greater disadvantage when travel 

time, waiting, transfers, and temporal variation in the transport 

network are considered? 

Q3) How do differences in hospital services and care 

capacities alter catchment areas defined solely by proximity? 

3. METHODOLOGICAL FRAMEWORK 
The framework integrates four dimensions: population and 

territory, mobility and transport, specialized hospital supply, 

and accessibility and inequality indicators. The first 

characterizes origin areas using demographic and 

socioeconomic data, including vulnerability and dependence 

on public transport. The second represents travel to hospitals 

through walking, waiting, in-vehicle travel, transfers, transport 

mode, and temporal variation [1,2]. When available, 

aggregated mobility data can complement formal transport 

networks and timetables, bringing the analysis closer to 

observed travel patterns [1,3]. 

The third dimension characterizes hospital supply by 

service, care capacity, and operating hours. This extends a 

D4D Challenge Senegal study presented at NetMob 2015, 

which combined mobility data, population distribution, and 

hospital locations but assumed equivalent hospital capacities 

and acknowledged the need for finer temporal granularity and 
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differentiation of treatment capacities [4]. Our framework 

therefore avoids treating physical proximity as equivalent to 

availability of the required care [2,4]. 

The fourth dimension operationalizes this integration: for 

each origin area and specialized service, the framework 

identifies hospitals able to provide the required care and 

evaluates access to them under time-, mode-, and network-

specific travel conditions. Indicators include total access time, 

transfers, population reachable within time thresholds, the 

difference between the nearest and most accessible hospital, 

and territorial inequality. This supports time-, mode-, and 

service-specific catchment areas and comparisons among 

geographic proximity, transport-network accessibility, and 

mobility-informed accessibility. 

Figure 1 summarizes the four dimensions and their 

interactions. 

 
Fig. 1. Methodological framework. 

4. OPERATIONALIZATION AND EVALUATION 
The framework is designed to analyze Brazilian metropolitan 

regions by integrating demographic data, transport networks, 

aggregated mobility, and specialized hospital supply. GTFS 

feeds, stop data, route geometries, and census indicators 

available in the official NetMob 2026 repository provide 

concrete support for the initial operationalization of the 

territorial and transport dimensions [5]. The evaluation plan 

compares two baselines—geographic proximity and transport-

network accessibility—with a mobility-informed scenario 

based, when available, on aggregated patterns of observed 

mobility. 

The framework enables the examination of how 

timetables, transport modes, and hospital capacities affect 

catchment areas and the identification of the most 

disadvantaged territories. The evaluation considers indicator 

consistency, sensitivity to different time periods, modes, and 

services, and the stability of the resulting patterns. At later 

stages, validation may use aggregated administrative data on 

patients’ areas of origin, origin–destination surveys, or 

mobility records, while preserving privacy. This strategy 

distinguishes potential accessibility, observed mobility, and 

actual service use [1]. 

5. CONTRIBUTIONS AND LIMITATIONS 
The proposal makes three contributions: (i) conceptual, by 

distinguishing geographic proximity from accessibility to the 

specialized healthcare service required by the health need 

under consideration; (ii) methodological, by integrating 

territory, mobility, transport, and specialized hospital supply; 

and (iii) application-oriented, by enabling the delineation of 

catchment areas specific to time period, travel mode, and 

specialized service. The framework provides a basis for 

identifying inequalities that are poorly captured by 

conventional measures and may support healthcare and 

transport planning. 

The proposal also has limitations. Estimated accessibility 

represents the possibility of access, not necessarily actual 

service use [1]. Mobility data may be affected by coverage 

biases and may underrepresent vulnerable groups [1], while 

transport timetables and hospital records may not fully reflect 

operational conditions [1,2,4]. Access regulation, service 

availability, installed capacity, and users’ choices also 

influence care delivery. Empirical application therefore 

requires the integration of multiple data sources, validation of 

the indicators, and procedures consistent with privacy and data 

protection. 
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1. INTRODUCTION 

Since NetMob began in 2010, mobile network data has moved 

from a novel research resource to an established input for 

decision-making across public-interest contexts. Its value has 

been demonstrated in research, official statistics, public health, 

disaster response and humanitarian action [1,2]. Over the same 

period, the mobile ecosystem underpinning these applications 

has expanded: mobile networks now cover 96% of the global 

population and connect 5.8 billion unique subscribers, with 

network-generated data more embedded in digital systems [3]. 

The tenth edition of NetMob offers an opportunity to take stock 

of these developments. The field has made significant advances 

in methodological development and real-world applications of 

mobile data for good initiatives. Meanwhile, questions around 

data access, governance and responsibility have become 

increasingly important. How mobile data is made available is 

directly shaped by the sector that generates and governs it. This 

paper therefore examines how changes within the mobile 

industry are influencing the conditions for responsible and 

sustained public-interest data use. 

Drawing on published evidence, documented use cases and 

stakeholder consultations, four shifts are examined: the growing 

strategic and regulatory significance of mobile data; expanded 

analytical capabilities within mobile operators; more controlled 

approaches to data access and analysis; and the 

institutionalisation of mobile data within public-interest 

systems. Its contribution is to show how these changes are 

reshaping which mobile data initiatives become viable and 

endure. 

2. EVIDENCE BASE AND APPROACH 

The paper draws on GSMA’s 2026 analysis of mobile data for 

humanitarian action, bringing together evidence from more than 

100 publications, over 70 documented use cases and 

consultations with mobile network operators (MNOs), 

researchers, members of the NetMob community, humanitarian 

organisations, public institutions and intermediaries [4]. The 

review focused primarily on low- and middle-income countries 

(LMICs) and examined mobile data applications, responsible 

use, MNO perspectives and partnership models.  

Humanitarian action is used as a lens for examining broader 

questions about public-good access to mobile data. The sector 

brings several recurring issues into focus: the demand for timely 

data-driven insights, strong requirements around privacy and 

data responsibility, uneven institutional capacity and interest in 

access to regulated, private sector datasets. Case studies from 

Chile, Ghana and the Philippines were selected to capture 

different regions, partnership models and operational settings, 

as well as factors contributing to their longevity [4]. 

3. FOUR SHIFTS SHAPING RESPONSIBLE AND 

SUSTAINED MOBILE DATA USE 

3.1 Mobile data as a strategic asset 

First, mobile network-generated data now carries greater 

commercial significance and is managed through more formal 

governance and risk structures. Data that was once treated 

primarily as an operational by-product can reveal near real-time 

customer behaviour, network performance and commercially 

sensitive market information.  

This has changed how mobile data is treated within operators. 

What may have previously been considered a technical data-

sharing decision is now reviewed through legal, privacy, 

security, commercial and regulatory lenses. Public-interest 

initiatives must therefore align with operators’ legal obligations, 

internal approval processes and responsibilities to customers. 

Establishing these agreements and governance arrangements 

can take 12 to 18 months, reflecting the breadth of 

considerations for an MNO engaging in such partnerships [4]. 

3.2 Expansion of operator analytics capabilities 

Analytical capabilities within the mobile industry have 

expanded, although unevenly across markets. Earlier 

collaborations often assumed a relatively clear division between 

operators holding data and external actors conducting analysis. 

MNOs can now support a wider range of approaches, including 

provider-side analysis, operator-hosted processing and managed 

analytical services. This creates opportunities to generate 

insights without transferring sensitive data externally. However, 

this varies considerably by geography, with ongoing capacity 

strengthening needed to enable national ownership in many 

low- and middle-income countries [4]. 

3.3 More established access and sharing models 

Access models have advanced. While several early projects 

relied on bespoke data-sharing arrangements, the review 

identified five broad models in use: direct data release, 

controlled remote access, query-only access, provider-side 

analysis and ad hoc emergency access [4]. The direction of 

change is towards controlled approaches that keep sensitive data 

within MNO environments while sharing aggregated outputs. 

These approaches reduce MNO data exposure while enabling 

repeated analytical use. 

At the same time, regulators and data protection authorities are 

playing a more influential role in determining what forms of 

mobile data access are appropriate. Across markets, approaches 

differ depending on national laws, policy priorities and 

institutional arrangements. GDPR and the ePrivacy Directive 

have influenced operator practice well beyond Europe [5], while 

newer instruments such as the EU Data Act and EU AI Act point 

towards a more formalised landscape for private-sector data 

access and processing [6,7]. For mobile data initiatives, this 

places greater emphasis on whether access models can 

withstand regulatory scrutiny and operate at scale. 

3.4 Institutionalisation of public-interest data ecosystems 

Mobile data initiatives are moving away from short-term or one-

off pilots, towards established systems for national statistics, 

public policy and disaster response. In Chile, Telefónica and 

Universidad del Desarrollo maintained a research partnership 

for a decade, supporting mobile data analysis across public 

health, disaster response and urban research [8,9,10]. In Ghana, 

a partnership established in 2018 between Telecel, Flowminder 

and the Ghana Statistical Service produces recurring indicators 

of population distribution and mobility within the national 

statistical system [11,12]. In the Philippines, Globe and UN 

DISHA’s always-on platform provides mobility insights that are 

95



refreshed daily and available for immediate use during crises 

[13].  

These examples show that sustainability is strengthened when 

mobile data capabilities are embedded within institutions that 

can apply them repeatedly to evolving priorities and decision-

making needs. For operators, this can also create a clearer basis 

for longer term engagement, with the same underlying 

infrastructure supporting multiple public-interest applications. 

Table 1. Mobile industry shifts influencing public-good access 

Shift Observed change Implications 

Data as a more 

regulated asset 

Network data has more defined 

commercial and regulatory 
significance. 

Public-good use must fit 

operator risk and 
authorisation models. 

Analytics 

capability 

Operators can increasingly 
process data within their own 

environments. 

Partnerships may 
involve shared analytical 

responsibilities. 

Access models Controlled systems mediate 

access to outputs. 

Research design must 
address transparency and 

scrutiny. 

Institutionalisation 
Public-good use is moving into 

official and multi-country 

systems. 

Sustained impact 

depends on governance 

and local capacity. 

4. EMERGING SIGNALS 

Alongside these observed shifts, several developments are 

likely to shape the next phase of the ecosystem. One is the 

ongoing evolution of network-derived data. While the NetMob 

community has long worked with datasets beyond Call Detail 

Records (CDRs), changing technologies, communication 

behaviours and digital services continue to change what mobile 

networks capture and how those signals can be interpreted – 

particularly in LMICs. The growing use of over-the-top 

services, alongside richer network and signalling data, is likely 

to influence both the design of indicators and the assumptions 

that underpin established analytical approaches [4].  

A second signal is the growing integration of data and analytics 

within the mobile industry itself. Mobile operators and hardware 

providers are investing in analytical platforms, location 

intelligence products and AI-enabled services, embedding data 

more deeply within commercial strategies. This may expand the 

infrastructure available for public-interest applications, but it 

could also strengthen expectations that such applications align 

with commercial priorities and more clearly defined value 

propositions [4].  

AI is expected to play a growing role in this landscape, although 

its wider contribution is still taking shape [14]. The DISHA 

platform in the Philippines illustrates an emerging role for AI, 

combining mobile usage patterns with census data and other 

anonymised signals to produce poverty estimates alongside 

population movement insights.  

5. IMPLICATIONS FOR MOBILE DATA FOR GOOD 

INITIATIVES 

The four shifts identified in this paper are changing the basis on 

which mobile data initiatives become viable. Earlier 

collaborations often focused on whether researchers or public 

institutions could access mobile data for analysis. The more 

relevant question now is whether an initiative can generate 

useful insight within the commercial, regulatory and 

institutional conditions surrounding the data. What is possible 

will vary by context, the use case being supported, the risks 

attached to the data and the capacity available within the 

institutions involved.  

There are now more proven pathways for sustained use than a 

decade ago. Longevity of these models will depend on stronger 

governance, clearer use cases and compatibility with operator 

risk frameworks. This should not be read as a retreat from 

public-good use. It reflects a field that has become more 

formalised and structured [4]. 

These conditions also have methodological implications. As the 

underlying data and processing environments evolve, 

established assumptions will need periodic reassessment. Where 

analysis takes place within controlled or automated systems, 

researchers will require sufficient transparency to validate 

outputs and understand their limitations. Questions of data and 

algorithmic sovereignty will also become more important, with 

growing expectations that analytical capabilities should be more 

deeply rooted in national ownership. [14] 

For the mobility data community, these shifts create an 

important agenda. Methodological innovation remains central, 

but the next phase of public-good use will also depend on the 

systems through which mobile data is accessed and applied. The 

field has an opportunity to shape those systems so that mobile-

derived insights can continue to generate public value within the 

industry and governance realities that define their use. 
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1. INTRODUCTION

The Brazilian Popular Pharmacy Program (Farmácia Popular do
Brasil) is the largest initiative in the country for drug access,
currently covering 86% of the national territory [1]. Despite
this extensive reach, the program faces severe logistical chal-
lenges in the Belo Horizonte Metropolitan Region (RMBH, for
its Portuguese acronym). The delivery of services in the region
is frequently threatened by climatic and geographic factors. The
severity of these events is amplified by the rugged terrain of the
RMBH, characterized by high elevations that favor landslides ca-
pable of blocking highways and disrupting conventional ground
transport [2]. This isolation directly compromises the continuity
of chronic disease treatments – such as diabetes and hyperten-
sion – which can increase hospitalization rates and costs for
Brazil’s Unified Health System (SUS).

To mitigate this scenario, Unmanned Aerial Vehicles (UAVs)
have emerged as a promising solution. However, the region’s
own geography imposes complex challenges related to signal
stability and battery consumption, turning route optimization
into a critical vehicle routing and logistics engineering problem.
In the literature, the effectiveness of aerial logistics in extreme
conditions has been demonstrated by Chen et al. [3], who pro-
posed prioritizing deliveries in flood-affected regions based on
patients’ clinical vulnerability. From an algorithmic standpoint,
Kitjacharoenchai and Lee [4] modeled the Vehicle Routing Prob-
lem with Drones (VRPD) through exact formulations, providing
the mathematical foundation for capacity and flight-autonomy
constraints. To address the region’s unique logistical challenges,
this study innovates by hybridizing a constructive heuristic with
a Genetic Algorithm, proposing a multi-objective formulation
that optimizes multi-point delivery routes by weighing time,
energy, distance, and critical priority costs.

To address this gap, this paper proposes a route optimization
model for UAVs tailored to the region under study. The method-
ology is first grounded in the collection of geospatial data and the
mapping of partner pharmacies’ distribution. A predictive analy-
sis of these data is then performed to identify supply bottlenecks
and map areas of higher vulnerability to isolation. This infor-
mation feeds a routing algorithm guided by a multi-objective
function that integrates variables such as energy consumption
at different altitudes, payload capacity, and prioritization dur-
ing climatic emergencies – thereby overcoming the limitations of
conventional algorithms that disregard topographic and environ-
mental variables. The proposed model aims to reduce response
time and dependence on conventional transport. In doing so,
this study contributes to protecting the constitutional right to
health and reducing avoidable hospitalization costs within the
public healthcare system.

2. METHODOLOGY

This research adopts an applied methodological approach with
an exploratory and experimental character, structured into three
stages: definition of the experimental scenario, construction of
the initial solution, and route optimization.

The logistics problem is formulated as an extension of the
classical Vehicle Routing Problem (VRP). To accommodate the
specific demands of medical supply delivery, the model is clas-
sified in the literature as VRP-D-TW-C, encompassing drone
routing (D) subject to operational capacity constraints (C) and
strict time-window compliance (TW).

In the first stage, a geospatial survey was conducted of Popu-
lar Pharmacy Program units located within the Belo Horizonte
Metropolitan Region (RMBH). The dataset was obtained from
the public registry of establishments accredited to the Popular
Pharmacy Program, made available by the Brazilian Federal
Government. From the registered addresses, the geographic co-
ordinates (latitude and longitude) of each unit were extracted,
enabling the construction of a geospatial database representing
pharmacy distribution across the study region. The collected
data were processed and standardized to ensure consistency
across the analyses, for more information [5].

Thus, an experimental scenario was designed comprising
20 orders distributed across different municipalities within the
RMBH. Order selection aimed to represent realistic supply con-
ditions, encompassing locations with varying geographic and
logistic characteristics. These data constitute the input to the
routing system and provide the information required for dis-
tance calculation, route generation, and algorithm performance
evaluation. Figure 1 presents the spatial distribution of the or-
ders used in the experiments.

In the second stage, a feasible initial solution is generated
using the Clarke-Wright algorithm [6]. This constructive heuris-
tic uses the distance matrix to identify savings between pairs of
orders and cluster geographically proximate points into more
efficient routes. The output of this stage constitutes the first
feasible solution to the distribution problem.

In the third stage, the solution produced by the Clarke-Wright
algorithm is used as the initial population of a Genetic Algorithm.
This method applies selection, crossover, and mutation operators
to explore new route combinations, seeking to minimize both dis-
tance traveled and delivery time while satisfying the operational
constraints defined for the system. Additional details about the
mathematical formulas and system settings can be found in [7].

Finally, the resulting routes are compared against equivalent
routes performed via conventional urban transport. The analysis
considers metrics such as distance traveled, estimated delivery
time, and logistical efficiency, enabling an assessment of the
proposed optimization’s impact on medication distribution in
hard-to-reach regions.
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Fig. 1. Comparison map of the best routes between drones and
urban transport.

3. RESULTS & DISCUSSION

The problem is modeled as a complete directed graph G =
(V, A), where V = {0} ∪ {V1, . . . , Vn} represents the central
depot, located at coordinates (−19.924057,−43.935237) and the
n delivery points. Service time at each waypoint accounts for
30 s to cover landing and take-off maneuvers. Each aircraft has
a maximum payload capacity of 4.0 kg. The theoretical maxi-
mum range of 10.0 km is derived from a baseline consumption
of 15.0 Wh/km, with consumption dynamically penalized and
operations constrained by wind speed. Additionally, the aircraft
operates at a constant speed of 36.0 km/h.

To enable an efficiency comparison, the model also incorpo-
rates ground transport. The conventional vehicle is parameter-
ized with a substantial payload capacity of 10.0 kg, a range of
400.0 km and a baseline fuel consumption of 10.0 km/l. Nominal
operating speed is set at 60.0 km/h, while urban congestion re-
duces operational speed to 40.0 km/h, with actual road-network
distances (d′ij) used to compute travel distances.

The simulations revealed the substantial operational superi-
ority of the aerial mode. By leveraging direct flight paths, drones
shortened travel distances by 47.2% and reduced total mission
time by 65.8%, confirming that the observed gains in temporal
efficiency stem from spatial route optimization. Beyond the ad-
vantages in time and distance, drone-based delivery yielded a
financial saving of 86.6% (reducing costs from R$ 40.67 to R$ 5.44)
and produced zero direct carbon emissions, in sharp contrast to
the 15.15 kg of CO2 emitted by ground transport.

These results carry important logistical and regulatory im-
plications. The feasibility of drone operations depends on clear
airspace regulations, decentralized charging networks, and fis-

cal incentives tied to emissions reduction. Conversely, ground
transport remains superior under strict operational constraints,
representing the necessary choice for no-fly zones (such as areas
surrounding airports), severe weather conditions, or situations
in which demand exceeds drone payload capacity.

4. CONCLUSION

This work presented a route-optimization approach for drones
applied to the distribution of medication in the Belo Horizonte
Metropolitan Region. The proposed approach combined dis-
tance computation via the Haversine formula, initial solution
generation through the Clarke-Wright algorithm, and route re-
finement using a Genetic Algorithm.

Drones demonstrated significant time and distance reduc-
tions compared to urban transport, which proved effective for
deliveries in vulnerable or hard-to-reach regions. Consequently,
the proposed solution shows potential to improve the efficiency
of medication distribution and to broaden access to essential
health services.

5. FUTURE WORKS

As future work, we intend to scale up the experiments by in-
corporating a larger number of orders, multiple depots, and
different drone models. We also plan to integrate real-time mete-
orological data and a telemetry-based monitoring module, en-
abling dynamic route replanning during mission execution.

6. FINAL REMARKS
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1. INTRODUCTION

As cities grow and become more complex, understanding how
individuals distribute themselves across space, interact with one
another and with urban infrastructure becomes a fundamental
challenge for urban planning [1, 2].

Call Detail Records (CDR), stored by telecommunication com-
panies, can introduce biases stemming from the representative-
ness of the city’s population, social strata, geographical regions,
data extraction and storage methods, and the duration of the
database capture, among other factors [1]. Incorporating data
from diverse sources, especially those that consider the demo-
graphic aspects of a population, can significantly enhance the
quality of urban social models, thereby improving their applica-
bility. In this context, census information can be used to charac-
terize the demographic composition of the population and its in-
teraction across different perspectives, enabling the construction
of models that reflect social relations and urban structures with
greater realism [3]. Furthermore, a single element can assume
different roles in each of its relationships [4, 5]. For instance,
relationships between people in a social network occur within
different groups, which can be understood through multiple
layers or levels and considering only a single layer can lead to
interpretations that overlook crucial details of the system [4].

Given this context, the primary objective of this work is to pro-
pose a methodology for constructing multilayer urban social net-
works by integrating Call Detail Records (CDR) and census data,
aiming to represent relationships between people that emerge
from their social interactions and the mobility patterns they de-
termine in urban environments. Additionally, we intend to adopt
a data sampling strategy to ensure the resulting network-based
model is scalable, allowing for the representation of different
dimensions of population organization—including social, de-
mographic, and spatial aspects—in more realistic scenarios. To
guide this study, two Research Questions (RQs) are proposed:
RQ1: How can data from different sources be integrated to construct a
social network-based model that characterizes a population’s mobility
and its interaction across different dimensions?; RQ2: How can this
model be scaled, enabling its application in useful practical scenarios,
even in medium and large-sized cities?

2. MATERIALS AND METHODS

The proposed methodological steps aim to reduce biases in so-
cial networks constructed from the integration of census data
to define different perspectives of interaction among individu-
als. These perspectives are represented by different layers in
the network, built based on the demographic distribution of the
population across different dimensions [3]. We build upon the
formalism introduced by Battiston et al. [6] and define, for each
city, a multilayer network, which can be represented by a graph
G[α], composed of a set of vertices vi ∈ V, such that |V| = n,
representing the individuals of a given city, and l layers. Each

layer α (α = [1, ..., l]) represents the relationship between indi-
viduals vi under a perspective α (e.g., communication, mobility,
family) and can thus be represented by G[α] = (V, E[α]). E[α] is
the set of edges (vi, vj) that represents the relationships between
individuals vi and vj under a perspective α.

We consider CDRs generated over a 30-day period between
03/15/2013 and 04/14/2013 and, here, we illustrate the applica-
tion of the methodology in three municipalities in Brazil: Uber-
lândia, Betim, and Belo Horizonte. The following layers are
defined:

• Comunication relationships layer (G[1] = (V, E[1])): A
relationship between i and j are represented as an edge
(vi, vj) ∈ E[1] when phone calls are observed between them.

• Mobility layer (G[2] = (V, E[2])): This layer is based on
the estimated mobility of individuals with a presumed resi-
dence derived from communication activity, combined with
an Origin-Destination (OD) matrix constructed from the
aggregated movement of individuals between the regions.
Edges (vi, vj) ∈ E[2] are created between a proportion of
individuals vi and vj residing in each region of the munici-
pality, controlled by a parameter β[2].

• Familiar layer (G[3] = (V, E[3])): Based on the age pyramid
observed in census data, the proportion of adults and chil-
dren in the population is identified. Edges (vi, vj) ∈ E[3]

are created between all members i of the family, generating
small cliques that represent the families.

• Work/school layer (G[4] = (V, E[4])): Considering the previ-
ously defined categorization into Adults” and ”Children”,
individuals are aggregated into work and school institu-
tions of size β[4] for 79% of adults and 100% of children,
respectively, accounting for census information.

• Religious layer (G[5] = (V, E[5])): Models interactions aris-
ing from religious practices, organizing individuals into
small groups of size β[5] and connecting each pair of ver-
tices vi and vj by a parameter µ[5] for the edge (vi, vj) ∈ E[5].

• Casual relationships layer (G[6] = (V, E[6])): Incorporates
random or sporadic interactions among individuals, increas-
ing the network’s diversity. For each pair of vertices vi
and vj, edges are added randomly based on a probability
parameter µ[6], creating connections (vi, vj) ∈ E[6] in an
unstructured manner.

The resulting aggregated network model associates, for each
edge (vi, vj) ∈ E, a weight w(i, j) = ∑l

1 w[α], α = [1, ..., l]. Con-
sequently, individuals who share multiple social contexts have
their interactions represented by stronger connections.
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The developed model frequently results in large-scale graphs,
often exceeding millions of vertices and edges, which limits its
applicability—especially when dealing with medium and large-
sized urban centers. This issue is particularly challenging in
contexts where the network model is applied to simulate phe-
nomena such as disease propagation and the diffusion of ideas.
To address this issue, a sampling technique is employed to create
a reduced version of the original network while maintaining
a topology that preserves certain characteristics, ensuring that
its capacity to represent interactions among individuals is not
severely compromised. We propose the use of a strategy based
on Respondent-Driven Sampling (RDS) [7], a sampling method
that preserves several structural properties of the original net-
work. These include, for instance, the vertex degree distribu-
tion, not only globally across the network but also within its
local topological organization through the identification of ver-
tex communities.

3. RESULTS

After defining the parameters for the multilayer model, networks
are generated for the studied cities in their original form. The
results of a preliminary analysis of some topological proper-
ties of these networks can be observed in Figure 1 and Table 1,
which present, respectively, their Complementary Cumulative
Degree Distribution (CCDF) curves, and their main structural
measures. The results for the networks sampled through the
strategy based on Respondent-Driven Sampling (RDS) are also
presented. Ideally, the sampled network should act as a proxy
for the original network, preserving its fundamental topologi-
cal properties. Such structural equivalence is important so that
reduced-scale simulations can reproduce, with statistical con-
sistency, the trends and dynamics observed in the full network.
Indeed, it is possible to notice that the degree distribution curves
of the sampled networks globally preserve the characteristics of
the original networks, both in their shape and in the presence of
a scale-free distribution pattern.

(a) Uberlândia (original) (b) Betim (original) (c) Belo Horizonte (origi-
nal)

(d) Uberlândia (sampled) (e) Betim (sampled) (f) Belo Horizonte (sam-
pled)

Fig. 1. Degree distribution (CCDF) of the multilayer networks.

In general, the observed values for the properties displayed
in Table 1 are quite consistent across the networks for all cities
(≈ 11). A moderate assortativity is observed, indicating that the
architecture of connections may be predominantly influenced by
exogenous factors, such as geographical and socioeconomic vari-
ables, rather than degree homophily. For the sampled networks,
it is observed that the properties underwent very modest vari-

Table 1. Topological properties of the networks: number of
nodes (n), number of edges (m), average degree (k̂), average
global clustering coefficient (ĉc), average assortativity index
(ρ), number of communities w/ Louvain method (nc), modu-
larity w/ Louvain method (Q).

Rede n m k̂ ĉc ρ nc Q

Uberlândia (original) 254417 1443005 11.34 0.09 0.282 99 0.45

Uberlândia (sampled) 127208 740133 11.64 0.10 0.326 95 0.48

Betim (original) 329924 1735944 10.52 0.09 0.255 62 0.44

Betim (sampled) 164964 884632 10.72 0.10 0.311 66 0.46

Belo Horizonte (original) 2228226 13726879 12.32 0.09 0.305 161 0.46

Belo Horizonte (sampled) 1114117 7136255 12.81 0.09 0.332 160 0.49

ations, suggesting the preservation of the original topological
structure in the sampled networks, thus validating the method-
ology proposed here.

4. CONCLUSIONS AND FUTURE WORK

This work presented a methodology for constructing multilayer
urban social networks, integrating Call Detail Records (CDR)
and census data. The conducted topological analyses address
the proposed research questions: The combination of CDR and
demographic data proved effective in characterizing population
interaction, and the generated networks exhibited a scale-free
distribution pattern and pronounced heterogeneity, with the
presence of hubs and a modular community structure, which is
consistent with social network literature (RQ1). The application
of the Respondent-Driven Sampling (RDS) technique allowed
for a 50% reduction in the networks’ scale without compromis-
ing their fundamental properties, and a structural convergence
was observed between the original and sampled networks, as
evidenced by the stability of several topological properties (RQ2).
The methodology proposed in this work proved to be robust,
enabling the use of complex network models in large urban
centers for simulations of dynamic processes, such as disease
propagation, with high statistical representativeness. In future
works, we intend to explore the impact of these different layers
on epidemiological simulations and investigate how variations
in layer weights (µ[α]) can reflect different intervention policies
for containing the spread of diseases.
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1. INTRODUCTION

Passenger-demand forecasting supports fleet allocation and ser-
vice planning. Bus ridership varies across time, lines, service
periods, holidays, and disruptions; machine-learning models
can represent nonlinear interactions among these dimensions
[1–3], but require comparison with strong historical baselines
[4].

This study models daily municipal bus demand in Niterói at
the date–line–period level. It asks how much weekly recurrence
explains demand, whether calendar and historical information
are complementary, and when forecast reliability deteriorates.
The contribution is therefore not only an algorithm benchmark,
but evidence about the structures that make demand predictable.

2. DATA AND METHODS

MobNit passenger records [8] were matched to municipal GTFS
routes and aggregated by date, line, period, and day type. The
selected source comprised 8,172,685 transaction records and
98,019,656 passengers across 47 lines and four periods from Jan-
uary 2, 2025, to May 31, 2026. Historical-feature construction
yielded 77,534 complete observations.

Predictors represented calendar effects, operational cate-
gories, and historical demand through lags 1 and 7 and 7/30-
observation moving averages. Rolling statistics were shifted
before calculation to prevent target leakage. Training covered
February 1–December 31, 2025 (n = 52,947), and testing cov-
ered January 1–May 31, 2026 (n = 24,587); the split was strictly
chronological.

Random Forest [5], XGBoost [6], and LightGBM [7] were com-
pared with Lag-1, Lag-7, and 7-observation moving-average
baselines using MAE, RMSE, WAPE, and R2. LightGBM ab-
lation contrasted calendar-only, history-only, combined, and
expanded specifications. The expanded model added daily ob-
served weather and static GTFS descriptors. Feature importance
and SHAP were treated as predictive, not causal, evidence.

3. RESULTS

Table 1 combines the benchmark and ablation results. All super-
vised models outperformed the historical baselines. LightGBM
achieved the lowest RMSE (209.71), MAE (117.88), and highest
R2 (0.9794), reducing RMSE by 62.5% relative to Lag 7. Never-
theless, Lag 7 was the strongest baseline, confirming marked
weekly recurrence. The supervised-model gain does not arise
from omitting lags: these models explicitly combined historical
demand with calendar and operational information.

Calendar and history alone reached RMSE 281.64 and 375.83,
respectively, while their combination reached 209.71. Their infor-

Table 1. Predictive performance and LightGBM ablation.

Model/specification MAE RMSE WAPE R2

Model comparison

LightGBM 117.88 209.71 10.16 .9794

XGBoost 119.06 215.24 10.26 .9783

Random Forest 118.88 225.79 10.25 .9761

Lag 7 229.34 559.17 19.77 .8533

Moving average 7 417.67 729.04 36.00 .7506

Lag 1 382.44 809.95 32.96 .6921

LightGBM ablation

Calendar 166.61 281.64 14.36 .9628

History 159.61 375.83 13.76 .9337

Calendar + history 117.88 209.71 10.16 .9794

Expanded 117.52 213.05 10.13 .9787

mation is therefore complementary. The expanded specification
slightly reduced MAE but increased RMSE to 213.05, showing
that appending observed weather and static network descriptors
did not improve the primary metric.

Historical demand dominated interpretation: Lag 7, Lag 1,
and the 30/7-observation moving averages were among the
most influential attributes. Calendar variables and operational
categories also contributed (Fig. 1), consistent with the ablation
result.

Reliability was heterogeneous. Low-demand observations
reached WAPE 36.90% despite small absolute errors. Atypical
days reached RMSE 258.35 and WAPE 15.18%, compared with
186.45 and 8.64% on regular days. Global performance thus
conceals operationally relevant failure conditions.

The scale-dependent metrics clarify this contrast. High-
demand observations produced the largest absolute deviations
because more passengers were exposed to error, whereas the
lowest-demand quartile produced the largest proportional error.
A model can therefore appear accurate in system-wide RMSE
while remaining unreliable for low-volume services. For opera-
tional use, aggregate metrics should be accompanied by segment-
level diagnostics and thresholds tailored to the planning deci-
sion.

The atypical-day gap also indicates that calendar flags only
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Fig. 1. SHAP summary for a LightGBM test sample.

partially represent departures from routine operation. Holidays
and school vacations identify broad demand regimes, but they
do not encode event location, event intensity, disruptions, de-
tours, cancellations, or the service actually supplied. Because
the target is observed boardings, it reflects both travel needs and
available capacity; it should not be interpreted as latent demand
independently of operations.

The spatial extension must be interpreted similarly. Static
GTFS attributes summarize route size and connectivity, but lines
still enter the predictive model largely as independent categories.
Shared corridors, stops, terminals, and transfer hubs may create
correlated changes that static route descriptors cannot express.
The absence of improvement from the expanded specification is
thus evidence against simple feature appending, not evidence
that weather or network structure is irrelevant.

The chronological design strengthens the evaluation because
the 2026 observations were never used for fitting. It nevertheless
represents a single temporal holdout. Demand patterns can
drift after fare changes, route restructuring, land-use change,
or prolonged service disruptions. Repeated rolling-origin tests
across longer periods are needed to distinguish stable weekly
structure from gains that depend on this particular training and
test window.

Reproducibility also requires preserving the complete fore-
casting pipeline rather than only the final estimator. The set
of eligible municipal routes, temporal aggregation, categorical
encoding, shifted lag construction, and missing-history removal
jointly define the 77,534-observation sample. Any change to
these stages changes the prediction task and requires recalcu-
lating every baseline and supervised result on the same test
observations.

4. DISCUSSION AND CONCLUSION

Weekly recurrence was strong but insufficient: Lag 7 was the best
baseline, while combining historical, calendar, and operational
information substantially reduced RMSE. The expanded speci-
fication did not improve RMSE, indicating that static network
descriptors and observed weather are not equivalent to repre-
senting the mechanisms through which network and contextual

conditions affect demand.
Forecast reliability deteriorated on atypical days and propor-

tionally on low-demand observations. Future models should
explicitly represent dynamic interactions among lines, realized
service supply, events, and forecast weather. Overall, predictabil-
ity depends less on algorithm choice alone than on the comple-
mentary temporal and operational information available to the
model.

These results also delimit the intended use of the forecasts.
The estimates can support fleet allocation, headway review, and
exception monitoring, but should be combined with scheduled
capacity and managerial knowledge rather than used as au-
tomatic operating commands. Prospective validation should
replace observed weather with forecast information, use rolling-
origin evaluation, and quantify uncertainty through prediction
intervals.

A natural spatial extension is a line–line or stop–stop graph
weighted by shared stops, corridor overlap, or transfer inten-
sity. Coupling this representation with time-varying GPS, sched-
uled and realized trips, and origin–destination flows would test
whether disruptions and demand shocks propagate through the
network. Such extensions preserve the central finding of the
present study: predictive gains arise when complementary infor-
mation represents distinct structures instead of merely increasing
the number of available variables.

Finally, model comparison should remain tied to operational
costs. RMSE emphasizes large misses that may affect fleet ade-
quacy, whereas MAE summarizes typical absolute deviation and
WAPE supports comparisons across demand scales. No single
metric captures crowding risk, missed trips, or the asymmetric
consequences of underprediction. A deployment study should
therefore translate forecast errors into service-level outcomes
and examine whether improvements persist for the lines and
periods where planning decisions are most consequential.

REFERENCES

1. F. Toqué, N. Kühl, M. Jakob, and H. Darmer, “Short & long term fore-
casting of multimodal transport passenger flows with machine learning
methods,” in 2017 IEEE International Conference on Big Data, 2017.

2. F. Rowe, M. Mahony, and S. Tao, “Assessing machine learning al-
gorithms for near-real-time bus ridership prediction during extreme
weather,” arXiv preprint arXiv:2204.09792, 2022.

3. L. Zou et al., “Passenger flow prediction using smart card data from
connected bus system based on interpretable XGBoost,” Wireless
Communications and Mobile Computing, 2022.

4. F. Rodrigues, “On the importance of stationarity, strong baselines and
benchmarks in transport prediction problems,” in 2023 IEEE Interna-
tional Conference on Intelligent Transportation Systems, 2023.

5. L. Breiman, “Random forests,” Machine Learning, vol. 45, pp. 5–32,
2001.

6. T. Chen and C. Guestrin, “XGBoost: A scalable tree boosting system,”
in Proceedings of the 22nd ACM SIGKDD Conference, pp. 785–794,
2016.

7. G. Ke et al., “LightGBM: A highly efficient gradient boosting decision
tree,” in Advances in Neural Information Processing Systems, vol. 30,
2017.

8. Municipality of Niterói, “MobNit – Sistema de Gestão da Mobilidade
Urbana de Niterói,” available at https://mobnit.niteroi.rj.gov.br/.

Disclosures. The authors declare no conflicts of interest.

Data availability. The data underlying the results are not publicly
available but may be obtained from the authors upon reasonable request.

102



Data Challenge 1

Detecting bus delays and service anomalies in Niterói
with autoencoder latent feature representations
MATHEUS GERMANO AND CLAUDIO E. C. CAMPELO

Systems and Computing Department,Federal University of Campina Grande (UFCG), Campina Grande, PB, Brazil

1. INTRODUCTION

Riders judge a bus system by two failures: trips that run late,
and days when service as a whole misbehaves; travellers value
reliability on a par with travel time itself [1]. We ask whether
a single unsupervised representation of raw GPS telemetry can
support both diagnoses at once on the NetMob 2026 challenge
data from Niterói [2]. Our approach transfers the latent fea-
ture representation learning pipeline of Duncan and Chen [3],
originally built to detect internet censorship in network traf-
fic: an autoencoder (AE) is trained to compress each trip into
a low-dimensional latent vector, the frozen encoder then feeds
lightweight supervised classifiers for delay detection, and the
same AE’s reconstruction error doubles as an unsupervised ser-
vice anomaly score. Autoencoders are long established [4] and
have been applied to anomalous bus trajectories [5]; here we
reuse one label-free representation for both tasks. This is particu-
larly useful when timetable-based comparisons are unreliable —
for example, when schedule joins are missing or outdated, when
service runs at variable intervals, or when trips are evaluated
before they are complete.

2. DATA AND PREPROCESSING

We use the NetMob26 mobility feed (11–31 March 2026, ~ 950,000
GPS points per day), the accompanying General Transit Feed
Specification (GTFS) schedule snapshots, and hourly weather [2].
Each GPS trip report is joined to its scheduled GTFS trip (match-
ing identifiers per direction and dated snapshot, over 99% of
trips), map-matched onto the route shape, and stop arrival times
interpolated where along-route progress crosses each stop. The
dataset carries no delay annotations, so we derive the label our-
selves. The Transit Capacity and Quality of Service Manual de-
fines a fixed-route service as on-time when it runs no more than
5 minutes behind schedule [6]; adopting this industry boundary,
we mark a trip delayed when its median stop delay against the
schedule is at least 5 minutes, additionally requiring at least five
matched stops and 50% stop coverage for the median to be trust-
worthy. In this work, GTFS is used only to construct the delay
labels and is excluded from the model inputs. We then retain
trips with at least 10 points and durations between 8 minutes
and 3 hours, split trips at internal gaps longer than 30 minutes,
and remove points more than 200 m from the route. Instances
with more than 40% of their points removed are discarded, as
are trips failing the five-stop and 50%-coverage criteria. These
filters yield 22,605 trip instances across 20 service dates, of which
20.9% are labeled delayed.

Each trip becomes a 64× 12 sequence of 1-minute bins car-
rying only label-free signals: kinematics (speed, acceleration,
heading change), route geometry (progress fraction and rate,
cross-track error), dwell fraction, time-of-day encodings, a week-
end flag, hourly rainfall, and headway to the preceding trip of
the same line and direction. No schedule-derived quantity enters
the features, so the delay label cannot leak into the representa-
tion. Trips longer than 64 min are truncated to their first 64 bins;
shorter trips are zero-padded and carry an explicit length, so

the pooled latent and the reconstruction error are both masked
to real timesteps. Empty bins are filled from the interpolated
along-route progress, with cross-track error carried forward and
rainfall forward-filled. Each trip is scored from its complete tra-
jectory: the task as posed is retrospective classification, not early
prediction.

3. METHOD

Two AE variants are compared under one scaffold: a one-
dimensional convolutional AE (CNN-AE) [7] and a sequence-to-
sequence LSTM AE [8], both with a 64-dimensional latent space.
For each cross-validation fold the AE is trained unsupervised
on the training split only; the frozen encoder then produces a
pooled latent vector z for four classifiers (MLP, XGBoost, ran-
dom forest, logistic regression) and a latent sequence zseq for
two recurrent classifiers (LSTM [8], GRU [9]). Evaluation uses
StratifiedGroupKFold with 5 folds grouped by service date [10]:
day-level effects (weather, traffic, telemetry quality) are the dom-
inant leakage channel, so every model is scored exclusively on
unseen days. No hyperparameter search was performed; all
models use fixed settings based on their respective literature.

For anomaly detection each trip is scored by the AE of the fold
where it was held out, so no trip is scored by a model that saw it.
Since every fold has its own AE, raw errors are not comparable
across folds: the heavy-tailed MSE is log-transformed and stan-
dardized within each fold before pooling, and trips above the
95th percentile of the pooled score are flagged. That percentile
sets an inspection budget rather than an anomaly rate, since
no ground truth exists for the latter. At 5% of 22,605 trips, this
corresponds to ~ 57 alerts per service day. Applied once to the
pooled score, the daily alarm count is free to vary (3–9% of trips),
but a global cut is dominated by between-line differences. On
22 March, the one day with known degraded telemetry, it flags
5.7% of trips against 29.3% when each score is re-standardized
within its own line. We assess the score here against two exter-
nal checks: three days with known degraded telemetry (20, 22,
and 28 March) and rainfall. Because rainfall is also an AE input,
we repeat the analysis with the CNN-AE retrained on the 11
non-weather channels.

4. RESULTS

A. Delay detection

Table 1 reports mean test metrics over the five day-grouped
folds. CNN-AE latents beat LSTM-AE latents for every classifier,
and tree ensembles on the pooled latent work best: CNN-AE
+ XGBoost reaches 0.838± 0.014 ROC-AUC and 0.581± 0.035
F1, with random forest indistinguishable from it (paired t over
folds, p = 0.66 ROC-AUC). The CNN-AE advantage over the
LSTM-AE, by contrast, holds in every fold (p = 0.001 ROC-AUC;
Wilcoxon p = 0.031, the floor at n = 5). Fold spread is modest, so
the representation generalizes to unseen days despite day-to-day
shifts in weather and telemetry quality.
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Fig. 1. t-SNE of 5,000 out-of-fold CNN-AE latents, coloured by anomaly score (left), delay label (centre; delayed trips marked in
orange and concentrated at lobe margins) and service date (right). Each of the five lobes corresponds to one fold-specific encoder.

Table 1. Delay detection on unseen days (mean over 5 folds)a

Classifier ROC-AUC PR-AUC Prec. Rec. F1b

CNN-AE
AE+MLP 0.824 0.593 0.437 0.738 0.548
AE+XGBoost 0.838 0.629 0.539 0.637 0.581
AE+RF 0.839 0.621 0.546 0.612 0.574
AE+LR 0.811 0.564 0.446 0.694 0.541
AE+LSTM 0.826 0.601 0.448 0.738 0.557
AE+GRU 0.828 0.607 0.437 0.752 0.552
LSTM-AE
AE+MLP 0.801 0.548 0.421 0.698 0.522
AE+XGBoost 0.814 0.575 0.471 0.650 0.544
AE+RF 0.819 0.576 0.476 0.645 0.545
AE+LR 0.785 0.512 0.403 0.703 0.512
AE+LSTM 0.809 0.559 0.418 0.717 0.526
AE+GRU 0.808 0.554 0.407 0.751 0.525

aCross-fold SDs: 0.014–0.020 (ROC-AUC), 0.046–0.061 (PR-AUC), 0.028–0.051
(Prec.), 0.043–0.079 (Rec.), 0.033–0.043 (F1). Bold = best. Delayed prevalence 0.209.

bBinary F1 on the delayed class.

B. Service anomaly detection
The two AEs produce similar anomaly scores: their out-of-fold
errors correlate at Pearson r = 0.876 on the log scale (Spearman
ρ = 0.896), with 705 of the 1,131 trips flagged by both models
(Jaccard 0.45). The degraded-telemetry signal is also present
in the weather-free model, although only on two of the three
affected days. On 20 and 22 March, scores shift upward un-
der both variants: the median score is +0.37 versus −0.20 with
rainfall as input and +0.50 versus −0.19 without it (one-sided
Mann–Whitney p < 10−114). The corresponding flag rates re-
main similar (4.6% vs. 5.1%), suggesting a broad shift in the
fleet rather than a small number of extreme trips. On 28 March,
which has only 449 trips, scores instead fall below the normal-
day median under both variants. This shows that degraded
telemetry does not necessarily produce higher reconstruction
error. Because degraded telemetry reflects data quality rather
than service disruption, we use it only as a positive control for
sensitivity.

The rainfall association is not preserved when rainfall is ex-
cluded from the input. With rainfall included, 12.2% of rain-hour
trips are flagged, compared with 4.4% of dry-hour trips; with-
out rainfall, the rates are 5.4% and 5.0% (p = 0.84). Similarly,
all top-20 scoring trips occur on 23 March between 15:30 and
17:00, during an 11.8 mm/h rain cell, but the median score for
this window falls from +5.43 to −0.22 when rainfall is removed,
and none of these trips remain in the top 20. Thus, the apparent
anomaly is driven by rainfall as an input rather than by a broader
operational signal. The day-level ordering is nevertheless stable:
the two variants have Spearman ρ = 0.961 across day-median
scores, with 22 March ranked first by both.

Figure 1 shows the CNN-AE latent space. The five visible
lobes reflect the five fold-specific encoders used in the analysis.
Within each lobe, delayed trips occupy distinct regions, while
trips from the same service date tend to cluster together. This
structure is consistent with the two patterns captured by the
downstream tasks: trip-level delay and day-level variation.

5. CONCLUSION

Under identical folds, classifiers trained on the raw features
perform similarly to those using the CNN-AE representation.
Gradient boosting reaches 0.845 ROC-AUC and 0.632 PR-AUC
on the raw features, compared with 0.838 and 0.629 for the latent
features; per-fold differences remain below 0.04. A contrastive
(SimCLR) encoder trained on the same folds does not improve
on these results. The main benefit of the AE representation is
therefore not predictive accuracy but compression and linear sep-
arability: logistic regression improves by 0.027 ROC-AUC and
0.064 PR-AUC over the raw features. For delay detection, the rep-
resentation itself has little effect on performance. The anomaly
results are more consistent: the same days receive the highest
scores across four independently trained representations, includ-
ing models without weather inputs and without a reconstruction
objective. These results suggest that the day-level signal is less
dependent on the specific representation or training objective.

6. DATA AVAILABILITY

The used dataset was obtained under the NetMob 2026
Data Challenge terms and is available from the organizers
to admitted participants [2]. Weather data are from the
public municipal feed. All analysis code is openly avail-
able. Code: github.com/mttgermano/Netmob2026. Dataset:
github.com/lprm-ufes/Netmob2026.
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1. INTRODUCTION

Urban mobility studies often infer behavior from passively col-
lected records such as Call Detail Records (CDR), but these pro-
vide only indirect and partial observation. Public transport data
offer a more structured setting—routes, schedules, fares, and
vehicle trajectories—but are not automatically complete: Auto-
mated Fare Collection (AFC) systems may be "tap-on only" [1],
while Automatic Vehicle Location (AVL/GPS) telemetry may
contain dropouts or lack reliable vehicle-to-route assignments.

We address the resulting problem of unlinked AFC and
AVL/GPS records through a multi-source alignment pipeline. By
fusing 6.8 million ticket boardings, 13.8 million GPS pings, GTFS
schedules, weather observations, and 2022 Census data from the
NetMob26 dataset [2], we reconstruct a route-hour view of de-
mand and supply for the Niterói bus network. A labeled subset
of 40 routes supports the diagnostic multi-label experiments.

Our contribution is both engineering and diagnostic. In data-
scarce settings, planners may have aggregate route, schedule,
fare, and census/context information but not the aligned spa-
tiotemporal evidence required to measure every route state di-
rectly. We therefore ask: which route-level states are recoverable from
aggregate features, and which require granular alignment or manual
spatial inspection? Building on a supervised multi-label framing
[3], our hybrid 40-route diagnostic pilot uses three model fami-
lies and 27 aggregate predictors to recover six semantic groups
under nested repeated group cross-validation. The objective
is not a deployable predictor, but an observability probe that
quantifies what the available data can and cannot support.

2. DATA AND METHODOLOGY

A. Multi-Source Alignment Pipeline

The pipeline first normalizes route identifiers across sources.
GTFS trips are expanded using service calendars, while GPS
pings are segmented into vehicle-trip records, matched to GTFS
by trip identifier and direction, and filtered to records with at
least five pings and durations of 5–300 minutes. Observed and
scheduled trips are then aggregated to route-date-hour cells.
AFC boardings are aggregated at the same grain; missing and
known low-coverage GPS days are excluded from supply com-
parisons.

For each valid date-hour cell i of route r with Sri > 0, let dri =
max(Sri−Ori, 0)/Sri and eri = max(H̄o

ri− H̄s
ri, 0)/(60 min). The

route score is Mr = ∑i∈Ir
Bri(dri + eri), where B is board-

ings, S/O are scheduled/observed trip starts, and H̄s/H̄o are
scheduled/observed mean headways. Thus, Mr prioritizes
reconstructed service gaps by passenger exposure; it is not a
confirmed-failure count.

B. Diagnostic Multi-Label Classification Setup

The hybrid reference set contains 40 routes and 16 binary
columns forming six semantic groups: five three-class one-hot

groups and binary urban-core exposure. Urban-core exposure is
assessed by one annotator from spatial evidence. FCU exposure
is the mean percentage of route length and stops within 300 m
of official FCU polygons, discretized as low (< 35%), medium
(35–50%), or high (> 50%). Operational states follow determin-
istic March 2026 rules: demand-intensity tertiles use 108.3 and
318.7 boardings per demand-positive route-hour; general-delay
tertiles use 2.04 and 3.18 minutes of observed-trip-weighted pos-
itive excess over GTFS duration. Rainy cells are compared with
dry baselines matched by route, hour, and weekday/weekend
status. Rain-demand uses ±5% thresholds; rain-delay requires
both ±10% and ±0.5 minutes. Eligible routes have at least six
matched rainy cells. This pilot is therefore a diagnostic reference
set, not independently adjudicated ground truth.

Each route has 27 aggregate predictors: two schedule/service,
two fare-composition, four corridor-scale, 15 population-
weighted census/context, two GTFS multiplicity, and two ge-
ometric features. The demand, delay, rain-effect, and direct
spatial-exposure metrics defining the labels are excluded. Pre-
dictors are median-imputed with missingness indicators and
standardized within each training fold.

We apply nested repeated Group K-Fold cross-validation to
Binary Relevance with kNN (BR-kNN), a Classifier Chain with
SVC (CC-SVC), and Label Powerset with Random Forest (LP-
RF), grouping suffix variants of the same route family. The
outer evaluation uses 4 folds and 5 repeats; configurations and
the global model selector are chosen only through 3-fold inner
cross-validation using mean balanced accuracy across the six
semantic groups. We report balanced accuracy, macro-F1, and
2,000-replicate route-bootstrap 95% confidence intervals, with
raw accuracy and fold-local majority predictions as secondary di-
agnostics. Separate label-permutation, permutation-importance,
and feature-group-ablation runs provide complementary checks
but do not drive model selection. Exact commands, seed, envi-
ronment versions, and input hashes are recorded in an accompa-
nying reproducibility protocol. Models fitted on all 40 reference
routes are applied to 20 unlabeled routes only as an exploratory
inference pass. Interpretation is restricted to the 10 routes with
92.6–100% feature completeness; the other 10 have only 11.1%
completeness.

3. DESCRIPTIVE RESULTS

Across the 6,790,681 March boardings, 6,333,872 (93.3%) use
route identifiers represented in both GPS and GTFS and are there-
fore structurally alignable. On valid comparison days, after ex-
cluding missing or low-coverage GPS dates, 72,914 reconstructed
versus 75,600 scheduled trip starts yield a 96.5% system-level
ratio. This aggregate masks substantial route-level heterogeneity.

Figure 1 ranks the 60 records in the unified route-level table
by Mr. On those valid days, route 33 combines 157,502 boardings
with 1,447 reconstructed versus 4,922 scheduled starts (29.4%);
97.5% of its score comes from the relative-deficit component.
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Routes 33 and 48 jointly account for 26.0% of the total index,
while the top five account for 50.0%. Because route-specific
telemetry or identifier-matching loss can depress reconstructed
counts, the ranking identifies audit priorities rather than con-
firmed failure rates.
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Fig. 1. Demand-weighted composite mismatch for the top ten
of 60 records in the unified route-level table. Each bar is Mr;
larger values reflect some combination of demand, relative
trip-start deficit, and positive headway excess. Parentheses
show each route’s share of the total 60-record index. The rank-
ing prioritizes audits and is not a confirmed failure rate.

4. DIAGNOSTIC OBSERVABILITY

Nested repeated cross-validation reveals uneven observability
from aggregate route-level features (Figure 2). Zero denotes
nominal balanced-accuracy chance, not the raw-accuracy major-
ity baseline. Inner folds determine all configurations and one
global selector across the six groups.

−20 0 20 40
Balanced-accuracy gain (pp; 0 = chance)

Demand intensity

Urban-core exposure

General delay

Rain-delay response

FCU exposure

Rain-demand response

BR-kNN CC-SVC LP-RF Nested (95% CI)

Fig. 2. Balanced-accuracy gain above nominal chance (1/3 for
three-class states; 1/2 for binary urban-core exposure). Mark-
ers show internally tuned families; black diamonds show the
global selector with route-bootstrap 95% confidence intervals.
Zero is not the raw-accuracy majority baseline.

A. More Observable: Demand and Urban Structure

Aggregate features clearly recovered demand intensity and
urban-core exposure, with weaker evidence for general delay.
The global selector achieved balanced accuracies of 0.650 (95% CI:
0.514–0.787), 0.747 (0.604–0.880), and 0.502 (0.343–0.649), respec-
tively; general delay remained tentative because its lower bound
was only 0.010 above chance. No family dominated: LP-RF
led demand/urban core, CC-SVC general delay/rain demand,

and BR-kNN rain delay; all were weak on FCU. A separate full-
sample control yielded micro-F1 0.564 on real labels versus 0.348
after label permutation. Exploratory importance highlighted
scheduled frequency and spatial extent; small, model-dependent
ablation drops (maximum 0.044) indicated redundancy.

B. Less Observable: FCU and Weather Response

The aggregate predictors were less informative for FCU exposure
and weather response. Balanced accuracy was 0.287 for FCU
Exposure, 0.286 for Rain Demand Response, and 0.438 for Rain
Delay Response; all three intervals included chance. Route 32
missed all six groups and routes 35/60 five, despite complete
predictors and diverse frequency (2.26–6.45 trips/route-hour)
and length (15.4–32.0 km); overall, FCU and rain demand were
wrong for 27/40 and 24/40 routes. This identifies predictor
and reference-design limits, not intrinsic unpredictability: FCU
requires direct spatial proximity, while rain response requires
matched route-hour variation.

Among the 10 high-completeness unlabeled routes retained
for interpretation, BR-kNN, CC-SVC, and LP-RF were unani-
mous most often for urban core (10/10) and general delay (9/10),
but least often for FCU and rain-delay response (2/10 each). All
three assigned stable rain demand to every route, suggesting
majority-class tendency. Spatial rules agreed with consensus for
urban core in 8/10 and FCU tier in 6/10; without adjudicated
ground truth, these outputs support triage, not validation.

5. CONCLUSION

The pipeline enables demand-weighted reliability audits and di-
agnostic observability tests. A 96.5% reconstructed-to-scheduled
trip-start ratio coexisted with concentrated route-level mismatch,
identifying audit priorities rather than confirmed failures. Aggre-
gate features recovered demand and urban-core exposure most
clearly; general delay was tentative, and FCU/rain-response evi-
dence inconclusive. The hybrid 40-route pilot, single-annotator
urban-core labels, rule-defined FCU and operational states, and
wide intervals preclude citywide generalization. Larger, adjudi-
cated reference sets plus direct spatial and matched route-hour
evidence are needed.
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1. INTRODUCTION

Public transport reliability is often evaluated relative to sched-
uled service, but passengers experience reliability through the
service that actually arrives. In high-frequency bus operations,
irregular departures produce uneven headways and can con-
tribute to bus bunching, long gaps, and elevated waiting time
even when the total number of departures is not especially
low. Many analytical workflows evaluate this problem using
schedule-linked trips and stop-level timetables. However, those
assumptions become difficult to sustain when scheduled GTFS
trip records are incomplete or when GPS observations cannot be
reliably matched to individual GTFS trip instances[1].

For this challenge, because no GTFS Realtime feed was avail-
able, we were provided access to high frequency GPS data that
we could use to identify the actual operating patterns and level of
service provided[2]. Through our initial analysis, we identified
a lack of consistency in the stated static GTFS service provision
and the supporting GPS data: many scheduled trip instances
could not be matched to corresponding GPS trajectories, the
dispatch times had deviations from their stated schedules, and
more importantly, we observed significant irregularities in the
departure headways.

To evaluate how this lack of service reliability affects passen-
ger waiting times, we first matched the Autonomic Fare Col-
lection(AFC) data to specific stations to quantify the empirical
demand. We then propose an aggregate route-direction-hour
headway reliability framework that uses observed GPS trip ori-
gins as the service backbone and AFC-derived boardings as
passenger exposure[3]. We then evaluate how much passenger
waiting time could be reduced under two fleet-neutral counter-
factual regularization scenarios, in which the same observed
departures are redistributed either evenly across the full hourly
block or conservatively after the first observed departure.

2. METHODOLOGY

A. Spatiotemporal Demand Reconstruction at the Stop Level
We begin the analysis with a citywide preprocessing pipeline that
integrates bus GPS, and AFC records. While the source data pro-
vided detailed ticketing records for each vehicle, the vehicle ids
did not match to those of the GPS data. Therefore we attempted
to conciliate the information from both data sources. To do so,
we matched the vehicle progression along the route to identify
the expected arrival time of a vehicle to a given station. Next,
based on the assumption that all AFC ticketing times occurred at
the exact location of a given station, we cross-reference the inter-
polated GPS station arrival times with the AFC ticketing times,
applying a /pm5 second offset to account for delays from the
bus stopping to the passenger validating it boarding. We do this
cross-referencing comparing all vehicles from both data sources.
Finally, we use a recursive algorithm greedily assign the best

matches based on the number of successful matches between
the ticketing times and our expected station stops. We enforce
a strict 1-to-1 vehicle mapping and then assign the passenger
volumes to specific stations by interpolating the boardings based
on the transaction time (Figure. 1).

Fig. 1. Matched stop level demand

Fig. 2. Overall workflow summary.

B. Measuring Origin-Headway Reliability under Missing GTFS
For each hourly block, observed headways are calculated from
GPS-derived trip origins. Let hi denote the i-th observed head-
way within the hourly block. Expected waiting time is calculated

using the squared-headway formulation: E(W)r,d,t =
∑i h2

i
2 ∑i hi

. For

a fixed 60-minute hourly cycle, this becomes E(W)r,d,t =
∑i h2

i
2×60 .
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This produces a route-direction-hour origin-headway-based ex-
pected wait, rather than a stop-level waiting estimate. Ob-
served passenger waiting burden is then calculated as PWobs

r,d,t =

Br,d,t × E(W)obs
r,d,t. We compute baseline reliability indicators, in-

cluding expected wait, excess wait, passenger-weighted wait,
and passenger excess wait, and restrict the evaluation to hourly
blocks that satisfy data-quality and service-reliability screening.

To examine whether GPS observations can reveal a stable
latent dispatch pattern in the absence of usable GTFS trips, we
bootstrap the empirical dispatch distribution. For each selected
route-direction-time window, daily GPS-derived departure pro-
files are resampled with replacement to estimate the mean dis-
patch distribution and its 95% uncertainty interval. This assesses
whether repeated GPS observations form a stable schedule-like
pattern or instead show day-to-day variability. In addition, we
apply a day-level bootstrap to the counterfactual results by re-
sampling service days and recalculating passenger-hours saved:

PHS =
∑r,d,t PWobs

r,d,t−∑r,d,t PWc f
r,d,t

60 , and wait reduction percentage:

WR = 100× ∑r,d,t PWobs
r,d,t−∑r,d,t PWc f

r,d,t

∑r,d,t PWobs
r,d,t

.

C. Fleet-Neutral Counterfactuals for Waiting-Time Reduction
Finally, we compare observed service with two explicit fleet-
neutral counterfactual scenarios. In the Uniform Hourly Regu-
larization, the same number of observed departures is evenly
redistributed across the full hourly block. In the Constrained Reg-
ularization, the first observed departure is fixed and only the re-
maining departures are evenly redistributed until the end of the
hour. The first scenario represents an upper-bound regulariza-
tion benchmark, while the second provides a more operationally
conservative alternative. In both scenarios, the number of buses
and passenger demand in each hour are held constant; only the
spacing of departures changes. This allows us to quantify how
much passenger waiting time could be reduced by regularizing
irregular GPS-observed dispatches without increasing fleet size.
The overall workflow is shown in Figure 2.

3. PRELIMINARY RESULTS

Across the four analyzed route-directions of Routes 30 and 47,
the final evaluation includes 995 reliable hourly blocks, 11,540
GPS-observed departures.

The counterfactual results show substantial waiting-time re-
ductions when the same observed departures are regularized
without increasing service volume. Aggregating across all four
route-directions, passenger-weighted waiting time decreases
from 4.61 to 2.64 minutes per passenger under the uniform
hourly regularization scenario. Under the constrained regu-
larization scenario, the aggregate passenger-weighted waiting
time decreases to 3.28 minutes per passenger. Table 1 reports the
corresponding route-direction-specific results. The largest im-
provement is observed for Route 30, Direction 0, where uniform
hourly regularization saves 4,688.5 passenger-hours, equivalent
to a 51.3% reduction. The constrained regularization scenario for
the same route-direction still saves 2,717.3 passenger-hours, or
29.7%. Across the remaining route-directions, uniform hourly
regularization reduces passenger waiting by 33.2% to 42.3%,
while constrained regularization produces reductions of 25.4%
to 33.3%. Day-level bootstrap resampling further confirms that
waiting-time savings remain positive across all route-direction
and scenario combinations.

These results indicate that the main source of passenger wait-
ing burden is not only insufficient service volume, but also the
irregular temporal distribution of the service already being oper-
ated. Because both counterfactual scenarios hold hourly passen-

ger demand and the number of observed departures constant,
the estimated savings represent the potential benefit of improv-
ing dispatch regularity rather than adding additional buses.

Table 1. Passenger waiting-time reduction under fleet-neutral
counterfactual regularization.

Case Bdgs. Obs. CF Red.
(min) (min) (%)

30–0 Uniform 100,591 5.46 2.66 51.3∗

30–0 Constrained 100,591 5.46 3.83 29.7∗

47–1 Uniform 92,787 4.78 2.96 38.1∗

47–1 Constrained 92,787 4.78 3.57 25.4∗

47–0 Uniform 71,029 4.09 2.36 42.3∗

47–0 Constrained 71,029 4.09 2.73 33.3∗

30–1 Uniform 69,602 3.66 2.45 33.2∗

30–1 Constrained 69,602 3.66 2.65 27.6∗

Notes: Bdgs. = adjusted boardings; Obs. = observed passenger-weighted waiting
time per passenger; CF = counterfactual passenger-weighted waiting time per pas-
senger; PHS = passenger-hours saved; Red. = waiting-time reduction. Uniform =
uniform hourly regularization, where observed departures are evenly redistributed
across the full hourly block. Constrained = constrained regularization, where the
first observed departure is fixed and the remaining departures are redistributed
until the end of the hour. ∗ indicates that the day-level bootstrap 95% interval for
waiting-time savings is above zero.

4. EXPECTED CONTRIBUTIONS

This paper makes three contributions. First, it introduces a ro-
bust method to match inconsistent GPS and ticketing data, al-
lowing to explicitly map the actual demand to conduct more
detailed analysis. Second, it proposes a schedule-free evaluation
framework that combines GPS-derived trip origins, route-time
AFC matching, and route-direction-hour expected waiting time.
Third, it shows that substantial benefits can be achieved without
increasing service volume.

The broader implication is both methodological and oper-
ational. When GPS observations do not reveal a stable latent
dispatch template, reliability evaluation should not depend on
an inferred schedule that is not clearly present in operations. In-
stead, explicit counterfactual regularization scenarios grounded
in observed departures provide a transparent benchmark for ser-
vice improvement. Since both counterfactuals hold demand and
the number of departures constant, the estimated benefits reflect
improved temporal regularity rather than additional buses.

The current results focus on route-direction-hour origin-
headway reliability rather than stop-level waiting. We expect to
expand this framework to stop-level analysis to examine where
along the corridor passengers experience the largest waiting-
time burden.
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1. INTRODUCTION

Public bus GPS data can act as a citywide traffic probe, but
slow bus movement does not always imply road-network con-
gestion. Buses stop for passengers, wait at terminals, queue
behind other buses, and slow down for operational reasons.
Prior work has shown that transit vehicles can support real-time
traffic monitoring [1], but bus trajectories remain operationally
biased because the vehicles belong to a scheduled transit system.
This project addresses that ambiguity by separating likely road-
network slowdowns from transit-operational causes while iden-
tifying route vulnerability to congestion. Using the NetMob26
mobility dataset for Niterói, Brazil [2], we develop a GPS-based
framework combining map-matched trajectories, rolling speed,
General Transit Feed Specification (GTFS) context, route informa-
tion, and spatiotemporal clustering. The framework identifies
candidates for road-network congestion and quantifies route
exposure to congestion events.

2. DATA AND METHODOLOGY

Let each bus GPS observation be indexed as i, with projected
coordinates xi, timestamp ti, bus identifier bi, and observed
speed vi. To align GPS observations with the street network,
each point is assigned to its nearest road-network edge:

ϵ⋆i = arg min
ϵ∈E

d(xi, ϵ), (1)

where E is the set of OpenStreetMap (OSM) road-network edges
and d(xi, ϵ) is the point-to-edge distance [3, 4].

Speeds are smoothed within each bus trajectory using a time-
based rolling mean,

ṽi =
1
|Wi| ∑

j∈Wi

vj, Wi = {j : bj = bi, |tj − ti| ≤ ∆troll}. (2)

For the NetMob26 mobility dataset [2], a 60 second window
was experimentally determined for the dataset’s ~15 second
reporting interval, reducing GPS-speed noise without erasing
minute-scale slowdowns. For each edge, a local reference free-
flow speed is then defined as the 85th percentile of smoothed
speeds above the stopped-vehicle threshold vmin = 1 km/h [5]:

vff = Q0.85({ṽi : ṽi > vmin}), si = max
(︃

0, 1− ṽi
vff

)︃
. (3)

Values near 0 indicate free-flow movement, while values near 1
indicate stopped or near-stopped movement. To filter for slow-
speed scores of interest, a minimum slow-speed score threshold,
denoted by σs, is established experimentally and used as a base-
line for later comparison.

To distinguish bus operation from road-network slowdowns,
each slow observation is compared with GTFS stop and termi-
nal locations. Let dstop

i and dterm
i be the corresponding nearest

distances. For si ≥ σs, the point-level label is

Li =

{︄
road-network, dstop

i > δstop ∧ dterm
i > δterm,

stop/terminal, dstop
i ≤ δstop ∨ dterm

i ≤ δterm.
(4)

We set δstop and δterm to represent curbside-stop and terminal
footprints. These cutoffs indicate plausibility as opposed to
causality, since queues can reach stops or delay can occur else-
where. Slow observations are then grouped into ~15 second
DBSCAN cluster-frames per NetMob26 dataset resolution [2].
The DBSCAN parameters include a radius ε = 2δstop meters
and a three-point minimum, and it links adjacent-frame clusters
within 2δterm meters to follow the cutoff distances δstop and δterm
for labeling. Mixed cases are retained as short-cluster counts and
boundaries change rather than being forced into one class.

3. CLUSTERING ANALYSIS

We demonstrate the framework with a morning rush-hour case
study in Centro, Niterói’s downtown bairro, from 07:30–08:30
AM (See Fig. 1). After snapping observations to the Centro
road network and adding GTFS context, 16,824 observations
were retained and matched to GTFS routes. The rolling free-
flow speed was estimated from these data at 19.70 km/h. Using
an experimental threshold σs = 0.48, it identified 11,670 slow
observations, including 3,380 stop/terminal dwell observations
and 8,290 non-dwell road-network candidates.

Fig. 1. A snapshot of morning rush-hour traffic in Centro.
Cluster categories are identified in the road-network along
with their event id and mean slow-speed score.

Slow observations formed 634 road-network clusters, 179
stop/terminal clusters, and 94 mixed/uncertain clusters. The
mixed cases suggest that stop activity, terminal proximity, and
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road congestion often overlap spatially in Centro, as expected of
a dense, active downtown.

Table 1. Clustering Event Results for Centro, March 12, 2026

Event Id Duration (Min) Max Buses Max Lines Slow Score

31 33.50 19 15 0.934

73 25.25 23 19 0.917

0 6.75 10 8 0.921

95 5.75 4 4 0.975

20 3.75 9 9 0.917

The road-network clusters showed high slow-speed scores
and involvement from multiple buses and lines, supporting a
shared roadway explanation rather than isolated vehicle behav-
ior. From there, Table 1 shows that clustering events also identify
persistent multi-route disruptions involving many buses at once,
with Event 31 lasting 33.5 minutes and Event 73 including up to
23 buses across 19 lines.

4. ROUTE VULNERABILITY

Route vulnerability, per our framework, is the extent to which a
route is disproportionately represented in road-network clusters
relative to its overall contribution to slow bus observations after
filtering out stop and terminal activity. For route r, let Cr and Sr
denote its road-cluster and all-slow observations, and let C and
S denote the corresponding city totals. We compute

Vr =
Cr/C
Sr/S

, (5)

so ratios above 1 are considered “over-represented.” Normaliza-
tion prevents frequently sampled routes from appearing vulner-
able merely because they contribute more GPS points.

Fig. 2. Three-minute snapshots from Centro showing two OC3
buses, colored in green, with high route vulnerability since
they remain within the same congestion event for an extended
period. Map legend as in Fig. 1.

Several TransOceanico routes are strongly over-represented
in road-network clusters, such as OC3 in Fig. 2. Across the hour-
long case study, 78.6% of OC3 slow observations were located
inside road-network clusters, producing a vulnerability ratio of
2.30: its road-cluster share was therefore 2.30 times its baseline
share of all slow activity. Other highly exposed routes included

lines 57, 46, 40, and 32, all with vulnerability ratios above 1.5 as
shown in Fig. 3.

Fig. 3. A dumbbell chart depicting over-represented routes
with vulnerability ratios above 1 in the city.

5. CONCLUSION

In this paper, we show that bus GPS data can identify plausi-
ble urban congestion while accounting for operational bias. In
the Centro case study, map-matched trajectories, rolling speed,
GTFS context, route information, and spatiotemporal clustering
distinguish operational, road-network, and mixed slowdowns.
The framework is transferable to other cities with GPS, GTFS,
and OSM data, though parameter tuning for many metrics re-
mains a key limitation. Edge matching may also fail on parallel
streets because it ignores heading and trajectory continuity. Fu-
ture work should use trajectory-aware matching and validate
detected events against sensors, incident records, or external
travel times.

Data Availability
Data underlying the results presented in this paper is provided
by the NetMob26 Data Challenge, for which access can be re-
quested per the Data Challenge organizers, Ref. [2].
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1. INTRODUCTION

Located on the eastern shore of Guanabara Bay, Niterói is one of
the most prominent municipalities in the Metropolitan Region
of Rio de Janeiro. The spatial mismatch between housing supply
and employment concentration in the metropolitan area gen-
erates intense daily commuting flows between peripheral mu-
nicipalities and the capital [1, 2]. By leveraging heterogeneous
data sources [3], our research centers on Data Fusion, integrat-
ing meteorological, mobility, and ticketing data to uncover their
interrelations.

Research Question: Based on this multi-layered framework,
this study addresses a critical urban mobility challenge: How
does heavy precipitation affect the travel times of bus routes in Niterói,
and to what extent are specific bus routes and the areas they serve
disproportionately penalized by these weather-induced disruptions?

2. DATASET AND DATA FUSION METHODOLOGY

This research is structured around two main interconnected axes:
a Demand Study and a Fleet Study. The Demand Study focuses
on passenger behavior and the spatial distribution of transit
users, while the Fleet Study evaluates vehicle trajectories and
systemic bottlenecks. Finally, a machine learning model is con-
structed to predict future delays.

Since the meteorological data were recorded at an hourly
resolution, the ticket transactions and mobility data were tempo-
rally aggregated and merged to align both datasets by the hour
(converted to BRT, UTC-3).

For the Demand Study, given that the initial aggregate results
were inconclusive, the dataset was further stratified first by day
of the week, and subsequently by geographic location, allowing
us to isolate spatial and temporal effects. Due to the substantial
imbalance between weekday (5,928,502) and weekend (862,179)
sample sizes, this study focuses strictly on weekdays to avoid
potential biases introduced by this disparity.

3. EXPLORATORY DATA ANALYSIS

The correlation coefficient calculated for the aggregate passenger
data was negligible (−0.05). Based on a threshold of 2.5 millime-
ters, recognized by the World Meteorological Organization [4] as
the minimum rainfall required to classify the event as moderate,
the p-value derived from the Welch’s t-test comparing samples
with and without rain was not statistically significant at the 95%
confidence level.

Consequently, these aggregate findings necessitated a deeper
analysis. Passenger counts were first normalized using each
route’s daily mean volume, after which a route-specific Welch’s
t-test 1 was conducted under the same 2.5 mm rainfall threshold.
As anticipated, specific routes exhibited statistically significant
impacts at the 95% confidence level.

1Applying Bonferroni’s correction would have severely reduced statistical
power, however the consistently high Cohen’s d values across these results suggest
that the effects found are unlikely to be purely artifacts of noise.

The spatial distribution of precipitation impacts across Niterói
is presented in Figure 1. The routes are represented on the map
alongside favela regions (historically classified by the IBGE as
Subnormal Agglomerations [5]). Notably, all affected routes
either converge in or traverse the northwestern sector of the
city. Evidence indicates that this localized phenomenon is not
coincidental and requires deeper investigation, as discussed in
Section 4.

Spatial Impact of Rainfall on Passenger Demand in Niterói during weekdays
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Fig. 1. Geospatial distribution of rainfall impact on public
transit routes in Niterói during weekdays (95% confidence
level).

To evaluate the impact of precipitation on public bus lines in
Niterói, a Mann-Whitney U test2 was conducted to assess differ-
ences in trip duration between rainy and non-rainy days. This
analysis also applies the 2.5 mm threshold [4]. The results pro-
vide sufficient evidence to conclude that a statistically significant
difference exists between these groups.

Furthering this analysis, we quantified the delay for each
route and visualized the corresponding spatial densities in Fig-
ure 2. Consistent with earlier findings, the maps reveal a distinct
concentration of delays in northwestern Niterói, accompanied
by a substantial increase in accumulated delay density whenever
the 2.5 mm precipitation threshold is exceeded.

4. DISCUSSION AND POTENTIAL IMPACT

The results in Section 3 reveal a distinct spatial concentration of
rainfall impacts across the bay-facing areas of Niterói. Ferreira [6]
identifies this area as densely populated and, in parts, charac-
terized by lower per capita income, resulting in medium coastal
vulnerability scores. This socio-economic and drainage-related
vulnerability likely extends to urban mobility, providing a plau-
sible explanation for the concentrated transit delays observed in

2The p-values of this test were corrected using the Bonferroni method.
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Spatial Distribution of Accumulated Bus Delays in Niterói (Rain >= 2.5 mm)

Favelas
Stops

17.8

40.9

67.6

104.7

155.3

287.3

456.9

632.6

Ac
cu

m
ul

at
ed

 D
el

ay
 D

en
sit

y 
(m

in
ut

es
)

Fig. 2. Spatial density of accumulated delays for precipitation
exceeding the 2.5 mm threshold.

our data. However, definitively verifying this hypothesis falls
outside the current scope and requires dedicated future research.

Based on the observed correlation between rainfall and transit
disruptions, a predictive model was developed and detailed in
Section 5 to forecast expected durations for individual trips.

5. PREDICTIVE MODEL

The predictive model was configured with a multidimensional
feature set designed to capture the complex dynamics of the
transit system using XGBoost [7]:

• Input Features:

– Meteorological: Accumulated precipitation (mm).

– Temporal: Time of day and day of the week.

– Spatial and Operational: Line ID, route direction,
and geospatial coordinates (start and end lati-
tude/longitude).

• Target Variable: Total trip duration (in minutes).

The model was trained using a histogram-based tree algo-
rithm. The final model achieved a Mean Absolute Error (MAE)
of approximately 5.5 minutes and an R2 score of 0.84. When
compared to the descriptive statistics of trip duration in the sam-
ple, this MAE corresponds to approximately 11% of the mean
(~48 minutes) and 23% of the standard deviation (~23 minutes),
indicating that the model’s typical error is substantially smaller
than the natural variability of the data — a result consistent with
the high R2 obtained.

Despite these robust overall performance metrics, the model
still exhibits mispredictions, particularly for trips with exception-
ally long durations. Figure 3 illustrates this limitation, showing
an increase in outliers as the actual trip duration grows.

Finally, although earlier analyses demonstrated a correlation
between rain and delays, meteorological variables yielded the
lowest feature importance scores in the predictive model. This
discrepancy is likely attributable to severe class imbalance, as
the dataset contains remarkably few instances recorded under
rainy conditions compared to dry ones. Conversely, spatial
and operational factors (e.g., Line ID and direction) emerged
as the primary determinants for the model’s predictions. This
aligns with the prior findings, which highlighted distinct delay
concentrations depending on the geographic region of the city.
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Fig. 3. Comparison between predicted and actual trip dura-
tions (in minutes).

6. CONCLUSION

In summary, the two main analyses in this article emphasize
the impact of weather conditions on public transportation dy-
namics. Section 3 demonstrates how rainfall affects specific
transit lines, altering passenger demand and primarily increas-
ing delays. These lines might be particularly sensitive to
weather changes due to population density and geographic con-
ditions—especially those traversing northwestern Niterói, as
discussed in Section 4. Finally, while the developed predictive
model achieved satisfactory performance, it struggles to accu-
rately estimate instances with extremely long durations. Further-
more, owing to data quality limitations and a scarcity of rainy
samples in the dataset [3], weather variables demonstrated lim-
ited influence on the model’s predictions. Addressing this data
imbalance to enhance model robustness remains a key objective
for future work, which will require extending the observation
window to capture a higher frequency of precipitation events.
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1. GENERAL PROBLEM AND MOTIVATION

Public transportation demand varies with the time of day, day
of the week, socioeconomic conditions, and weather. In Brazil,
intense rainfall frequently causes flooding and disrupts road
traffic and public transportation services. This study uses an
eigendecomposition-based method to characterize dominant
spatiotemporal demand patterns and quantify precipitation-
associated differences across locations and hours. We address
three research questions: (1) How can dominant public trans-
portation demand patterns be quantified and represented? (2)
Which areas exhibit the largest precipitation-associated differ-
ences in typical demand behavior? (3) Which time periods ex-
hibit the largest deviations from typical demand behavior? Using
the NetMob 2026 dataset [1], complementary point-of-interest
(POI) data from OpenStreetMap1, and meteorological data from
Brazil’s National Institute of Meteorology (Instituto Nacional de
Meteorologia, INMET)2, we apply an eigenvector-based decom-
position method to characterize the dominant spatiotemporal
patterns of public transportation demand and analyze their as-
sociation with precipitation in Niterói, Brazil. Compared with
direct hourly comparisons based on individual days, the domi-
nant eigenvector approach is less sensitive to random and day-
specific variations. Single-day demand may be influenced by
factors unrelated to weather, such as holidays or traffic disrup-
tions. Dominant eigenvectors mitigate these effects by capturing
the underlying demand patterns across multiple days. Although
previous studies have established that precipitation is associated
with reductions and spatially heterogeneous changes in public
transportation use, they have not identified the dominant cou-
pled spatiotemporal modes through which system-wide demand
varies under precipitation. The main strength of our approach
is its applicability to large-scale, fine-grained transaction data,
enabling the joint analysis of spatial and temporal variations in
transportation demand. The eigenvectors used in this analysis
are obtained through Principal Component Analysis (PCA) [2],
following the general pipeline illustrated in Fig. 1.

1. Construct
X

2. Standardize
X

3. Compute
covariance Σ

4. Decompose
Σ

5. Sort
components vm

6. Select
dominant v∗m

Fig. 1. Eigendecomposition pipeline for extracting the domi-
nant component v∗m.

The data matrix X ∈ Rd×h contains passenger boarding
records aggregated by hour. Each row, x(i) = (xi,1, xi,2, . . . , xi,h),
represents the hourly boarding profile observed on day i, where
d denotes the number of days (observations) and h denotes the
number of hourly time points considered (features). After stan-

1https://overpass-turbo.eu/
2https://bdmep.inmet.gov.br/

dardizing X, we compute the covariance matrix Σ ∈ Rh×h, which
captures the dependence structure of boarding volumes across
different hours. We then compute the eigenvalues and eigen-
vectors of Σ and identify the principal component associated
with the largest eigenvalue. Its corresponding eigenvector, de-
noted by v∗m, represents the dominant direction of variation in
the data. By labeling days according to precipitation conditions,
we partition X into the submatrices Xη and Xξ , which contain
daily passenger-boarding profiles under favorable and adverse
weather conditions, respectively. We then perform an eigende-
composition separately on Xη and Xξ . This procedure yields
the dominant eigenvectors v∗η and v∗ξ , which characterize the
principal temporal modes of variation in passenger boardings
under the two weather conditions. Because both submatrices
represent the same type of daily temporal profile, v∗η and v∗ξ are
expected to be similar when precipitation is not associated with
a substantial change in passenger boarding behavior.

The angle between v∗η and v∗ξ , defined as θ∗η,ξ =

180
π arccos

(∣∣∣∣
v∗η ·v∗ξ
∥v∗η∥ ∥v∗ξ∥

∣∣∣∣
)

, quantifies the difference between the

dominant temporal patterns of passenger boardings under favor-
able and adverse weather conditions by measuring the angular
separation between their corresponding eigenvector directions.
A change in the orientation of these vectors indicates a change in
the dominant direction of variation in the data and, consequently,
in the temporal structure of passenger boardings. The angle θ∗η,ξ
ranges from 0◦, indicating identical dominant directions, to 90◦,
indicating orthogonal dominant directions. These two extremes
correspond, respectively, to the minimum and maximum angular
dissimilarity between the dominant boarding patterns associ-
ated with the weather conditions under consideration. Because
v and −v represent the same principal direction, the absolute
value of the inner product is used within the arccos(·) function
to ensure invariance to the arbitrary sign of the eigenvectors. To
assess hour-specific differences in passenger-boarding patterns
across weather conditions, we compute the element-wise abso-
lute difference between the dominant components, defined as

∆v∗ =
∣∣∣ |v∗η | − |v∗ξ |

∣∣∣ ., where | · | denotes the element-wise abso-

lute value. Accordingly, for v∗η , v∗ξ ∈ Rh, the j-th element of ∆v∗

is given by ∆v∗j =
∣∣∣
∣∣∣v∗η,j

∣∣∣−
∣∣∣v∗ξ,j

∣∣∣
∣∣∣, j = 1, . . . , h. If ∆v∗j = 0 for all j,

then v∗η and v∗ξ have identical element-wise magnitudes, indicat-
ing that the magnitude structure of the dominant temporal mode
remains unchanged between the two weather conditions. In this
case, no hour-specific difference is detected in the magnitude of
the dominant component.

2. RESULTS

Fig. 2 presents the hourly number of passenger-boarding transac-
tions in Niterói for each day of the week. A clear distinction can
be observed between weekday and weekend mobility patterns.
From Monday to Friday, boarding volumes remain consistently
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higher throughout most of the day, which is consistent with
greater demand associated with work, education, and access
to services. Weekdays also exhibit a trimodal temporal pattern,
with pronounced peaks highlighted by the shaded bands at 5:00,
9:00, and 14:00.
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Fig. 2. Total hourly number of passenger-boarding transac-
tions aggregated across the city of Niterói for each day of the
week during the period from March 1 to March 31, 2026. The
shaded bands indicate peak travel periods centered at 05:00,
09:00, and 14:00.

According to INMET, precipitation occurred on 14 days in
March 2026 in Niterói. By applying eigendecomposition to the
transaction data organized into the matrices Xη (boardings trans-
actions under nominal weather) and Xξ (precipitation condi-
tions), we obtain and analyze the dominant eigenvectors v∗η
and v∗ξ for different areas of the city. Fig. 3 illustrates the domi-
nant eigenvectors of the sector containing the Barcas Terminal, a
key hub that presented the highest number of boarding events
(189729) in March 2026. On the y-axis, the loading vj associ-
ated with hour j indicates the contribution of that hour to the
dominant principal direction. Because the sign of an eigenvec-
tor is arbitrary, larger absolute loading values, |vj|, indicate a
stronger contribution of the corresponding hour to the dominant
temporal pattern of passenger boardings in that sector.

Fig. 3. Dominant eigenvectors representing the dominant com-
ponents of passenger boardings under favorable-weather con-
ditions, v∗η , and precipitation conditions, v∗ξ , at the sector con-
taining the Barcas Terminal hub.

The largest difference in the relative contribution of indi-
vidual hours occurs at 17:00, when the absolute loading un-
der favorable-weather conditions is markedly higher than that
observed under precipitation conditions. A clear divergence be-
tween the dominant eigenvectors v∗η and v∗ξ persists throughout
the evening and nighttime period, from 17:00 to 23:00. This pat-
tern indicates that the dominant temporal structures of passen-
ger boardings under the two weather conditions differ substan-

tially during these hours. In particular, the lower absolute load-
ings under precipitation conditions suggest that late-afternoon
and evening boardings contribute less strongly to the domi-
nant temporal mode on rainy days. This difference may reflect
precipitation-related changes in travel behavior, including the
cancellation or substitution of trips. The spatial distribution
shown in Fig. 4 illustrates the angular dissimilarity between the
dominant temporal patterns of passenger boardings under fa-
vorable and adverse weather conditions across sectors in Niterói.
Sectors with larger values of θ∗η,ξ , represented by darker shades
on the map, exhibit greater deviations between the correspond-
ing dominant eigenvector directions. Conversely, sectors with
smaller values of θ∗η,ξ , represented by lighter shades, exhibit
more similar dominant temporal patterns across the two weather
conditions. Gray areas indicate sectors for which no passenger-
boarding transaction data are available.

Fig. 4. Spatial distribution of θ∗η,ξ values, illustrating the extent
to which each area is affected by precipitation.

Using the proportion pn of non-residential POIs in each sector,
defined as pn = Nn

Nr+Nn
, where Nn and Nr denote the numbers

of non-residential and residential POIs, respectively, we assess
the association between land-use composition and precipitation-
related changes using Pearson’s correlation coefficient. The re-
sults show a weak negative correlation between the proportion
of non-residential POIs and θ∗η,ξ (r = −0.202, p < 0.001). Thus,
sectors with higher proportions of non-residential POIs tend
to exhibit smaller angular differences between their dominant
temporal patterns under favorable and precipitation conditions.

3. CONCLUSION AND FUTURE WORK

Using public transportation demand data and the dominant
eigenvectors of different areas of Niterói, we identified sectors
exhibiting different degrees of variation in passenger-boarding
patterns between rainy and non-rainy conditions. Sectors with
higher proportions of non-residential points of interest appear
less sensitive to precipitation-related changes in passenger board-
ings, a pattern that may be associated with the concentration of
routine or essential activities that are less likely to be postponed
or canceled. Future work will extend the spatial analysis to iden-
tify and classify areas with similar passenger-boarding demand
patterns.
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1. INTRODUCTION

Travel time is one of the determining factors in a user’s decision
to use public transit. The disparity between scheduled travel
times and those observed in real-world operations often exhibits
mismatches that penalize passengers and reduce the competitive-
ness of buses relative to private transportation. The increasing
availability of high-resolution operational data, such as elec-
tronic ticketing, vehicle telemetry (GPS), and planned service
specifications (GTFS), enables a systematic comparison between
the service provided and the planned one, identifying routes and
corridors in which this mismatch is most pronounced. This study
aims to identify, among the highest-demand bus routes, those
with the greatest travel time discrepancies in Niterói, adopting
deviations exceeding 10 minutes [1, 2] during peak hours as the
evaluation threshold, while also assessing the spatial coverage
of these routes and the potential exposure of the population to
these delays, using data provided by the MobNit platform [3],
consolidated in the NetMob26 dataset [4], alongside data from
the IBGE census [5] and municipal land use [6].

2. METHODOLOGY

The methodology of this study is divided into four stages. The
first stage consisted of a sequential data engineering pipeline
to consolidate the sources. The electronic ticketing data were
aggregated into route, date, and hour keys, deriving fare profile
variables (paying passengers, fare-exempt riders, and integrated
transfers). In parallel, the raw telemetry data underwent spatial
filtering (via a bounding box of the municipality of Niterói) and
the removal of duplicate readings, and were converted into indi-
cators for trips and vehicles observed, aggregated by route and
direction. The planned service was extracted from GTFS files,
subjected to deduplication processes, and matched with the GPS
data by truncating the direction suffix in the trip_id field. Finally,
the three operational components were merged into a unified
temporal key, preserving a traceability matrix for the manual
equivalences applied to the original route numbers.

The second stage aimed to identify, through electronic ticket-
ing analysis, the bus routes with the highest passenger volume
during peak hours (from 6:00 a.m. to 10:00 a.m. and from 4:00
p.m. to 8:00 p.m.). It should be noted that, although the data
processed in the first stage identified 55 bus routes in operation,
only 47 of them had ticketing records available. Boarding records
were grouped by day and one-hour intervals, allowing the cal-
culation of the total passengers transported in each analyzed
period. Subsequently, demand concentration was analyzed us-
ing a cumulative load curve. The resulting distribution revealed
that a small number of routes concentrate most of the passengers,
allowing the selection of the top 20 municipal bus routes.

The third stage was responsible for diagnosing the temporal

performance of the operation based on the mismatch between
scheduled (GTFS) and observed (GPS) travel times. The unit of
analysis corresponded to a trip identified by the combination of
date, vehicle, route, direction, and trip_id, enabling the mapping
of the most critical times, routes, and regions of the network.

To reduce the influence of incomplete trips, only observa-
tions with at least ten GPS readings, a minimum duration of
five minutes, and a maximum difference of 30 minutes between
the observed and scheduled start times were considered valid.
After applying these criteria, the analytical database included
25,734 valid trips during peak hours. For each trip, the absolute
difference (Equation 1) and percentage difference (Equation 2) of
the travel times were calculated, selecting routes with an average
delay exceeding 10 minutes for spatial detailing, where positive
values indicate operational delays:

∆Ti = TGPS
i − TGTFS

i (1)

∆T%
i =

TGPS
i − TGTFS

i
TGTFS

i
× 100 (2)

Finally, the fourth stage consisted of analyzing the spatial and
social distribution of the impacts. The 2022 census dataset [5]
was refined based on the municipality’s land use classifications
[6], removing uninhabitable areas and obtaining a more realistic
population distribution across the territory. Considering a 300-
meter coverage radius [7] for bus route accessibility enabled
the analysis of the operational coverage efficiency of each route,
assessing which population groups are potentially most exposed
to delays and public transit unpredictability.

3. RESULTS

Figure 1 presents the demand distribution of the top 20 munic-
ipal bus routes obtained from the analyzed passenger volume.
These routes represent a cumulative demand accounting for
approximately 83% of the total demand obtained from the elec-
tronic ticketing database.

Based on this subset, Table 1 presents a comparison between
scheduled (GTFS) and observed (GPS) average travel times for
routes that registered average delays exceeding 10 minutes.

It is worth noting that certain high-demand services are not
represented, namely routes 30 and 47. Although these routes
represent the highest passenger volume in Niterói, they were
excluded from the final selection due to the inconsistency of their
GPS records. This limitation highlights a common challenge in
public transit big data, where localized transmission failures,
hardware anomalies, or signal dropouts can generate critical
telemetry gaps in high-density corridors [2].

Nevertheless, spatial and demographic indicators can be uti-
lized to infer their operational impact. Given that 12 of the 18
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Fig. 1. Passenger volume by route during peak hours

Table 1. Travel time delay by route (GTFS vs. GPS)
Route GTFS GPS ∆T ∆T

(min) (min) (min) (%)
31 48,0 77,7 29,7 62
53 35,9 58,9 23,0 64
46 79,4 100,5 21,1 27
OC3 77,2 96,8 19,6 25
33 39,8 56,2 16,4 41
OC1 58,7 72,3 13,6 23
67 44,9 57,9 13,1 29
35 56,9 69,7 12,8 22
61 63,5 76,2 12,6 20
OC2 67,8 80,4 12,6 19
39A 65,9 77,4 11,5 17
45 37,6 48,9 11,3 30

analyzed routes experienced delays exceeding 10 minutes, and
considering that high-demand corridors are highly susceptible
to dwell-time variability and traffic congestion [1], it is highly
probable that routes 30 and 47 also suffer from operational mis-
matches. Consequently, the system’s actual unpredictability is
expected to be broader than what is shown by the sample.

The social dimension of operational impacts is observed in
Figure 2, which overlays the 300-meter coverage of the 12 crit-
ical routes onto the income classes of the served sectors. The
mapping enables the identification of how operational mismatch
is distributed across the territory, affecting populations with
different household income profiles, classified according to the
adapted IBGE income criteria [8]. Although routes 30 and 47
were excluded from the delay calculations, their spatial corridors
are plotted on the map to confirm that the lack of telemetry does
not negate the socio-spatial profile of the affected areas. The
predominance of low and middle-income sectors (classes D/E
and C) within the coverage areas of the critical routes confirms
that the failure to meet planned operations penalizes the social
groups most vulnerable to service unpredictability.

4. CONCLUSIONS

This study identified, among the main high-demand bus routes
in Niterói, 12 routes where the mismatch between scheduled and
observed travel times resulted in delays exceeding 10 minutes (a
value associated in the literature with losses in service reliability
[1, 2]). The spatial distribution of these routes covers different re-
gions of the municipality and coincides with the network’s main
structural axes, demonstrating that operational unpredictability
directly impacts the corridors most essential to urban mobility.
Although other criteria for evaluating the level of service are
important to refine the diagnosis, complementary analyses re-

Fig. 2. Census tracts served by critical routes and income lev-
els

quire more robust or complete datasets. Therefore, the results
reinforce the urgency of roadway prioritization policies targeted
at these critical corridors and point to the need for expanding
telemetry data coverage and consistency in future studies.
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1. INTRODUCTION 
Diagnosing service failures typically requires occupancy sensors or 
rider surveys — costly and often unavailable at scale. Agencies 
running General Transit Feed Specification (GTFS) schedules, 
Automatic Vehicle Location (AVL), and Automated Fare Collection 
(AFC) systems already collect GPS traces, schedules, and fare logs, yet 
report only aggregate metrics (average headway, on-time performance, 
ridership) that cannot localize where service breaks down. 

Prior work treats these failure modes separately or in pairs. Deepa et al. 
(2023) link headway variability to ridership loss, but at the route level. 
Candelieri et al. (2019) and Abdelaty et al. (2020) expose network 
vulnerabilities invisible to aggregate statistics, but neither tests 
persistence across schedule revisions. Kim and Song (2018) integrate 
accessibility and reliability (ACCREL) without incorporating 
crowding. Luo et al. (2018) combine AFC, AVL, and GTFS for 
space-time occupancy graphs, without benchmarking structural 
vulnerability or reliability. Yap et al. (2020) show fare data can support 
crowding valuation, yet this remains uncommon. 

We are not aware of prior work combining reliability, structural 
vulnerability, and crowding in one passive-data pipeline, or formally 
testing whether they converge on the same routes. 

This study makes no pillar-level methodological contribution — 
coefficient-of-variation (CV) reliability scoring, betweenness-centrality 
node removal, and threshold-based anomaly flagging are each 
standard. Its contribution is (a) integrating three standard diagnostics 
into one pipeline; (b) grounding design choices in sensitivity analysis 
rather than convention; and (c) formally testing, rather than asserting, 
convergence — itself stress-tested for selection bias and fragility. 

RQ1: Does headway irregularity track a real deficit against the 
published schedule? 
RQ2: Does connectivity depend on a small number of structurally 
critical stops, beyond random failure? 
RQ3: Does boarding-pressure concentrate at identifiable peaks, and do 
reliability, vulnerability, and crowding co-locate on the same routes? 

2. DATA 
The analysis uses one month (March 2026) of operational data from 
Niterói's transit system: daily GPS vehicle traces (~15-second 
resolution) and daily fare collection logs (6.7 million transactions 
monthly), one CSV per day. GPS traces cover March 11–31 (19 days), 
excluding March 18–19, due to a telemetry outage before data 
collection; fare data covers the full month. Data spans two operators 
across three schedule snapshots (TransOceanico: 2, TransNit: 1), 
capturing a mid-month timetable revision. An auxiliary feeder/van 
dataset with a separate stop-ID system was excluded to avoid 
conflating it with the main GTFS network.  
3. METHODS 

GPS pings are snapped to the nearest stop via k-d tree (60 m radius, 
swept 30–120 m for sensitivity) and grouped by (stop, line, direction, 
hour), ≥3 observations/day. 

 
Reliability. For each group, 

 𝐶𝑉 =  σ/μ  (1)
Mean and CV are min-max normalized and combined into: 

  𝑅 =  1 −  (0. 5 × μ𝑛𝑜𝑟𝑚 +  0. 5 × 𝐶𝑉𝑛𝑜𝑟𝑚) (2)

Equal weighting is supported by near-identical correlation of R with 
each component alone (r = −0.634, −0.622) and a five-point Spearman 
sweep (ρ ≥ 0.87 near equal weighting). Observed headways were 
matched to GTFS-scheduled headways via a 30 m spatial stop 
crosswalk (54.9% match) and a tripId-to-route_id join (100% of 63 
lines mapped unambiguously), to test whether irregularity reflects a 
real scheduling deficit. 

Structural vulnerability. A stop-level graph from stop_times.txt, 
weighted by median travel time. Stops shared by multiple lines are 
represented as a single node, so betweenness reflects cross-route 
dependency rather than route-specific structure. Betweenness is 
recomputed after each iterative removal of the highest-betweenness 
node, benchmarked against 50-trial random removal (mean ± 1 SD), 
with connectivity loss (CL) measured as   

 𝐶𝐿 (%) =  100 × [1 −  𝑟𝑒𝑎𝑐ℎ𝑎𝑏𝑙𝑒(𝐺′)/𝑟𝑒𝑎𝑐ℎ𝑎𝑏𝑙𝑒(𝐺₀)] (3) 

Boarding-pressure (not "overcrowding": no onboard load/capacity data 
exists). Boardings bin into 5-minute windows; a window is flagged if : 

 𝑏𝑜𝑎𝑟𝑑𝑖𝑛𝑔𝑠 >  μ +  2σ  (4)

(swept k ∈ {1.5, 2.0, 2.5, 3.0} for sensitivity). A route-specific 
threshold and a fleet-wide 95th-percentile threshold both reproduce the 
same diurnal pattern (Spearman ρ = 0.999, 0.997), and an independent 
IsolationForest confirms the same shape. 

Cross-pillar convergence test (RQ3). Reliability, betweenness, and 
boarding-pressure were merged to route_id (route-name crosswalk: 
82.6% match); 12 routes had coverage across all three pillars. 
Spearman correlations were computed among unreliability (1 − R), 
betweenness, and boarding-pressure rate, with two robustness checks: a 
Mann-Whitney U test on observation-volume (merged vs. excluded 
routes) and a full leave-one-out (LOO) sensitivity analysis. 

4. RESULTS 
 

  

Fig. 1 (left) Headway CV distribution (n=8,636), clusters 0.3–0.7. Fig. 2 (right) 
Reliability surface (μ vs. σ) by KMeans tier; boundaries overlap 
(silhouette=0.359). 
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Headline finding (RQ3). No positive convergence. Betweenness is 
uncorrelated with unreliability (ρ = 0.007, p = 0.983) and with 
boarding-pressure (ρ = −0.364, p = 0.245 — underpowered, not clearly 
null, at n = 12). Unreliability and boarding-pressure are significantly, 
strongly negatively correlated (ρ = −0.699, p = 0.011): more reliable 
routes run more crowded — consistent with a trade-off, not the three 
failure modes reinforcing each other. 

The result withstands three checks. Merged and excluded routes do not 
differ significantly in observation volume (Mann-Whitney U = 144.5, p 
= 0.835), ruling out a busiest-routes selection bias. The correlation 
stays negative and significant across all 12 leave-one-out deletions (ρ 
∈ [−0.782, −0.609], all p < 0.05), including exclusion of the 
highest-volume route. It also survives Bonferroni correction for the 
three pairwise tests (p_adj = 0.033); the two null results stay 
non-significant under both Bonferroni and Holm. RQ3: not 
convergence — a trade-off, significant after correction  

Reliability (RQ1). Headway CV clusters between 0.3 and 0.7 (mean 
0.517, n = 8,636). On the 52.5% of the network with a matched 
schedule, service runs 2.7 -- 2.8× less frequently than GTFS implies 
(median ratio 2.72, IQR [2.28, 3.25]) despite weak point-level 
correlation (r = 0.164) — a fairly uniform under-frequency gap. 
Supported, with coverage caveat. 

 

Figure 3. Connectivity loss under targeted removal, TransOceânico vs. 
TransNit  

Structural vulnerability (RQ2). Targeted removal reaches ≥95% CL 
within 9 stops (TransOceânico, identical across both schedule 
snapshots) and 10 stops (TransNit), versus 46.7% and 29.4% under 
random removal — gaps of 49.0 and 67.2 points. Explained 
substantially by multi-route stop-sharing (82.0% / 48.5% of stops serve 
>1 route). Supported. 

 

Figure 4. Boarding volume vs. overcrowding rate by hour: threshold 
method vs. IsolationForest.  

 

Boarding-pressure. Peaks at 4:00 and 14:00 (9.5–9.9% flagged), near 
zero overnight; timezone and fleet-size artifacts were ruled out by 
re-deriving timestamps against each operator's UTC offset and 
normalizing flagged counts by concurrent fleet size, both of which left 
the two peaks unchanged. Tracking of volume is expected by 
construction — evidence against sparsity-driven crowding, not proof of 
demand-driven causation.  

 

Parameter sensitivity. Mean CV moved only 0.523→0.535 across the 
30–120 m snap-radius sweep — the reliability headline is not 
materially sensitive to this choice. The stop-crosswalk match rate, by 
contrast, moved 54.9%→64.2% over the same range: the 30 m 
tolerance trades coverage for match confidence and bounds RQ1's 
scheduling-deficit comparison to the matched network, rather than 
being inconsequential. For boarding-pressure, the flagged rate varies 
substantially with k (5.71% at k=1.5 to 2.36% at k=3.0, as expected), 
but the diurnal shape is stable (ρ ≥ 0.986 vs. the k=2.0 baseline; peak 
hours identical at every k tested). The paper's timing claim is robust; 
the rate claim was never made.                              

5. DISCUSSION AND LIMITATIONS 
Each diagnostic is computable from data agencies already collect, and 
each surfaces a genuine finding — but the findings do not co-locate. A 
pipeline built to test unification instead shows the failure modes are 
statistically independent, or in the RQ3 case, in tension. This argues for 
route-specific interventions over a single composite risk score. 

Machine-learning extensions (KMeans, two Random Forests, 
IsolationForest) were evaluated, not assumed: k = 2 was fixed a priori 
to test only a binary high/low reliability split relevant to intervention 
triage, not selected by silhouette optimization; KMeans tiering is 
coarse and overlapping (silhouette = 0.359); the Random Forest 
betweenness approximation matched exact removal for TransOceânico 
but failed for TransNit (52.7-point gap) and is not adopted. 

The RQ3 result is drawn from only 12 of 63 lines and should be read as 
a well-supported signal in this sample, not a population-level claim.  

6. CONCLUSION 
This study offers a validated integration of three existing diagnostics 
into a passive-data-only workflow, not a new method. Findings are 
specific to Niterói, March 2026, and are planning implications rather 
than firm recommendations. The trade-off between reliability and 
boarding-pressure, if it holds elsewhere, argues against composite risk 
scores as a general diagnostic tool for transit agencies. Future work: 
extend the stop-crosswalk coverage to enable a stop-level convergence 
test with adequate power; validate boarding-pressure against 
occupancy data; and test whether the reliability–crowding trade-off 
replicates elsewhere. More broadly, the pipeline requires only data 
agencies already collect, making replication in other 
GTFS/AVL/AFC-equipped systems straightforward.  

REFERENCES 

1.​ Deepa, L. et al. (2023). The adverse impact of headway 
variability on bus transit ridership. Transport Policy, 141, 
343–356. 

2.​ Candelieri, A. et al. (2019). Vulnerability of public 
transportation networks against directed attacks and 
cascading failures. Public Transport, 11, 27–49. 

3.​ Abdelaty, H., Mohamed, M., Ezzeldin, M., & El-Dakhakhni, 
W. (2020). Quantifying and classifying the robustness of bus 
transit networks. Transportmetrica A, 16(3), 1176–1216. 

4.​ Yap, M., Cats, O., & van Arem, B. (2020). Crowding 
valuation in urban tram and bus transportation based on 
smart card data. Transportmetrica A, 16(1), 23–42. 

5.​ Kim, H., & Song, Y. (2018). An integrated measure of 
accessibility and reliability of mass transit systems. 
Transportation, 45(4), 1075–1100. 

6.​ Luo, D., Bonnetain, L., Cats, O., & van Lint, H. (2018). 
Constructing spatiotemporal load profiles of transit vehicles 
with multiple data sources. Transportation Research Record, 
2672(8), 175–186. 

118


	Abstracts

